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Abstract

In international business relationships, such as international railway operations, large
amounts of data can be exchanged among the parties involved. For the exchange of such
data, a limited risk of being cheated by another party, e. g., by being provided with fake
data, as well as reasonable cost and a foreseeable benefit, is expected. As the exchanged
data can be used to make critical business decisions, there is a high incentive for one party
to manipulate the data in its favor. To prevent this type of manipulation, mechanisms
exist to ensure the integrity and authenticity of the data. In combination with a fair
exchange protocol [I], it can be ensured that the integrity and authenticity of this data
is maintained even when it is exchanged with another party. At the same time, such a
protocol ensures that the exchange of data only takes place in conjunction with the agreed
compensation, such as a payment, and that the payment is only made if the integrity and
authenticity of the data is ensured as previously agreed. However, in order to be able
to guarantee fairness, a fair exchange protocol must involve a trusted third party. To
avoid fraud by a single centralized party acting as a trusted third party, current research
proposes decentralizing the trusted third party, e.g., by using a distributed ledger-based
fair exchange protocol. However, for assessing the fairness of such an exchange, state-
of-the-art approaches neglect costs arising for the parties conducting the fair exchange.
This can result in a violation of the outlined expectation of reasonable cost, especially
when distributed ledgers are involved, which are typically associated with non-negligible
costs. Furthermore, the performance of typical distributed ledger-based fair exchange
protocols is limited, posing an obstacle to widespread adoption.

To overcome the challenges, in this thesis, we introduce the foundation for a data
exchange platform allowing for a fully decentralized fair data exchange with reasonable
cost and performance. As a theoretical foundation, we introduce the concept of cost
fairness, which considers cost for the fairness assessment by requesting that a party
following the fair exchange protocol never suffers any unilateral disadvantages. We prove
that cost fairness cannot be achieved using typical public distributed ledgers but requires
customized distributed ledger instances, which usually lack complete decentralization.
However, we show that the highest unilateral cost are caused by a grieving attack.

To allow fair data exchanges to be conducted with reasonable cost and performance, we
introduce FairSCE, a distributed ledger-based fair exchange protocol using distributed
ledger state channels and incorporating a mechanism to protect against grieving attacks,
reducing the possible unilateral cost that have to be covered to a minimum. Based on
our evaluation of FairSCE, the worst-case cost for data exchange, even in the presence of
malicious parties, is known, which allows an estimate of the possible benefit and, thus,
the preliminary estimate of economic utility. Furthermore, to allow for an unambiguous
assessment of the correct data being transferred while still allowing for sensitive parts



Abstract

of the data to be masked, we introduce an approach for the hashing of hierarchically
structured data, which can be used to ensure integrity and authenticity of the data
being transferred.
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Zusammenfassung

In Geschéftsbeziehungen, z. B. im internationalen Eisenbahnverkehr, kénnen grofte Da-
tenmengen zwischen den beteiligten Parteien ausgetauscht werden. Fiir den Austausch
solcher Daten wird erwartet, dass das Risiko betrogen zu werden, z. B. durch den Erhalt
gefilschter Daten, marginal ist, als auch angemessene Kosten sowie ein vorhersehbarer
Gewinn. Da die ausgetauschten Daten fiir wichtige Geschéftsentscheidungen verwendet
werden kénnen, besteht fiir eine Partei ein hoher Anreiz, die Daten zu ihren Gunsten zu
manipulieren. Um diese Art von Manipulation zu unterbinden existieren Mechanismen
zur Sicherstellung der Integritit und Authentizitdt der Daten. In Kombination mit einem
Protokoll fiir einen fairen Austausch [1] kann sichergestellt werden, dass die Integritét
und Authentizitat dieser Daten auch iiber einen Austausch mit einer anderen Partei hin-
weg erhalten bleibt. Gleichzeitig stellt ein solches Protokoll sicher, dass der Austausch der
Daten nur bei gleichzeitigem Austausch mit der vereinbarten Gegenleistung, z. B. einer
Bezahlung erfolgt, aber auch, dass die Bezahlung nur erfolgt, wenn die Integritdt und
Authentizitdt der Daten wie vorher vereinbart, gegeben ist. Um jedoch Fairness garan-
tieren zu konnen, muss ein Fair Exchange Protokoll eine vertrauenswiirdige dritte Partei
einbeziehen. Um Betrug durch eine einzelne zentralisierte Partei zu vermeiden, die als
vertrauenswiirdige dritte Partei agiert, schlagt die aktuelle Forschung vor, die vertrau-
enswiirdige dritte Partei zu dezentralisieren, indem z. B. ein Distributed Ledger-basiertes
Fair-Exchange-Protokoll verwendet wird. Bei der Bewertung der Fairness eines solchen
Austauschs vernachldssigen die aktuellen Ansétze jedoch die Kosten, die den Parteien
entstehen, die den Fair Exchange durchfithren. Dies kann zu einer Verletzung der skiz-
zierten Erwartung angemessener Kosten fiihren, insbesondere wenn Distributed Ledger
beteiligt sind, deren Benutzung in der Regel mit nicht-vernachlassigbaren Kosten verbun-
den ist. Dariiber hinaus ist die Geschwindigkeit typischer Distributed-Ledger-basierter
Fair Exchange-Protokolle begrenzt, was einer breiten Verwendung im Wege steht.

Um diese Herausforderungen zu iiberwinden, stellen wir in dieser Arbeit die Grund-
lage fiir eine Datenaustauschplattform vor, die einen vollstdndig dezentralisierten Fair
Exchange mit angemessenen Kosten und Geschwindigkeit ermdglicht. Als theoretische
Grundlage fithren wir das Konzept der cost fairness ein, die die Kosten fiir die Fairness-
bewertung berticksichtigt, indem verlangt wird, dass eine Partei, die dem Fair Exchange-
Protokoll folgt, niemals einseitige Nachteile erleidet. Wir weisen nach, dass cost fairness
nicht mit typischen 6ffentlichen Distributed Ledgers erreicht werden kann, sondern mafs-
geschneiderte Distributed Ledger-Instanzen erfordert, die in der Regel nicht vollsténdig
dezentralisiert sind. Wir zeigen jedoch, dass die meisten einseitigen Kosten durch Angrif-
fe einer unehrlichen Partei im Rahmen einer Grieving Attack verursacht werden kénnen.
Um einen Fair Exchange zu angemessenen Kosten und Geschwindigkeit zu ermdglichen,
stellen wir FairSCE vor, ein Distributed Ledger-basiertes Fair Exchange-Protokoll, wel-
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Zusammenfassung

ches Distributed Ledger State Channels verwendet und einen Mechanismus zum Schutz
vor Grieving Attacks enthélt, wodurch die méglichen einseitigen Kosten auf ein Mini-
mum reduziert werden. Auf der Grundlage unserer Evaluation von FairSCE sind die
Worst-Case-Kosten flir den Datenaustausch selbst bei Vorhandensein von boswilligen
Parteien bekannt, was eine Abschétzung des moéglichen Nutzens und damit eine vorlaufi-
ge Schatzung des wirtschaftlichen Nutzens ermdéglicht. Um eine eindeutige Bewertung der
korrekten iibertragenen Daten zu ermoglichen und gleichzeitig sensible Teile der Daten
zu maskieren, stellen wir aufferdem einen Ansatz fiir das Hashing hierarchisch struk-
turierter Daten vor, mit dem die Integritdt und Authentizitét der {ibertragenen Daten
sichergestellt werden kann.
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1. Introduction

Collecting and analyzing data is a crucial part of many business models. However, for
an analysis to be useful, it must be ensured that the data on which an analysis is based
is genuine in terms of authenticity and integrity. For authenticity, it needs to be ensured
that the data actually originates from the stated data source. For integrity, it needs to be
ensured that the data has not been modified since it has been issued by the data source.

Each party involved in a data transfer represents a risk that the authenticity or integrity
of the data will be violated. For example, a faithful but faulty party could unintentionally
corrupt the data, while an unfaithful party could deliberately forge data with fraudulent
intent. Therefore, it is important to provide the possibility of verifying authenticity and
integrity even if the data is transmitted via several intermediaries. Integrity and authen-
ticity, along with other aspects such as confidentiality, non-repudiability, and availability,
should be considered when designing a data exchange platform.

One fundamental design decision is whether to use a fully centralized, a fully decen-
tralized, or a mixed approach for the data storage and exchange platform. In a fully
centralized approach, as shown in a party that wants to make its data avail-
able to other parties has to submit it to a central database, from which the data is
distributed to parties interested in receiving the data. Any party interested in this data
has to request the data from this central database. In a mixed approach, as shown in
[Figure 1.1D] data availability is registered, and exchanges are negotiated and initiated
using a central operator. However, the data is held and exchanged in a decentralized
manner. Using a fully decentralized approach, as shown in each party inter-
ested in consuming data has to contact the party providing the requested data directly
and ask it to provide the data the consuming party is interested in.

All approaches shown in entail various advantages and disadvantages. For
example, in a fully decentralized approach, the data provider can directly control which
data it provides to which data consumer. At the same time, however, the data provider
must take care of the entire administration itself, such as verifying the identity of the
consumer. Delegating single tasks, e.g., identity verification, or even the full responsi-
bility for storing and distributing the data to a central database operator, relieves the
data provider from its responsibilities but requires trust in the correct handling of these
tasks by the party the tasks have been delegated to. This results in the following possible
roles, some of which overlap, for data storage and exchange as outlined above:

Data Owner: A data owner is a party owning data. A data owner is entitled to regulate
access to its data, such as defining which party may receive the data and which party
may receive information gained from the data. A data owner does not necessarily
need to be a data provider, e.g., if the distribution of the data issued by a data
source was delegated to a data relay.
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Figure 1.1.: Simplified diagram of a fully centralized, mixed, and fully decentralized data
exchange architecture. In the fully centralized approach, a database and
its operator must be involved, with which all parties interact to exchange
data. In the mixed approach, the data catalog is held, and exchanges are
coordinated centrally, but the data is provided decentrally. In the fully de-
centralized approach, all parties interact with each other; a central database
does not exist.

Data Provider: A data provider offers data to other parties, the data consumers. A data
provider does not necessarily share its own data (in which case it would also be a
data owner) but can also retrieve and forward data on behalf of another party.

Data Consumer: A data consumer is a party interested in receiving data for its purpose,
e.g., for conducting an analysis. A party receiving data to forward it to further
parties does not make it a data consumer but a data relay. Receiving the data
does not include receiving ownership over it. Instead, a data consumer is expected
to follow the regulations of the respective data owner regarding further sharing of
information gained from the data. When sharing the data or information gained
from the data to another party, the data consumer itself would also become a data
provider.

Data Relay: A party retrieving data to forward it to other parties is a data relay. Same
as with the data consumer, receiving the data does not include receiving ownership
over it. Instead, a data relay is expected to follow the regulations of the respective
data owner for forwarding the data to other parties. If the party uses the data for
its own purposes, such as conducting analysis, it is also considered a data consumer.

Data Source: A data source is the data provider which initially issued that data. A
data source can be, e. g., a device owned by a company, which makes the company
the data owner of the data issued and provided by the data source.

For the successful operation of a data exchange system, all parties involved in a data
exchange must be confident that the stored data, as well as the process of transferring the
data to another party, is secured against tampering, information disclosure, repudiation,
and denial of service [2]. However, there may be scenarios where the parties involved in
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Railway Track Sensors record measurement | Infrastructure Manager share/sell | Rolling Stock Owner

yﬁ ’ ;‘ S B = (opt.)

Figure 1.2.: Simplified example of the data flow of a sensor measurement in the domain
of railway operations. An infrastructure manager from the domain of railway
operations owns non-mobile assets such as railway tracks, signals, and sensors
attached to the railway tracks. For each passing train, the sensor records data
concerning the passing train, which is usually not owned by the infrastructure
manager, but by a rolling stock owner. The rolling stock owner might be
willing to buy the measurement data, providing information concerning his
trains.

A

A

the data exchange do not trust each other. This issue raises the question of why these
parties should be interested in exchanging data at all. However, there may be situations,
as we point out in using examples from the domain of railway operations,
where two parties who do not necessarily trust each other benefit from sharing data as
long as aspects such as tampering, information disclosure, repudiation and denial of ser-
vice, can technically be excluded. For example, as shown in an infrastructure
manager from the domain of railway operations might be interested in selling measure-
ment data he received from his sensor to rolling stock operators to allow them to use the
data for improving the rolling stock maintenance, for a payment in return.

In this thesis, we investigate possibilities to replace the trust required for the various
aspects of decentralized data exchange by technical measures as far as possible. Our
results can be used, e. g., to replace paper-based contracts between companies by technical
measures. Instead of requiring a superordinate party which, when the parties involved
in the exchange no longer adhere to the paper-based contracts, has to enforce the agreed
behavior, such as a court, the technical measures exclude possible misconduct from the
outset. In general, we aim to prevent misconduct from the outset by applying appropriate
technical measures to enable a fair data exchange between two parties that do not trust
each other. Therefore, by applying these technical measures, we expect data exchange
efficiency to increase while the risk of fraud decreases. However, if misconduct cannot
be avoided, the methods presented and used in this thesis can also provide evidence of
the correct behavior of the honest party and the misconduct of the dishonest party. This
evidence could eventually be used in case a court is involved. Throughout this thesis, we
will demonstrate the practical application of our work in the context of railway operations,
using real-world examples to illustrate its effectiveness.

1.1. Motivating Example from Railway Operations

Along railway tracks, sensors are installed to collect information on the condition of pass-
ing trains (such as brake temperature, wheel temperature, and wheel noise). Similarly,
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sensors attached to trains can record the condition of the tracks passed by the train.
The data collected by such sensors can be used, e.g., for live monitoring and alerting
in urgent situations, predictive maintenance [3] to avoid unplanned downtime of rolling
stock or track sections, and even accident prediction and prevention. Particularly in rail
transport, accidents are often associated with severe personal injuries and high material
damage [4]. From an objective point of view, combining as much data as possible is
desirable to get a complete digital image of the physical situation. However, in addition
to technical obstacles such as missing standardized interfaces and protocols for data ex-
change, political and legal aspects must be considered before parties involved in railway
operation start to exchange data. For example, in case of an accident, the data could
be used to identify the party responsible for the accident, which might not be in the in-
terest of all involved parties, especially the one responsible for the accident. As we have
learned in discussions with industry representatives, potential liability for costs based on
erroneously shared data is an obstacle to participating in a large-scale data exchange in
railway operation, as it might increase the risk of being held responsible for outages, etc.

The problem mentioned above also exists if only parts of the data are about to be
shared. Especially for freight trains, it is common that a single train consists of wagons
of different rolling stock owners. Suppose a sensor installed on the tracks records a passing
train consisting of wagons of different rolling stock owners. In that case, the infrastructure
manager holding measurement data recorded by the sensor might be legally obliged to
remove information concerning wagons of other rolling stock owners when passing the
data to a specific rolling stock owner. Besides the additional legal and technical effort
required for the identification and removal of the objects from which information has to
be removed, this raises another concern: If a party, such as the infrastructure manager
in this case, is obliged to modify the data, it raises the question of how much of the
remaining data is genuine and how much of the transferred remaining data has been
modified. This issue is also an obstacle for industry stakeholders and, therefore should
be addressed accordingly, e. g., with a possibility to ensure the integrity and authenticity
of the remaining, unmodified data.

Let us assume that different parties in the domain of railway operations are interested
in a regular exchange of data to improve daily operation, such as maintenance aspects,
planning of repairs, and optimizing track and train utilization. Several scenarios are con-
ceivable in which, in case of an unforeseen event, one or more parties might be interested
in withholding existing measurements or even denying the existence of a measurement
or manipulating it in their favor.

For example, international trains pass through the areas of several infrastructure man-
agers during one journey. This is because, for most infrastructure areas, the responsi-
bilities of the infrastructure managers correspond to national borders. This congruence
of national territory and boundaries of the responsibility of an infrastructure manager
mostly results from the fact that railways used to be or still are state operated (ex-
ceptions are, e.g., large industrial companies that operate a comparatively small rail
infrastructure on their factory premises). In the event of an emergency stop of a train,
e. g., caused by a defective wheel, the respective infrastructure manager incurs high costs
due to the blocked track, which causes congestion and thus delays of following trains. If
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this occurs shortly after passing such an infrastructure area border, the question could
be raised whether the defect leading to the emergency stop could already have been vis-
ible to the infrastructure manager of the originating infrastructure area. In that case,
the train should already have been stopped there. This could raise a dispute about the
responsibility for the emergency stop and, therefore, its liability and resulting cost. In
this scenario, infrastructure managers might also be subject to different jurisdictions,
which can complicate legal disputes considerably and thus make them more expensive.
In the worst case, one of the parties involved in the legal dispute does not recognize the
authority of the jurisdiction of another party, which may result in an aggrieved party
being left to bear the costs.

In this and similar scenarios, according to experts of the domain of railway operations,
the parties interested in exchanging data will likely be unable to agree on a central
database operator. If a centralized approach is not feasible, e.g., due to the lack of its
acceptance as pointed out above, the only option left is to use a decentralized approach.
Furthermore, due to the lack of mutual trust and the absence of a joint arbitrator, such
as a commonly recognized court, security measures against possible threats, such as
tampering, information disclosure, repudiation, and denial of service, must be addressed
accordingly in a decentralized manner.

In addition to two neighbouring infrastructure managers as outlined in the example
above, many more parties, including different types of parties, are involved in railway
operations. shows parties active in railway operations, which collect, consume,
process, or provide railway-related data and might be interested in exchanging data. For
reasons of simplicity, we only consider data concerning the state of the infrastructure
(such as railway tracks, signals, and other so-called fixed assets) and rolling stock (such
as engines, and vehicles, down to individual parts such as brakes and gearings). Besides
these, much more data is available in the domain of railway operations, such as passenger
tickets and seat reservations, freight declarations, train schedules, and much more. In
this respect, it must also be considered that not all data should be available to every
party but that usually only partial data access is permitted. For example, rolling stock
data recorded by an infrastructure manager should only be accessible by the respective
rolling stock owner, rolling stock owners should not share data related to one infrastruc-
ture manager with its opponent, and external service providers should only be able to
share data with further parties when explicitly authorized to do so. Also, government
regulations can request access to data but are usually limited to data from their own
jurisdiction.

Summarized, in the domain of railway operations, many different parties natively have
the roles of data owners, data providers, or data consumers. Due to the vast amount
of data of different types (e.g., sensor recordings, passenger tickets, seat reservations,
cargo information) and from different sub-domains (e.g., freight transport, passenger
transport, infrastructure operation), there is a high potential but also high demands on
the system for data exchange.

Given the scenario described above, according to experts from the domain of railway
operations, with whom we had the opportunity to speak in the course of this work, due to
the lack of trust and commonly accepted authorities and escalation instances, a central
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Figure 1.3.: Conceptual representation of data flows between different parties involved in
railway operations.

approach will not be widely accepted. In addition, they are also concerned about general
aspects of remotely operated data storage systems operated, such as data storage issues
(e.g., data corruption, backups), access control (malicious insider, outside intruder),
and contractual and legal issues as described by Vurukonda and Rao [5]. Instead, a
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decentralized solution would be preferable, in which no central party can gain control
over or access to the data. Data should remain only with its provider until it is directly
shared with a consumer. However, the same security guarantees must apply as in a
system with a central data storage operator: It must be ensured that the data offered
by the provider are genuine and have not been modified after they have been emitted,
e.g., by a sensor. Furthermore, it must be ensured that this data can not be withdrawn.
Making up and providing fake data must also be prevented. Suppose a consumer requests
data, and the provider approves the request. In that case, it must be ensured that the
consumer will eventually get precisely the data he has requested while the provider gets
the payment they previously agreed on, referred to as fairness [1J.

Besides the genuineness of the data and the fairness of a data exchange, for produc-
tive use in an industrial environment, it must be possible to conduct recurring data
exchanges with reasonable costs and performance. Since the question of reasonable costs
and performance cannot be answered generally but depends on different aspects, such as
the domain and the exact scenario, the cost and performance of the envisaged solution
must be sufficiently transparent to allow the decision to be made in each case by those
responsible for the relevant domain, such as company managers, to join or not to join
such a data exchange.

1.2. Requirements

Based on the example of railway operations introduced in and in exchange
with domain experts, we identified the following requirement

Req. 1 Decentralization: The data exchange platform shall be decentralized.

As described in there are concerns about centralized data storage and
the resulting loss of control over the data for the data provider. Therefore, the
envisaged data exchange platform must not incorporate any centralized party which
could have or gain full access to the data or control over the data exchanges.

Req. 2 Integrity: The data exchange platform shall provide all parties with the ability
to verify the integrity of the data.

As soon as the data is stored or transferred, there is a risk that it will be modified
intentionally (e.g., forgery) or unintentionally (e.g., transmission errors or data
corruption on the storage hardware). Therefore, any party receiving the data should
be able to verify that it has not been modified after it has been emitted or collected,
e. g., by obtaining it from a sensor.

Req. 3 Authenticity: The data exchange platform shall provide all parties with the
ability to verify the authenticity of the data.

!The requirements are phrased based on syntax template suggestions as suggested by ISO/IEC/IEEE
29148 and SOPHIST |6l [7].
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Whether a consumer can trust the information contained in the data depends on the
origin of the data. If the consumer trusts the source of the data, he can usually also
trust the information obtained from the data. However, this requires ensuring that
the data received originates from the supposed source and has not been tampered
with along the way to the consumer. Being tamper-proof is already covered by
Req. [2] but ensuring its origin, referred to as authenticity, imposes an additional
requirement.

Req. 4 Fairness: The data exchange platform shall enable two parties, provider and
consumer, to conduct fair data exchanges.

For a data exchange to satisfy both provider and consumer, it is important that
none of the parties can gain an advantage over the other party, e. g., the consumer
receiving the requested data without having to pay for it or the provider receiving
payment without having to provide the requested data. An exchange with such a
guarantee is referred to as fair exchange [I], which we introduce in more detail in
[Section 2.3] Due to the absence of a central data storage operator as required by
Req. [1} no party is inherently responsible for providing such a guarantee. Instead,
a decentralized approach is required to guarantee fairness.

Req. 5 Data Secrecy: The data exchange platform shall preserve data secrecy during
data exchange.

The envisaged data exchange platform must be designed so that only the targeted
consumer can retrieve a copy of the data to be exchanged as part of the exchange.

Req. 6 Selective Sharing: The data exchange platform shall allow the provider to
remove or mask parts of the data to be shared.

Depending on the data to be exchanged, it might be required that parts of the data
can be masked or removed, e.g., if ownership policies or legal obligations such as
GDPR [§] have to be followed.

Req. 7 Data Non-Repudiability: The data exchange platform shall prevent repu-
diation of data known to exist.

Once data has been announced by the provider to exist, the provider shall not be
able to repudiate its existence later on. This is, e.g., important in the case of a
dispute in which the data in question may have information about the causes or
responsibilities of accidents.

Req. 8 Cost Limitation: The maximum cost for recurring data exchanges in the
data exchange platform shall be capped by a well-known limit.

High costs during data exchange reduce its economic benefit. To encourage par-
ties to participate in data exchange, there should be a well-known limit for the
cost, allowing for a decision to be made on whether the expected benefit from a
data exchange justifies its cost and, therefore, the parties should participate in
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the data exchange. In the best case, the envisaged data exchange platform al-
lows for application-dependent cost optimization, e.g., proportionally lower cost
per exchange as the number of conducted exchanges increases.

Req. 9 Performance Limitation: The only limitation for the performance of the
data exchange platform should only depend on the provider and consumer.

The performance of the envisaged data exchange platform is measured in the num-
ber of fair data exchanges that can be conducted between two parties in a fixed time
interval. The maximum possible performance should only depend on the consumer
and provider (including aspects directly attributable to the consumer and provider,
such as their available computing power or Internet connection). The maximum
possible performance should not depend on other parties, such as providers or con-
sumers of different data exchange constellations. This way, the ability to avoid
bottlenecks is solely the responsibility of the provider and consumer and does not
depend on any other party.

1.3. Research Questions

The requirements presented in raise the following research questions, which
we subsequently address in this thesis.

Req. [1] requires the envisaged data exchange platform to be fully decentralized without
any central party being able to access the data or control the data exchange. With the
Bitcoin blockchain [9], Nakamoto introduced the concept of a completely decentralized
digital currency, which neither requires trust in a central party nor mutual trust among
other parties involved in Bitcoin while allowing for full traceability and verifiability of
all transactions carried out. This new way of combining existing approaches to create
the Bitcoin blockchain has intensified research in the area of distributed ledger technol-
ogy, subsuming blockchain and similar concepts, which we introduce in more detail in
Further research extended on the underlying concepts by introducing smart
contracts, which are Turing-complete programs that can be executed on a distributed
ledger [10, 11]. However, Bitcoin and, in general, distributed ledgers are infamous for
their immense resource consumption, whose improvement is also the subject of current
research and development [12] [I3]. Considering these aspects and assuming upcoming
improvements with regards to the resource consumption, the underlying technology is
promising as a foundation for our envisaged data exchange platform to meet Req.
Moreover, distributed ledger technology is already being used in multiple industrial envi-
ronments [I4]. To this end, striving for a functional, scalable, and ready-to-use approach
for a decentralized concept for an industrial-grade data exchange platform, addressing
the threats of tampering, repudiation, information disclosure, and denial of service, in
this work, we investigate how distributed ledgers, especially blockchains, can be used as
underlying technology for such an approach. Several aspects of this idea need a more
intensive investigation for using distributed ledger technology as a foundation for imple-
menting a decentralized data exchange platform as requested by Req.
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In the case of a scenario where a consumer pays money to the provider to retrieve
specific data, it must be ensured that the consumer exactly retrieves the data he has
paid for, as reflected by the fairness requirement, Req. Fairness can be achieved
using a so-called fair exchange protocol, e. g., FairSwap [15], which has been developed to
ensure decentralized fair data exchange using the Ethereum blockchain [I1]. To conduct
one exchange using the FairSwap protocol, up to four distributed ledger transactions are
required. Since Ethereum is a public and permissionless blockchain in which any party
can participate by sending transactions for which fees are charged, each fair exchange
using the FairSwap exchange protocol or any other public blockchain-based fair exchange
protocol costs money. For example, on 2023-01-01, just the first blockchain transaction
to initialize the FairSwap protocol was charged with cost of 163 USD in transaction
fees (for details on how this cost has been determined we refer to the introduction of
Chapter 3). Given that the cost for a FairSwap initialization always has to be paid
by the provider, but the cost is not considered in current models for fair exchange, it
constitutes a unilateral disadvantage of the provider in favor of the consumer. It is
arguable whether any data exchange protocol such as FairSwap should be considered
fair if it allows one party to abort an established exchange, leaving the other party as
the sole bearer of initialization cost. To address this issue, we need to identify how cost
fairness can be achieved on state-of-the-art public distributed ledgers. For this, we raise
the following research questions:

RQ1 How to assess cost of a two-party exchange protocol?

RQ2 How can cost fairness be achieved in public distributed ledger-based two-party
exchange protocols (e. g., FairSwap)?

Another way to address the unilateral non-negligible cost is to avoid these costs in
the first place. However, in state-of-the-art public distributed ledgers, the transaction
fees that cause the cost are an integral element for the correct functioning of the dis-
tributed ledger. Transaction fees reward parties for their faithful participation in the
distributed ledger and incentivize future faithful behavior. Modifying a state-of-the-art
public distributed ledger regarding this would, therefore, weaken its security if no alter-
native concept for incentivization and reward of faithful behavior is implemented at the
same time. Either way, such a modification would need the support of the majority of
participants in the distributed ledger and is, therefore, unlikely to be implemented.

A possible alternative to address this issue is the concept of private distributed ledgers.
As we explain in more detail in private distributed ledgers operate within
a controlled environment where the participants are known and trusted entities, often
eliminating the need for incentive mechanisms like fees to prioritize transactions or val-
idate blocks. Therefore, private distributed ledgers can be designed to cause no cost
in terms of transaction fees. However, the oversight and management of a private dis-
tributed ledger are concentrated among a limited group of participants, which diminishes
the trustless nature compared to a fully decentralized approach such as public distributed
ledgers. However, as many companies in the industry are reluctant to use systems that
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are completely out of their control, private distributed ledgers could be a viable alter-
native to public distributed ledgers, albeit they lack full decentralization and therefore
violate Req.[I] decentralization. Therefore, to gain a complete picture of the achievability
of cost fairness, the following research question addresses the use of private distributed
ledgers to identify how a private distributed ledger must be designed to achieve cost
fairness:

RQ3 How can cost fairness be achieved in private distributed ledger-based two-party
exchange protocols?

In the literature, e. g., for FairSwap [15], so-called grieving attacks have been identified
as a major risk of incurring unilateral costs and therefore experiencing unilateral disad-
vantages. When cost fairness as defined in can be achieved, it is guaranteed
that a grieving attack will not succeed. However, as we also show in achieving
full cost fairness on public distributed ledgers is impossible. However, there might be
alternative approaches to how the impact of a grieving attack can be reduced or how it
can even be avoided. For this reason, we raise the following research question:

RQ4 How can a grieving attack against a distributed ledger fair exchange protocol
be prevented?

Besides cost, another disadvantage of public distributed ledger instances is the lim-
itation of maximum transactions per second. For example, the Bitcoin blockchain is
limited on average to a global maximum of 7 transactions per second, and the Ethereum
blockchain to 12 transactions per second [16], [I7]. For comparison, the VISA credit card
system can process 24,000 payment transactions per second. Distributed ledger-based
fair exchange protocols usually require multiple distributed ledger transactions. As stated
above, FairSwap requires four transactions for a successful fair exchange [I5]. Therefore,
the theoretical maximum of fair exchanges that can be conducted per second on the
Ethereum blockchain using FairSwap is three. However, since many other applications
use the Ethereum blockchain and send transactions, in practice the average throughput
for fair exchanges using FairSwap will be far lower than this theoretical limit. Alterna-
tive distributed ledger-based fair exchange protocols are subject to the same limitation,
possibly with a different number of transactions required for successful protocol execu-
tion. Given the high number of parties possibly interested in data exchange, e.g., as
required in the railway context of [Figure 1.3} this could represent a bottleneck for large-
scale adoption and therefore introduces the risk of a denial of service, which is one of the
threats mentioned in the STRIDE threat model [2].

To speed up the execution of distributed ledger-based applications, such as a fair ex-
change protocol like FairSwap, there are two main approaches: First, instead of the
Ethereum blockchain, another distributed ledger instance could be used. There are al-
ternative public distributed ledger instances with the same capabilities as the Ethereum
blockchain, e. g., the Avalanche network [I8], but allowing for more transactions to be pro-
cessed per time with lower cost compared to the Ethereum blockchain. Here, however, the
expected performance gain is usually limited to a constant factor. As mentioned above,
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it is also possible to use private distributed ledgers, which can be significantly faster
than public distributed ledgers but lack full decentralization. We elaborate on possible
alternatives to the Ethereum blockchain in and discuss their advantages and
disadvantages.

The second option to speed up a distributed ledger-based application is using state
channels. Summarized, a state channel is a direct connection between two parties. In-
stead of sending transactions to the distributed ledger, the parties send their transactions
directly to each other, using predefined schemes for these transaction messages accord-
ing to the definition of the underlying state channel concept. If the state channel is
not needed anymore, the parties agree on the final state of the state channel and send
the result to the underlying distributed ledger. This allows transactions that are usu-
ally sent individually to the distributed ledger to be aggregated, saving costs and time.
State channels are also referred to as Layer-Two Blockchaz’nsﬂ as they are secured via a
(directly or indirectly) underlying distributed ledger [19], which is considered to be the
Layer-One distributed ledger. We provide more details on state channels in [Section 2.2.6]

Based on the information summarized above, state channels are a promising way to run
fair exchange protocols such as FairSwap with reduced cost and better performance than
conducting a fair exchange following a fair exchange protocol requiring direct distributed
ledger transactions. Therefore, to address Req. [§] and Req. [0 we raise the following
research questions:

RQ5 Which cost reduction can be achieved using state channels for a distributed
ledger-based fair exchange protocol?

RQ6 Which performance improvement can be achieved using state channels for a
distributed ledger-based fair exchange protocol?

Furthermore, being able to ensure integrity and authenticity (Req. [2| and Req. [3)) in
combination with the requirement of being able to only selectively share data (Req. @
raises a conflict: The protection of the integrity of data is usually solved by using cryp-
tographic hashes over the full data. For authenticity, digital signature schemes are used,
e.g., for signing the cryptographic hash value used for ensuring integrity. However, us-
ing traditional hashing methods, any change in the data to be transferred, including
omitting parts of the data that are not subject to sharing, results in a change of its
cryptographic hash value. Therefore, checking the integrity of the data does not work
when comparing the original hash value with that of the selectively masked data, as it
will differ by definition. This could be addressed by having the provider compute the
integrity information based on the modified data. However, this conflicts with assuring
authenticity information since the digital signature of the provider the data originates
no longer matches the original document. To address this conflict, we raise the following
research question:

2As most distributed ledgers are realized as blockchain, Layer-Two Blockchain has become commonly
used. However, Layer-Two Distributed Ledgers would be the more general and correct term, as state
channel approaches can be applied on general distributed ledgers.
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RQT7 How can we prove the authenticity and integrity of data while allowing for
masking parts of the data to prevent information disclosure?

shows an overview of the research questions introduced above, the requirements
they address, and in which chapter of this thesis they are answered.

Table 1.1.: Overview of the research questions raised in this thesis, the requirements they
address, and chapter of this thesis in which the research question is answered.
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1.4. Research Contributions

The results obtained in answering the research questions presented in lead to
the following research contributions:

Game-Theoretical Model for Cost Assessment of Fair Exchange Protocols

Since data exchange in a decentralized environment should be guaranteed to be fair,
incorporating a fair exchange protocol is required. Due to the non-negligible fees charged
for using fair exchange protocols on a distributed ledger, and the lack of current models
to consider the cost for the assessment of the fairness of such an exchange protocol, it
is arguable whether an exchange should be called fair in case of one party unilaterally
having to bear significant cost. To overcome this gap, in we present a game-
theoretical model as a framework for cost assessment of fair exchange protocols to answer
RQ

The model is used to estimate the cost to be expected before actually participating
in an exchange. Due to the game-theoretical character of the model, it is also possible
to get a lower and upper bound for the expected costs. On this basis, parties such as
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companies active in the domain of railway operations can assess whether participation
in data exchange is beneficial for them.

Achievability of Cost Fairness on Distributed Ledgers

Being able to assess the cost of a fair exchange using the game-theoretical model in-
troduced in [Section 3.2} in [Section 3.3, we provide a formal definition of cost fairness,
which, in addition to the goods to be exchanged, also takes into account the cost for
the exchange. Summarized, cost fairness requires that an honest party cannot suffer a
loss of value, summing up the cost and total value of goods received and handed over
during the exchange. We postulate and prove the hypothesis that cost fairness cannot be
achieved on a common public distributed ledger for both seller and buyer simultaneously,
answering RQ 2] We furthermore discuss the requirements to achieve cost fairness on a
customized private distributed ledger instance to answer RQ 3]

The theoretical result of cost fairness achievability can be used during the design time
of a data exchange platform, such as outlined in the railway example. Here, participating
parties have to decide whether they want to rely on a public distributed ledger, accepting
that there is no guarantee for cost fairness, or whether they want to use a customized
private distributed ledger in which it is possible to guarantee cost fairness. However, on
a private distributed ledger, they have to accept disadvantages such as decreased security
due to the limited number of participants, as pointed out by Wan et al. [17] and lack
of full decentralization. We provide more background on the difference between public,

permissioned, and private distributed ledgers in

FairSCE: State-channel based Implementation of a Distributed
Ledger-based Fair Exchange Protocol

The limitations of using a distributed ledger for fair data exchanges concerning cost and
performance represent a significant obstacle to a wide adaption in practice. Addressing
RQ [ and RQ[6] we investigate the extent to which the limitations in terms of costs and
performance can be overcome by combining it with state channels, resulting in a ready-
to-use implementation called FairSCE. In addition, we conduct a detailed evaluation of
FairSCE concerning its cost and performance improvements.

To the best of our knowledge, besides FairSCE, there is no other ready-to-use imple-
mentation of a fair data exchange protocol with acceptable cost and performance. All
approaches known to us have, at most, introduced a prototype that operates directly on
the distributed ledger without leveraging the advantages of a state channel. As a result,
they suffer from high costs and low performance compared to FairSCE. For practical use,
such as in a data exchange platform for the domain of railway operations, FairSCE and
its evaluation serve as proof of the feasibility of a production-ready solution.

Extra Deposit for Grieving Attack Prevention

As outlined in [Section 1.3} in environments without the ability to guarantee cost fairness,
grieving attacks pose a significant threat with regard to unexpected and unilateral cost
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for, e. g., the use of distributed ledger-based fair exchange protocols.

In as part of FairSCE, we introduce a mechanism to prevent grieving
attacks, addressing RQ [l This is done by introducing additional protocol steps which
require each party to deposit funds which can be used as compensation for cost caused
by the behavior of an unfaithful party.

Structure-aware Hashing of Hierarchically Structured Data

As our reply to RQ[7 in we present a hashing method that allows for mask-
ing parts of the data to be shared without losing the ability to prove the integrity or
authenticity of the data. We have also ensured that, apart from masking parts of the
data, no other modification can be made without voiding the integrity and authenticity
information of the data.

As mentioned in our railway example in our method can, e. g., be used by
an infrastructure manager when sharing measurement data with rolling stock owners.

1.5. Research Methodology

For our work, we follow the principles of the design science research methodology [20),
211, [22]. Design science research seeks “to extend the boundaries of human and organi-
zational capabilities by creating new and innovative artifacts” [20] and by “building and
application of the designed artifacts” [20]. Hevner et al. present seven guidelines that
should be followed in scientific work according to the design science principle:

Design as an Artifact. Design science research aims to produce artifacts that address
relevant problems and help understand and support the solution of a problem. The arti-
facts introduced as a result should be described in a way that allows for implementation
and application. Ideally, the artifact should be instantiated to “demonstrate feasibility
both of the design process and of the designed product” [20].

Within the scope of this work and its research contributions, several artifacts have
been developed, such as a method for structure-aware hashing of hierarchically struc-
tured data, which we introduced in followed by its evaluation in Section [5.3]
Another artifact according to design science research and as a result of our research, we
present a game-theoretical model for cost assessment of fair exchange protocols in
The third artifact we present in[Section 4.2]is a ready-to-use state channel-based
implementation of a distributed ledger-based fair exchange protocol based on FairSwap
[15], called FairSCE. We compare FairSwap and FairSCE in our evaluation and present
the results in

We outline how our artifacts could be used as part of an overall solution in a data
exchange platform for rail transport in

The artifacts of this thesis (smart contracts, software tools, evaluation results) are
available as part of a replication package [23].
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Problem Relevance. Hevner et al. request that results obtained conducting research fol-
lowing design science research principles should “enable the development and implemen-
tation of technology-based solutions to heretofore unsolved and important business prob-
lems” [20].

We show the relevance of the problems addressed in this dissertation by referring to
our running example of decentralized data exchange in the domain of railway operations
introduced in For this, in we discuss the use case requirements
presented in regarding their applicability and compliance to our example of
railway operations. However, our findings are not limited to that domain but can also
be relevant to business domains facing similar challenges, such as international logistics
and healthcare.

Design Evaluation. Evaluation is a crucial part of the research process, not only ac-
cording to design science research. However, according to Hevner et al., the requirements
for evaluating an artifact in design science research are established by the business envi-
ronment for which the artifact is intended.

As part of our work, we conducted the following evaluations: For FairSCE, our state
channel-based implementation of a distributed ledger-base fair exchange protocol, pre-
sented in we conducted a comparative evaluation between FairSwap and
FairSCE with regard to cost and performance. For our method of masking parts of
data while preserving the ability to prove its authenticity and integrity, presented in
we conducted an evaluation based on real-world sensor measurement data from
the domain of railway operations to determine the time needed for hashing using our
approach compared to classical hashing. Besides presenting the results, we also discuss
the limitations and threats to validity of our contributions according to the guidelines of
Wohlin et al. and Jedlitschka et al. [24, 25]. However, for the evaluation part of design
science research, Hevner et al. explicitly “include[s| the integration of the artifact within
the technical infrastructure of the business environment” in the aspects to be evaluated.
Due to the lack of the availability of a full implementation of a data exchange platform
in the targeted business environment, such as the domain of railway operations, we could
not conduct an evaluation encompassing all components in a single combined system.
Nevertheless, we are confident that our evaluations provide meaningful and usable re-
sults, which can be used as a reference and motivation for companies to join a large-scale
solution as we outline in [Section 6.1]

Besides fulfilling the requirements of design science research concerning design eval-
uation, we have also contributed to research aiming to improve the comparability of
evaluation methods and replicability of software architecture research objects [26]. This
has been done by taking part in a systematic literature review investigating how research
artifacts in the research domain of software architecture are evaluated.

Research Contributions. Design science research favors three types of research contri-
butions: design artifacts, foundations, and methodologies.

We described our research contributions in [Section 1.4} consisting of artifacts such as
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our method for structure-aware hashing of hierarchically structured data and the state
channel-based implementation of a distributed ledger-based fair exchange protocol, also
corresponding to the design as an artifact guideline of design science research. The
research contribution of our game-theoretical model for cost assessment of fair exchange
protocols can be classified as a foundational contribution, as new modeling approaches
are explicitly mentioned by Hevner et al. as a desired research contribution. Finally,
our results regarding the achievability of cost fairness on distributed ledgers can also be
classified as a foundational contribution since the formal proofs show the general limits
of what is possible under the assumed conditions. This can serve as a starting point for
further research to validate the necessity of the assumptions and limitations made and,
at best, to eliminate them.

Research Rigor. “Design-science research requires the application of rigorous methods
in both the construction and evaluation of the designed artifact” [20]. However, being
formally or mathematically rigorous, by, e. g., formally or mathematically describing the
research subject, can lead to omitting essential parts of that research being abstracted
through assumptions and therefore to reduce relevance. Therefore, ‘“rigor must be as-
sessed with respect to the applicability and generalizability of the artifact” [20], perfor-
mance metrics, and clear communication of the environment for which an artifact has
been targeted concerning its evaluation.

We followed the guideline of research rigor by considering both theoretical foundations
of subjects of our research (e.g., our game-theoretical model for cost assessment of fair
exchange protocols in and our research with regards to the achievability of
cost fairness on distributed ledgers in Section as well as detailed practical evaluation
when it comes to practical artifact development in the form of executable software (e.g.,
our method for structure-aware hashing of hierarchically structured data in Section [5.3
and FairSCE, our state-channel based implementation of a distributed ledger-based fair
exchange protocol in Section . In either case, we point out the assumptions made, as
well as discuss limitations and possible threats to the validity of our results as proposed
by Wohlin et al. and Jedlitschka et al. [24] 25].

Design as a Search Process. According to Hevner et al., design science can be seen
as an iterative search process to discover an effective solution to a problem when it
is impossible to find the optimal solution to the problem, e.g., in realistic information
systems in business context [20].

Relating our work to the business domain of railway operations significantly helps to
better understand the requirements. However, at the same time, it introduces a high
level of complexity, representing a significant obstacle to identifying an optimal solution.
Therefore, in this work, we present the best solution we found after several iterations and
prove it to be effective concerning a possible application in practice, such as in railway
operations. Despite being confident in bringing relevant improvements to existing works
and contributions for the research community as well as usable artifacts for possible
application in business use cases, we can neither claim nor prove our artifacts to generally
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be the optimal solution for the research challenges addressed. To this end, we strive to
continue this iterative process to further improve our solutions as part of our future work
as presented in and encourage other researchers to join these efforts.

Communication of Research. Hevner et al. request that research conducted following
the design science principles must present its results “both to technology-oriented as well
as management-oriented audiences” [20)].

In this dissertation, we satisfy the request of Hevner et al. concerning the communi-
cation of research by presenting both general theoretical and empirical results, targeted
mainly for technical audiences, as well as illustrating the implication of the achieved
results by mapping them to examples in the domain of railway operations. In addition,
individual results of the research work have already been presented to the scientific com-
munity at its specific topic-related conferences, as we present in During the
entire research project, we were also in contact with experts from the domain of railway
operations in order to present existing results and discuss their practical effects on the
one hand and to be able to optimally orient further research on the other hand by getting
feedback from the experts for the achieved results.

1.6. Preliminary Publications
This dissertation shares content and results with the following preliminary publications:

e Matthias Lohr, Jonathan Hund, Jan Jiirjens, and Steffen Staab. Ensuring Gen-
uineness for Selectively Disclosed Confidential Data Using Distributed Ledgers:
Applications to Rail Wayside Monitoring. In 2019 IEEFE International Conference
on Blockchain (Blockchain), pages 477-482, Atlanta, GA, USA, July 2019. IEEE.
doi:10.1109/Blockchain.2019.00072

e Matthias Lohr, Benjamin Schlosser, Jan Jiirjens, and Steffen Staab. Cost Fairness
for Blockchain-Based Two-Party Exchange Protocols. In 2020 IEEE International
Conference on Blockchain (Blockchain), pages 428-435, Rhodes, Greece, November
2020. IEEE. |[doi:10.1109/Blockchain50366.2020.00062

e Matthias Lohr, Kenneth Skiba, Marco Konersmann, Jan Jiirjens, and Steffen Staab.
Formalizing Cost Fairness for Two-Party Exchange Protocols using Game The-
ory and Applications to Blockchain. In 2022 IEEE International Conference on
Blockchain and Cryptocurrency (ICBC), 2022. |doi:10.1109/ICBC54727.2022.
9805522

e Matthias Lohr, Kenneth Skiba, Marco Konersmann, Jan Jiirjens, and Steffen Staab.
Formalizing Cost Fairness for Two-Party Exchange Protocols using Game Theory
and Applications to Blockchain (Extended Version). arXiw:2203.05925 [cs.DC,
2022. larXiv:2203.05925| |doi:10.48550/ARXIV.2203.05925
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e Matthias Lohr, Sven Peldszus, Jan Jiirjens, and Steffen Staab. Fast, Favorable, and
Fair Blockchain-based Exchange of Digital Goods using State Channels. In 2024
IEEFE International Conference on Blockchain and Cryptocurrency (ICBC), 2024

We refer more specifically to the relevant publications in the corresponding chapters.

1.7. Outline

The remainder of this dissertation is structured as follows. In we introduce
the foundational work on which this dissertation is based. In [Chapter 3] we address
the topic of fairness for distributed ledger-based data exchange with the focus on the
consideration of cost for the fairness assessment. In we describe, implement
and evaluate an industrial-grade ready-to-use distributed ledger-based data exchange
protocol, striving for an cost and performance efficient approach for large-scale fair data
exchange. In we introduce an extension to the distributed ledger-based data
exchange protocol from which allows for the exchange of parts of the data but
still maintains fairness by applying a tree-based approach for the hashing of hierarchically
structured data. In|Chapter 6, we review the feasibility of a distributed ledger-based fair
data exchange approach in the context of railway operations using the building blocks
developed and presented in [Chapter 3| [Chapter 4] and [Chapter 5l We conclude our work
in

We provide a graphical representation of the outline of this dissertation in
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2. Foundations

As introduced in this dissertation examines the feasibility of building a dis-
tributed ledger-based platform for fair data exchange, aiming for use in industrial contexts
such as the domain of railway operations. Since distributed ledger technology is based
on several cryptographic concepts, we first introduce these in We then intro-
duce distributed ledger technology in We want to investigate how fair data
exchange can be realized in the context of industrial environments, such as the domain
of railway operations using distributed ledgers. We, therefore, provide an overview of the
topic of fair exchange in A fair exchange of sensor data, as utilized in the
envisaged data exchange platform in the domain of railway operations, requires trust in
the sensor data to be exchanged. For this reason, we provide foundational information

about trustworthy data sources in [Section 2.4l

2.1. Cryptographic Basics

Several basic cryptographic approaches are used as building blocks for distributed ledgers.
Cryptographic hashing, which we introduce in[Section 2.1.1] is used to ensure the integrity
of a distributed ledger. For secure communication, encryption schemes can be used, which
we introduce in [Section 2.1.2] For identification and authentication of parties interacting
with a distributed ledger, digital signatures based on asymmetric cryptography are used,
which we introduce in

2.1.1. Cryptographic Hashing

When data is transferred between parties, it may be desirable to ensure that the data
has not been modified intentionally or unintentionally during transmission, referred to
as ensuring integrity. For this, cryptographic hashes can be used.

In general, hashing denotes the process of “mapping binary strings of arbitrary length
to binary strings of some fixed length” [32] p. 33|. This mapping can be expressed using
a hash function H(x) : x — h or h = H(x), where x is an arbitrary binary string used
as input, which is mapped to the hash value h. It is assumed that computing a hash
value h = H(zx) for a given x is computationally efficient, and the binary input string x
is generally not constrained in length or value.

A given hash function H is said to be a cryptographic hash function if it is computa-
tionally infeasible to find

e an input z for a given hash value h such that H(x) = h (preimage resistance),

21



2. Foundations

e a second input z’ for a given input z and its resulting hash value h = H(z) such
that H(x) = H(2') = h (second preimage resistance),

e two distinct inputs = and 2/ with x # 2/ such that the hash values H(x) = H (')
assigned to x and 2’ are equal (collision resistance).

Due to the possibility of efficiently computing h = H(x) for a given x, but the infeasibility
of calculating any 2’ for a given h' such that b’ = H(z), H is often referred to as one-
way function.

Because of the properties of one-way functions [32], cryptographic hashes can be used
to ensure the integrity of digital data, such as measurement data or the contents of a dis-
tributed ledger. For this, along with the copy of the data x in question, its cryptographic
hash h is shared. It must be ensured that, e.g., by using digital signatures which we
introduce in[Section 2.1.3] the cryptographic hash value has not been tampered with dur-
ing its transmission. As an alternative to creating a digital signature, the cryptographic
hash value could be transmitted using a different communication channel than used for
the actual data transfer which is trusted to be secure against tampering. Due to the small
size of a cryptographic hash value, even low-throughput side channels for exchanging the
cryptographic hash value can be used to establish an integrity verification. For example,
while the data is transferred over an unencrypted Internet connection, the cryptographic
hash value could be transferred via phone, where the parties can authenticate each other
by recognizing their voices.

If the correctness of the cryptographic hash value is ensured, the receiver of data x and
its cryptographic hash value h can compute the cryptographic hash value ' = H(x) by
himself and check if A’ = h. Due to preimage resistance and collision resistance, if b’ = h,
the receiver can be assured that x has not been tampered with since any change to x
would inevitably modify its cryptographic hash value, since an attacker would not be able
to create different data 2’ with 2’ # x such that it computes to the same cryptographic
hash value such that h = h’.

Typical hash algorithms process the input x in fixed-sized data blocks of a length
of k bits, where k& depends on the particular hash algorithm in use. For this, the hash
algorithm reads the first k bits of the input and computes an (intermediate) cryptographic
hash value. Then, iteratively, the (intermediate) cryptographic hash value is updated by
processing the next k bits, until the end of the input is reached. If the last block to
be processed is shorter than k bits, it is artificially padded to length k according to the
definition of the hash algorithm. The cryptographic hash value computed after the last k
bits have been processed is returned as final cryptographic hash value of x. For example,
SHA-256 operates on blocks of data that are 512 bits in length and generates a 256-bit
hash value.

2.1.2. Encryption Schemes

In general, encryption schemes can be used to prevent unauthorized access to confidential
information, e.g., when the information needs to be sent over or stored on an insecure
medium where the possibility of access by unauthorized third parties cannot be ensured to
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be excluded. For example, when data is sent over the Internet, it cannot be completely
ruled out that an attacker will try to intercept the data transfer, e.g., by physically
intercepting the cable which is used for the transfer, and create an unauthorized copy.
Using an encrypted connection, the attacker might still be able to physically intercept
and record the data transfer. However, due to the encryption, he will not be able to read
the actual data but only scrambled data.

Encryption schemes can be divided into symmetric and asymmetric encryption schemes.
Both encryption schemes have in common that prior to a party being able to decrypt
the encrypted data, secret keys need to be generated. The difference between these
encryption schemes lies in the type and handling of the secret keys.

For both encryption schemes, we follow the notion of Menezes (see [32, p. 15] for
symmetric encryption, |32, p. 25| for asymmetric encryption).

Symmetric Encryption Schemes

To encrypt a secret message m using symmetric encryption, the encrypting party must
generate a random encryption key e. For symmetric encryption, the decryption key d can
be derived in a computationally efficient way from any party having access to e and is
said to be the inverse of e such that d = e~!. Therefore, both keys, e and d, must be kept
secret. For the most practical symmetric encryption schemes, it holds that e = d [32].
The plaintext message m is encrypted using an encryption function F with encryption
key e such that ¢ = E.(m), where ¢ is the resulting ciphertext. The plaintext message m
can be recovered from its ciphertext ¢ using the decryption function D and the decryption
key d such that m = Dg(c). All parties having access to the ciphertext ¢ and either the
encryption key e or the decryption key d can recover the plaintext message m.

Asymmetric Encryption Schemes

To encrypt a secret message m using asymmetric encryption, the encrypting party needs
to generate a key pair (e,d), consisting of a decryption key d and its corresponding
encryption key e. For mathematical background on how such a key pair can be generated,
we refer to |32, p. 284]. For an asymmetric key pair (e, d), it is assumed that finding the
corresponding decryption key d for a given encryption key e is infeasible. Therefore, the
encryption key e can be made publicly available. For this reason, the encryption key e
is also referred to as public key, while the decryption key is referred to as private key.

Similar to symmetric encryption, the plaintext message m is encrypted using an en-
cryption function F with encryption key e such that ¢ = E.(m), where ¢ is the resulting
ciphertext. The plaintext message m can be recovered from c by using the decryption
function D and the decryption key d such that m = Dy(c). Only parties having access
to the decryption key d can decrypt a given ciphertext c.

Symmetric vs. Asymmetric Encryption

While for symmetric encryption, both keys, e and d, need to be distributed using secure
communication channels, for asymmetric encryption, no encrypted communication chan-
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nel is required for distributing the encryption key e, as it cannot be used to derive the
decryption key d. However, to avoid Man-in-the-Middle attacks [33] in the subsequent
encrypted communication using these keys, it must be ensured that the keys belong
exactly to the party the recipient of the keys assumes they belong to.

With regard to key distribution, asymmetric encryption is more scalable than sym-
metric encryption, as the number of keys needed is proportional to the number of parties
rather than the number of channels between these. Suppose n parties want to exchange
encrypted messages with each other mutually. In that case, symmetric encryption re-
quires n(n—1)/2 keys (each couple of two parties requires its own key), while asymmetric
encryption requires only n keys (each party has its own key pair which can be used by
any other party to encrypt for this party solely). Especially on a large scale, e.g., as
a data exchange platform as envisaged for the domain of railway operations, this could
reduce overhead for encryption and decryption key management.

The disadvantage of asymmetric encryption over symmetric encryption is its higher
mathematical and consequently computational complexity. Encrypting large plaintext
messages m is significantly faster using symmetric encryption instead of asymmetric
encryption. Thus, the encryption of vast amounts of data about to be transferred can
cause performance problems. For our envisaged data exchange platform for the domain
of railway operations, this would diminish its overall feasibility.

In practice, both approaches can be combined to get the advantages of both encryption
schemes. For this, each party involved in such an encrypted communication must first
generate an asymmetric key pair (eq, d,) with e, being publicly available. For exchang-
ing a large plaintext message m, the sender of m then creates a random one-time use
symmetric encryption key e;. The sender now uses es to encrypt the plaintext message m
to retrieve the ciphertext ¢ = E, (m). Furthermore, the sender uses the public key e, of
the data receiver to encrypt the symmetric key es. Both the encrypted symmetric key eg
and the ciphertext are then sent to the receiver. Using its asymmetric decryption key d,
the receiver can recover ey, which then can be used to derive the symmetric decryption
key ds = e; !, which can then be used to recover the plaintext message m = Dy_(c).

2.1.3. Digital Signature Schemes

In general, digital signatures can be used to indicate the authenticity of data. For
example, when data is retrieved via an intermediary party, such as the infrastructure
manager in the envisaged decentralized data exchange platform for the domain of railway
operations, a digital signature can be used to indicate and validate that a specific party,
such as a sensor, has issued the data. For this, the asymmetric key pairs (e, d) introduced
in[Section 2.1.2can be used. Like asymmetric encryption, the encryption key e is assumed
to be publicly available and well-known to whom this public key belongs. Having a
plaintext message m and using the asymmetric decryption function D as well as the
private key d, a party can create a signature s such that s = Dgy(m), informally speaking
by decrypting the plaintext message m even if it is not encrypted. Since encryption and
decryption are assumed to be bit-wise operations on bit-strings such as the plaintext
message or the keys, technically it does not matter which binary string is used as input
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for encryption or decryption functions. When the plaintext message m is shared with
another party together with its digital signature s, the receiving party can apply the
asymmetric encryption function E using the publicly known encryption key e to the
signature such that m’ = E.(s). If m = m/, the receiving party knows that s has
been generated by the party possessing d, as this is the only possibility to create a valid
signature s resulting in m = m/.

Similar to asymmetric encryption, creating a digital signature for large messages m is
computationally expensive. For this reason, digital signature schemes are often combined
with cryptographic hashing since a cryptographic hash value is usually much smaller than
its input data. Therefore, instead of creating a signature based on the whole message m,
the signature is based on the cryptographic hash of m such that s = Dy(H (m)) with H
being a cryptographic hash function. When the plaintext message m and the signature
s are shared with another party, the receiving party applies the encryption function to
the hash of the received message and validates if H(m) = E.(s).

This way, a digital signature can be used for guaranteeing both integrity as well as au-
thenticity, assuming that only the party associated with a publicly available asymmetric
encryption key e is in possession of the corresponding decryption key d.

2.2. Distributed Ledger Technology

A distributed ledger is a database that is spread across a network of computers referred
to as modes, where each node has a partial or complete copy of the data shared among
these nodes and is designed to function even in the presence of malicious nodes deceitfully
introducing falsified information into the distributed ledger network [34]. A distributed
ledger can be used for reliably storing information in a decentralized environment with
participating parties not trusting each other, such as the envisaged distributed data ex-
change platform for the domain of railway operations and other scenarios in which the
participating parties fail to agree on a commonly trusted centralized operator. For this,
a distributed ledger records data in the form of so-called transactions, where each new
transaction is appended to the data structure. Computing and storing cryptographic
hashes of those transactions ensures that these cannot be modified by anymore without
the nodes being aware of it. When encountering a modified transaction by finding a mis-
match of cryptographic hashes, an honest node would ignore such a modified transaction
and retain the transaction matching its known cryptographic hash value.

In general, anyone who can access the data structure of a distributed ledger can trace
all transactions and, therefore, read all past and current values stored on the distributed
ledger. This enables full transparency, traceability, and verifiability on how the state of
a distributed ledger has been achieved.

The most well-known representative of a distributed ledger is the concept of a blockchain,
which we introduce in Section 2.2.71 Before a new transaction is added to a distributed
ledger such as a blockchain, the nodes of a distributed ledger network seek the consent
of the validity of that new transaction using a consensus mechanism, which we intro-
duce in [Section 2.2.2] The first widely known blockchain is the Bitcoin blockchain, which
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was designed to provide a fully decentralized digital currency without any possibility
of central control. Such a digital currency is referred to as crypto currency, which we
introduce in more detail in Further research has enabled the ability of dis-
tributed ledgers to use small computer programs to describe valid transactions, referred
to as smart contracts, which we introduce in In general, transaction fees
have to be paid to interact with distributed ledgers e.g., sending funds in the form of
a crypto currency or using a smart contract, which we elaborate in [Section 2.2.5 As
a result of further research, state channels have been proposed. State channels are a
concept for improving the performance of a distributed ledger in terms of the maximum
amount of transactions the distributed ledger can accept per time and to lower cost in
terms of transaction fees while maintaining the security guarantees of a distributed ledger
such as the ability to tolerate malicious nodes. Therefore, we introduce state channels
in Finally, besides public and permissioned distributed ledgers like the
Bitcoin blockchain, there are other types of distributed ledgers, such as private and per-
missioned distributed ledgers. We provide an overview of these types, their advantages,

and disadvantages in [Section 2.2.7]

2.2.1. Blockchains

A blockchain, introduced by Nakamoto as the underlying data structure for Bitcoin [9],
is a distributed ledger in which transactions are grouped into blocks, and each block refer-
ences its preceding block by incorporating the cryptographic hash value of the preceding
block [35], as depicted in Besides the transactions, referred to as payload,
and already mentioned metadata, such as the cryptographic hash value of the preceding
block, a block contains additional metadata, such as the timestamp of creation and a
digital signature of the author of the block. For computing the cryptographic hash value
of a block, payload, and metadata are incorporated as input to the cryptographic hash
function. Any change of the payload or the metadata of a block would result in a dif-
ferent cryptographic hash value of that block. Thus, if for any block any metadata or
payload would be changed, e. g., the reference to its predecessor, also the cryptographic
hash value of this block and all succeeding blocks will change. This makes it impossible
to retroactively change data along the chain as long as the cryptographic hash value of
the most recent block is already publicly known. This makes a blockchain data structure
immutable up to the block of which the cryptographic hash value has been communicated
among and accepted by the nodes involved in the blockchain network [36] (neglecting the
risk of a successful fork-based attack for now [37]).

2.2.2. Consensus Mechanisms

To decide whether a new transaction sent to a distributed ledger shall be accepted or
rejected, a so-called consensus mechanism is used. Simplified, a consensus mechanism
can be interpreted as a voting system in which nodes participating in the distributed
ledger network can vote on whether they consider a transaction valid and, therefore,
accept it, or otherwise reject it instead.
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blocki.. block; blocki.. blocki..
meta data: meta data: meta data: meta data:
< h(blockiz) < h(blocki1) < h(blocki) < h(blocki:1) ...
payload: payload: payload: payload:
X1 X1 X1 X1
X2 X2 tX2 X2
tXs tXs tXs X3

Figure 2.1.: Conceptual representation of the blockchain data structure. Transactions are
grouped into blocks. Besides the transaction payload and further metadata,
each block contains the cryptographic hash value of its predecessor in the
metadata, forming it a chain of blocks, thus a blockchain.

To prevent a party from spawning an arbitrary number of identities using each one
to vote, but allow for anonymity at the same time, a mechanism called Proof-of- Work
[38] is used for the Bitcoin blockchain. Using Proof-of-Work, a party has to solve a
mathematical task, which is computationally expensive to solve but easy to validate,
such as cryptographic hashing. Using a cryptographic hash function H and given the
difficulty value d, for Proof-of-Work, the task is to find an input value x such that
H(z) < d. This approach has first been used to prevent spam messages by requiring
the sender of a message to solve a Proof-of-Work task [39]. The difficulty d of this task
and, consequently, the average time to solve such a task can be chosen arbitrarily. For
Bitcoin, d is constantly and automatically adjusted so that all parties involved in this
task together find a corresponding x on average every 10 minutes [9]. However, Proof-
of-Work and therefore Bitcoin are infamous for their vast energy consumption [12} [13].
Alternatives to Proof-of-Work are, e. g., Proof-of-Stake [40, 41, [42], Delegated-Proof-of-
Stake [43], Practical Byzantine Fault Tolerance [44] and Raft [45].

Due to the ability of a distributed ledger to be able to operate even in the presence of
malicious voters, it is also referred to as a solution to the Byzantine Generals problem
[46.[47]. The amount or percentage of malicious parties a distributed ledger can withstand
depends on the consensus mechanism chosen for the distributed ledger instance.

2.2.3. Crypto Currencies

The Bitcoin blockchain introduced by Nakamoto was designed to be a “purely peer-to-peer
version of electronic cash [that] would allow online payments to be sent directly from one
party to another without going through a financial institution” [9]. This electronic cash
system is referred to as crypto currency and can be used for fully digital and decentralized
monetary transfers. Crypto currencies can be exchanged at specialized exchanges for
other currencies, such as USD. This also includes exchanging funds in another crypto
currency directly. Each distributed ledger instance typically comes with its own crypto
currency, such as the Bitcoin blockchain with the Bitcoin cryptocurrency (BTC) and the
Ethereum blockchain with the Ether crypto currency (ETH).
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Depending on the distributed ledger, a crypto currency can be used for different pur-
poses. Commonly, on each distributed ledger, the crypto currency of that ledger can
be used for monetary transfers between parties participating in the distributed ledger.
Usually, the crypto currency is also used to charge fees for each transaction sent to
the distributed ledger or to reward parties participating in the Proof-of-Work consensus
mechanism. We elaborate on distributed ledger transaction fees in Crypto
currencies can also be used to pay for a service provided by a smart contract, which we
introduce below.

2.2.4. Smart Contracts

In distributed ledger technology, the term smart contract refers to a computer program
designed to define and enforce rules of conduct for interaction with the smart contract
itself or with other parties. The general idea of smart contracts was brought up by Szabo
[10] and got adapted to distributed ledger technology in, e.g., Bitcoin in the form of so-
called scripts with a limited set of available operationsﬂ and support for Turing-complete
smart contracts on the Ethereum blockchain [IT].

Typically, smart contracts are capable of storing their state. This is realized by vari-
ables defined by the smart contract, which can be modified as part of an interaction with
the smart contract.

Just like usual computer programs, the behavior of a smart contract is defined by its
program code. Accessibility for external systems, such as other computer programs, is
provided via well-defined interfaces. The difference between a usual computer program
and a smart contract is how the determined result is handled. The interfaces of conven-
tional computer programs usually hide the internal functionality of it, making it a black
box. Results returned by the interfaces of such a usual program are not questioned and
will be used by the caller of the interface for further processing. In contrast, distributed
ledger smart contracts are executed by multiple parties. To do this, the party that wants
to interact with the smart contract first executes the smart contract locally based on
the current state, thus determining the outcome expected from this interaction with the
smart contract. This party then sends a transaction to the distributed ledger, which,
in addition to the information about which smart contract is to be addressed, also con-
tains all the input parameters and the self-computed result. As with other transactions
on a distributed ledger, other parties are encouraged to validate the transaction and,
thus, the correct execution of the smart contract. Only if the transaction containing
the smart contract interaction is considered valid, it is added to the distributed ledger
as part of the consensus finding process, and the interaction is considered successful.
Then, state changes initiated by the smart contract, such as setting a variable within the
smart contract, are actually carried out. The fact that each smart contract interaction
is added to the distributed ledger also results in the possibility of retrospective tracking
and validating smart contract interactions and each state the smart contract has ever
been in.

!Bitcoin Scripts: https://en.bitcoin.it/wiki/Script, accessed on 2023-02-24.
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As described previously, parties participating in a distributed ledger are encouraged
to validate transactions such as smart contract interactions of other parties. However,
this requires access to the program code of the smart contract. With the Ethereum
blockchain, all smart contracts are added to the blockchain using a dedicated smart con-
tract creation transaction, containing the smart contract program code in the form of
bytecode as the transaction payload. This way, the program code of the smart contract
is publicly available, and validation is possible for any party having read access to the
blockchain (in public blockchains this is considered to be anyone). In contrast, however,
there are also approaches in which the program code is not publicly available. For ex-
ample, using Hyperledger Fabric [48], access to a smart contract program code can be
limited. Therefore, although transactions containing the information about the invoca-
tion, input parameters, and results of a smart contract interaction are available to all
participants in the network, only those parties with access to the smart contract program
code can validate the corresponding transaction. We provide more details on this topic
in Section 2.2.7

The smart contract capability of the Ethereum blockchain has been used for numerous
applications, including bidding systems, games, art, crowdfunding, and insurance. For
this, a smart contract can hold crypto currency funds like any party interacting with
the Ethereum blockchain. Crypto currency funds can be sent to a smart contract using
a standard monetary transfer transaction or by invoking a contract method annotated
as payable. Furthermore, a smart contract can send funds to a party or another smart
contract using a standard monetary transfer or invoking a payable smart contract method
of the target smart contract. We present an example smart contract in which
allows parties to deposit funds and retrieve them later. For depositing funds, the smart
contract offers a payable method deposit() and a method withdraw() for withdrawal.
To ensure that a party can only withdraw as much as it has deposited, the account
balance per party is stored in a variable named addressToAmountDeposited.

A community-managed list of Ethereum smart contract applications ready for produc-
tion use can be found on the Ethereum website P

2.2.5. Transaction Fees

Interactions with a distributed ledger can be divided into read-only interactions and
interactions that result in writing updated states to the distributed ledger, such as the
updated state of the smart contract or new account balances resulting from a monetary
transfer. Besides the cost for resources required for actions such as downloading, storing,
and analyzing a copy of the data structure, no additional costs are incurred for read
operations.

For each interaction with a distributed ledger that results in a write operation, typically
a fee has to be paid to the distributed ledger. For example, on the Ethereum blockchain
[11], writes occur on simple crypto currency transfers, smart contract deployments, and
each smart contract interaction changing the state or the fund balance of the smart

2Ethereum smart contracts: https://ethereum.org/dapps/, accessed on 2023-02-24.
3Solidity Programming Language: https://docs.soliditylang.org/, accessed on 2023-02-24
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contract Depot {
mapping(address => uint256) public addressToAmountDeposited;

function deposit() public payable {
addressToAmountDeposited[msg.sender] += msg.value;

}

function withdraw(uint amount) public {
require (addressToAmountDeposited[msg.sender] >= amount);
addressToAmountDeposited[msg.sender] -= amount;
payable(msg.sender) .transfer (amount) ;

}

}

Listing 2.1: Example Soliditmart contract providing the ability to deposit and
withdraw funds similar to a bank account. The smart contract
stores the deposit balances per depositing party in the variable
addressToAmountDeposited. A party can deposit additional funds using
the deposit () method and withdraw a specified amount of its deposit using
the withdraw() method.

contract. The fees for an interaction resulting in write operations arise as follows: First,
for each interaction with the Ethereum blockchain, the amount of additional required
storage in the Ethereum data structure and, second, the computational effort required
to conduct the interaction are summarized in a value measured in Gas. The amount of
Gas to be paid depending on the required storage and computational effort is part of the
Ethereum specification [II]. The resulting amount of Gas is then multiplied with a Gas
price, given in Ether (the crypto currency used by the Ethereum blockchain) per Gas,
resulting in a fee to be paid for the interaction given in Ether. The Gas price is chosen
by the party that wants to interact with the Ethereum blockchain and has to pay the
fees for this interaction.

With the choice of the Gas price, a party can influence how expensive the interaction
can become. However, the choice of Gas price also influences the prioritization of the
transaction associated with the interaction. Because of the limitation on the maximum
amount of Gas that can be processed in a single Ethereum block and how fast new blocks
can be emitted, parties involved in emitting new blocks prefer blockchain transactions
with higher Gas prices over those with lower Gas prices. Thus, a good choice of a Gas
price, balancing cost and speed of transaction processing, depends on the momentary
situation of the Ethereum blockchain. If currently many transactions are sent to the
Ethereum blockchain, the Gas price can be seen as a bidding mechanism where the
highest bidders win. A low Gas price may be sufficient if currently only a few transactions
are sent.

Due to the varying Gas prices and the exchange rate of Ethereum to an established
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currency such as USD, the cost of interactions with the Ethereum blockchain is subject
to significant fluctuations. For example, we consider a simple monetary transfer of Ether
from one to another party. The amount of Gas required for such a simple monetary trans-
fer is fixed to 21,000 by the Ethereum specification. However, as we show in
due to the variability in Gas price and exchange rate for Ethereum to USD, even with a
fixed amount of Gas measured in USD, fees can be subject to strong fluctuations. Also,
all other interactions with the Ethereum blockchain that are charged with fees, such as
smart contract deployments and interactions, are subject to the same fluctuations.
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Figure 2.2.: Development of the Ethereum Gas price in GWei (1Ether = 10°GWei =
10 Wei) and price of a simple monetary transfer transaction of Ether funds,
charged with 21,000 Gas, over time.

The amount of Gas for a repeated execution of the same transaction can vary slightly.
This is because Ethereum prices bytes with a value of 0 cheaper than bytes with a value
# 0. When repeating the same transaction, slight differences in the metadata occur, such
as a different timestamp or the transaction index within the Ethereum block containing
the transaction. These differences in the data can increase or decrease the number of
bytes with the value 0, which slightly increases or decreases the amount of Gas to be paid.
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2.2.6. State Channels

If multiple parties repeatedly interact with each other using a distributed ledger, they
will also have to pay transaction fees repeatedly. If they do not trust each other but
can mutually assume that they are interested in an ongoing cooperative interaction,
they could use state channels for their repeated interactions, which is a concept on how
mutually distrustful parties can interact directly without involving a distributed ledger,
thus saving transaction fees. However, within a state channel, the rules for validating
a transaction representing an interaction are the same as for interacting actually using
the distributed ledger. As long as all parties involved in the state channel agree on
the outcome of each interaction, they continue to interact through the state channel
without involving the underlying distributed ledger. However, at any time, any party
participating in the state channel can request that the current state of the state channel
be validated by the underlying distributed ledger, resulting in the state channel to be
closed. From then on, the distributed ledger is used again for the interaction until a new
state channel is formed. The state changes of all transactions carried out within the state
channel before it has been closed are aggregated in a single state update, which is sent
to the distributed ledger as part of the process of closing the state channel.

When interacting via a state channel, instead of sending each transaction directly
to the distributed ledger, each party cryptographically signs the transaction and sends
it to the other party or parties participating in the same state channel. If the other
party or parties participating in the state channel agree with that transaction, the new
state represented by this transaction is used as the basis for subsequent transactions.
Thus, as long as all parties participating in that state channel mutually agree on the
transactions of each other, they consecutively exchange mutually signed transactions.
As soon as the purpose for which the state channel was created has been fulfilled, the
overall result determined in the state channel, i.e., the state after the last mutually
signed state channel transaction, is transmitted to the distributed ledger. In case of a
disagreement, the last mutually accepted state is submitted to the distributed ledger by
aggregating all successful state channel transactions so far. The transaction causing the
disagreement can then be sent directly to the distributed ledger again and is subject to
the usual consensus-based distributed ledger-wide validation of transactions.

Using a state channel instead of direct transactions to the distributed ledger has sev-
eral advantages. For example, as the communication takes place directly between the
parties involved, the throughput of the distributed ledger, such as the waiting time for
a transaction added to the distributed ledger or the maximum number of transactions
per second supported by the distributed ledger network, does not influence the possible
throughput of transactions sent using the state channel. The performance of a state
channel is only limited by the resources available to its participating parties (such as
interconnection speed and CPU power). This also benefits cost as transaction fees are
usually charged per transaction by the distributed ledger. Since the transactions within
a state channel are not sent to the distributed ledger but only to the other parties par-
ticipating in the state channels, no transaction fees need to be paid. Transaction fees are
only due for transactions that must be sent to the distributed ledger to open and close
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the state channel.

Another advantage concerns privacy of transactions. Since each transaction sent to a
distributed ledger is recorded, any other party with access to the distributed ledger can
trace the interactions between interacting parties. Suppose the interaction takes place
via a state channel. In that case, a party not participating in the state channel can only
trace that an interaction presumably took place since a state channel was created and
the final result was written to the distributed ledger, but cannot trace the full extent of
the communication while the state channel was open. To this extent, a state channel can
also improve privacy for distributed ledger interactions.

State channels are realized using smart contracts submitted to a distributed ledger,
offering interface methods for opening and closing state channels. All parties intending to
jointly use a state channel usually have to send a deposit in the form of crypto currencies
to the state channel smart contract. After the state channel has been closed, the state
channel smart contract pays out the deposit according to the state of the last mutually
signed state channel transaction.

It has been shown that arbitrary distributed ledger smart contracts can be executed
within a state channel, usually providing substantial cost savings and increased perfor-
mance compared to on-chain execution [49]. For this reason, distributed ledger-related
state channels are also referred to as Layer-Two Blockchains [19].

Current state channel approaches known to us are Sprites [50], Pisa [51], Perun [52],
Counterfactual [53], Kitsune [54] and Nitro [55]. For our work presented in
we used Perun, as it was, to the best of our knowledge, the only fully implemented and
usable state channel framework at the time of the research conducted in this context.

In addition to state channels that allow the execution of smart contracts, there are
also payment channels, which purely provide functionality for monetary transfers. Using
payment channels instead of a distributed ledger transaction for each monetary transfer,
participants of that payment channel benefit from the same advantages as state channel
participants, but are limited to monetary transfers. Payment channels can be used to
save transaction fees if many consecutive money transfers are to take place that are
not controlled by a smart contract but directly by the parties involved in the payment
channel. Current payment channel approaches known to us are Bitcoin Lightning [16],
the Raiden Network [56], Duplex Micropayment Channels [57] and Eltoo [58].

2.2.7. Public, Private, Permissionless and Permissioned Distributed
Ledgers

According to Wan et al., a distributed ledger can either be public or private, and either
permissionless or permissioned [17]. In short, if a public distributed ledger is operated
publicly, a computer with a working Internet connection is the only requirement to access
it. A private distributed ledger is operated in a private network such that only parties
having access to that private network (e.g., being part of a corporate network or using
a VPN) can access it. A distributed ledger is referred to as permissionless if, besides
being able to access the network in which the distributed ledger is operated (such as
the Internet, corporate network, VPN), it does not further differentiate between the par-
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ties accessing it. Otherwise, if there is a differentiation of parties interacting with the
distributed ledger, e.g., a role-based differentiation between read and write access, or
a permission system governing which party can interact with which smart contract, the
distributed ledger is called permissioned. According to Wan et al., depending on the type
(public, private, permissioned, or permissionless) of the distributed ledger being used,
several advantages and disadvantages concerning scalability, accessibility, decentraliza-
tion, independent verifiability, and practical availability have to be considered.

Since we are pursuing a decentralized approach in this work, we do not consider permis-
sioned distributed ledgers as a possible solution for the envisaged data exchange platform
for the domain of railway operations, as they include centralized aspects such as central
authentication and authorization management. However, we discuss the applicability
of our results to other types of distributed ledgers, including permissioned distributed
ledgers, e. g., as part of answering RQ

2.3. Fair Exchange

When two or more parties exchange goods, there is the risk that one of the parties behaves
unfaithfully, e. g., by not providing the expected good for the exchange. If the exchange
is conducted in the context of electronic commerce, it can be challenging to hold the
unfaithful party accountable and, if needed, to force the unfaithful party to provide the
goods previously agreed on or to return the unduly received goods. Especially if one of
the goods to be exchanged is information, e.g., in the form of digital data, there is no
practical or meaningful way a party could return that good, as a return in this sense
would entail a proof of non-knowledge, in terms of a proof of forgetting the information
received, for which we do not know any feasible possibility. To prevent such a situation in
the first place, security guarantees can be applied to an exchange, such as the guarantee
for fairness as defined by Asokan [1].

When two or more parties exchange goods, the exchange is said to be fair if, at the
end of the exchange, all parties received exactly what they expected and are entitled to
receive, or no party received anything [I]. Goods being subject to an exchange can range
from physical assets (e.g., groceries in the supermarket), money, ownership certificates
(e.g., land register entry for real estate), digital files (e.g., movie or audio files), digital
data sets (e.g., industrial measurement data records) up to crypto currency funds as
introduced in [Section 2.2.3

Traditionally, fairness for an exchange is assumed to be ensured through legal and
regulatory frameworks, as well as reputation and trust built through previous transac-
tions. In the case of a misbehaving party, there are means to coerce fair behavior or to
restore fairness by forcefully conducting or reverting the exchange, e. g., by court orders
or judgments.

In electronic commerce, goods are exchanged using the Internet or other electronic
networks. Parties participating in such an exchange are identified by their digital identity.
For unfaithful behavior, a party could try to hide their real identity behind their digital
identity, making it difficult to hold this party accountable using traditional means of
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restoring fairness, as described above. Even if a party could be identified, as the Internet
allows for global interaction, jurisdictional boundaries could hinder traditional measures
to establish fairness. Furthermore, if parts of the goods to be exchanged are purely digital
and no additional security measures have been taken to protect the goods (such as DRM,
[59]), restoring fairness by reverting the exchange is impossible since there are no means
to enforce the forgetting of information once it has been learned or deletion of already
exchanged data with the possibility to prove that no copies have been made [60].

To ensure a fair exchange in electronic commerce, so-called fair exchange protocols
can be used. Following a fair exchange protocol, a faithful party has the guarantee
that an unfaithful party interested in gaining a unilateral advantage to the disadvantage
of the faithful party will not succeed. Numerous fair exchange protocols have already
been published, covering a wide range of different applications and different goods to be
exchanged [61], 62, [63], 64 [65], 66, 67, 68, 69, (70, [71].

It has been shown that a fair exchange can only be guaranteed with the presence of
a trusted third party [72, [73], [74]. The service of such a trusted third party is typically
offered by state officials such as judges and notaries, and well-known private companies
such as banks (which are typically subject to strict state regulations).

For example, for the sale of a valuable asset, e. g., a railway locomotive, a notary can
be employed as a trusted third party acting in escrow and in adherence to a fair exchange
protocol as described as follows. First, the buyer deposits money in the amount of the
purchase price with the notary. The notary confirms receipt of the money to the seller.
Then, after both parties have signed the purchase contract in a legally binding manner
in the presence of the notary, the notary forwards the money to the seller. In regard
to our example, the documents stating the ownership as well as the keys to the railway
locomotive can also be handed over simultaneously. This way, fairness is guaranteed
since the purchase contract is only signed if the seller is provided with the guarantee to
receive the money by the notary, and the buyer is guaranteed to get the money back if
the seller refuses to sign the purchase contract.

2.3.1. Optimistic Fair Exchange

If a trusted third party is only involved when one of the parties starts to behave un-
faithfully, the exchange is referred to as optimistic fair exchange |68, [75]. To conduct
an optimistic fair exchange, it is assumed that both parties have an interest in a faithful
transaction in the first place. As long as this assumption holds, the fees for the trusted
third party can be avoided as the trusted third party never gets involved and therefore
does not charge any fees. However, if one party starts behaving unfaithfully, the other
party can involve the trusted third party to restore fairness. Fair exchange protocols
following this approach are referred to as optimistic fair exchange protocols.

2.3.2. Distributed Ledger-based Fair Data Exchange
The example of the domain of railway operations, which we presented in is

mainly about exchanging data. Since some parties in the scenario described are competi-
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tors, they lack mutual trust. Furthermore, since the parties of that example are globally
distributed, different jurisdictions may apply, which might prevent agreeing on a central
trusted third party. For example, a trusted third party that resides within a particu-
lar jurisdiction could be suspected of favoring one party to the disadvantage of others.
Instead, as already described in distributed ledgers could be used to imple-
ment the service of a trusted third party, which is typically established as centralized
service, in a decentralized manner. It is, therefore, reasonable to investigate whether a
distributed ledger can also be used as a decentralized trusted third party for a fair data
exchange [76] as required for the example of the domain of railway operation. In this
context, several fair data exchange protocols have been proposed, using a distributed
ledger as a distributed trusted third party for guaranteeing fairness in a data exchange
[77, 15, [78], [79], 80)].

For our work, we build on the FairSwap Protocol by Dziembowski et al. [15], as it
is, to the best of our knowledge, the first practically usable fair data exchange protocol,
provided with a prototypical implementation for the Ethereum blockchain [11]E| We
introduce the FairSwap protocol in detail in

Earlier presented concepts such as the work of Delgado-Segura [77|, which targets the
Bitcoin blockchain, would require a modification of the Bitcoin blockchain concept and
is, therefore, a purely theoretical consideration. Furthermore, it is open to an attack in
which an anonymous attacker could eventually retrieve the whole digital document to be
exchanged without any payment, violating any guarantees of a fair exchange. All other
distributed ledger-based fair data exchange protocols known to us at the time of writing
are based on FairSwap and suggest improvements on individual parts of the original
FairSwap protocol.

2.3.3. Modeling Fair Exchange

To formally describe and assess exchange concerning fairness, different models have been
presented formalize a fair exchange. Pagnia et al. [60] differentiate a number of such
models 1. based on game theory [811, 82, 83, 84, 85, [86], which focus on increasing the
personal benefit during a fair exchange, 2. cryptography [87, 88|, which focus on crypto-
graphically provable compliance of previously agreed contract to guarantee fairness, and
3. trace-based formalizations from concurrency theory [89].

Since most of the formalizations of fair exchange currently known to us are based on
game theory, and since existing distributed ledger-based fair exchange protocols such as
FairSwap [I5] have also been represented as game-theoretical games, for this work, we
also use concepts from game theory to model fair exchange.

As part of our work, we introduce our own model for fairness assessment of exchange
protocols in Compared to existing approaches, the novelty of our approach
is the consideration of cost (e.g., in terms of distributed ledger transaction fees) that can
occur during an exchange. For this, our model is based on the ideas of Buttyan et al.
[83] and Li et al. [84].

4Source code of the FairSwap Ethereum smart contract written in Solidity — https://github.com/
1EthDev/FairSwap) accessed on 2023-03-16.
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When data is transferred, e.g., measurement data from a sensor attached to railway
tracks, well-known schemes such as cryptographic hashing or digital signatures can be
used to ensure the integrity and authenticity of the data. However, having the integrity
and authenticity of the data validated does not implicate that the data is correct, but
only that it has not been modified since it has been digitally signed. Even if the values
are obtained directly from the sensor, further intermediaries and consumers receiving
this data must verify that the values are correct.

In general, a sensor is a device that measures physical properties (e.g., temperature,
humidity, brightness, weight) and provides a digital output representing the state of the
observed property. Suppose a party has access to a single sensor data point and no
further information about the environment in which the sensor resides. In that case, for
the party, it is impossible to judge whether the sensor value is correct. Having additional
information about the environment in which the sensor or the party itself is residing, the
party could do rough plausibility checks (e. g., a measurement of an outdoor temperature
of 25.3°C is rendered implausible by falling snow observed simultaneously). However,
without additional information, such as sensor data from comparable sensors or the
ability to physically validate the correct functioning of the sensor, it will not be possible
to validate if 25.3°C or 25.4°C would be the correct sensor value on a warm, sunny day.

Disregarding the resource-intensive (in terms of, e. g., knowledge or tools) possibility
of physically validating the internal functioning of a sensor, the necessity of trust is
inevitable. There are different ways in which this trust can be established. For example,
trust in the correct functioning of the sensor may depend on trusting the manufacturer
of the sensor, e.g., related to its reputation or existing audit certifications. In the case
of audit certifications, this trust is based on trusting the institutions conducting these
kinds of audits, such as the weights and measures office or other companies commissioned
with technical inspections. The latter case again brings up a new type of trust, namely
the trust of the commissioning party that the commissioned company can carry out such
technical inspections and the trust placed in the commissioning party to carry out such
a selection conscientiously. In any way, at least one party needs to be trusted that it
ensures and testifies the correctness of the sensor data.

This trust requirement also affects the use of data by distributed ledger smart contracts.
For example, Ethereum smart contracts [11] cannot access data outside of the Ethereum
blockchain [90]. Instead, so-called data oracles provide data from outside the Ethereum
blockchain onto the Ethereum blockchain [91]. In essence, a data oracle is a smart
contract with a publicly callable getter method and a setter that can only be called
under certain conditions, e.g., when only used by a particular party or when presented
with a valid cryptographic signature issued with a particular key is presented. Depending
on the implementation, retrieving the value provided by a data oracle using its publicly
callable getter method may incur fees. However, foreign parties will only use this data
oracle if they trust it to provide correct data. According to Heiss et al., this trust can be
established using one of the following methods [92].
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Cryptography. Using well-known schemes of digital cryptographic signatures as intro-
duced in the integrity and authenticity of data can be ensured [32]. How-
ever, this requires the issuer of the signature to be trusted, or, in case of a signature
chain (e.g., using PGP [93] or X.509 [94]), trust towards at least one of the parties
issuing intermediate signatures.

Trusted Execution Environments. Trusted execution environments such as the Intel
Software Guard Extensions (SGX) are hardware-based solutions for protecting computer
programs and data against unauthorized access [95, 96]. However, instead of relying on
a digital cryptographic signature, as its name already implicates, the trusted execution
environment itself has to be trusted. An exemplary solution of a data oracle for a
distributed ledger, based on trusted execution environments, is Town Crier [97].

Voting. Instead of trusting a single, centralized data oracle, a distributed approach can
be used. Addressing the same security concerns that led to the development of distributed
ledger technology, a decentralized data oracle strives to avoid a single point of failure by
implementing a voting system for data to be sent to the distributed ledger. One example
of a voting-based data oracle is Astraca [98)].

In summary, three approaches are available to raise confidence in the correctness of
sensor data. First, a party validating the correctness of a sensor data could carry out an
extensive physical analysis of the correct functioning of the sensor. This is only feasible
in exceptional cases where the party has direct access to the sensor and the necessary
resources (such as knowledge, time, and tools) to conduct such an analysis. The second
approach is to select a party to be trusted to provide reliable statements about the
correctness of the sensor data. Plausible candidates for this would be the manufacturer
of the sensors themselves or auditing institutions that confirm the correct functioning of
the sensor, e. g., after conducting such an extensive physical analysis. The third option
is not to trust a single centralized instance but to use a decentralized approach, in which
multiple parties provide votes on the correctness of the data. However, as long as their
vote is based on an more intensive validation than just a mere plausibility check, the
voting parties must also decide whether they consider the data to be correct, which leads
back to the first or second approach mentioned.

To address the issue of confidence in the correctness of sensor data in the domain of
railway operations used in our work, we assume that all parties involved in the data
exchange trust the manufacturers of the sensors, as their sensors can be bought and
installed by different companies being active in the domain of railway operations. It
is reasonable to assume that sensor manufacturers would not benefit from their sensors
intentionally issuing incorrect data, as this would result in damaging their reputation
resulting in a collapse of demand should this ever become known to their customers.
We further assume that all sensors can provide a cryptographic signature of the data
in addition to the data containing the measurement values, which allows to infer the
manufacturer. This can be done by, e. g., establishing an X.509 public key infrastructure
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[94] with each sensor provided with its own private key and the sensor manufacturer
representing the certificate authority.
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3. Fairness for Distributed Ledger-based
Data Exchange

When exchanging data between mutually distrusting parties, such as in the domain of
railway operations as outlined in the involved parties may require assurances
that they will not incur any disadvantages, such as being defrauded by another party as
a result of participating in the exchange. For example, if a train is passing the border
between two infrastructure managers, the infrastructure manager of the infrastructure
area the train is entering might be interested to know the condition of the train before-
hand to know about existing or impending problems at an early stage. If the condition
of the train is too poor to allow for a safe train operation, e.g., wheels have become
defective because of flat spots, the infrastructure manager could prohibit the train from
entering his infrastructure area to avoid damage to the railway tracks. However, only
the infrastructure manager responsible for the infrastructure area the train previously
passed through knows this condition as long as the train has not passed the border, as he
owns and operates the sensors installed in his infrastructure area. Furthermore, the in-
frastructure manager responsible for the previously used infrastructure area is interested
in handing over the responsibility for the train as quickly as possible to the infrastruc-
ture manager of the area the train is entering so that he does not have to deal with
any problems that may arise. Generally, however, trains do not travel in one direction
only, so the problem exists symmetrically for trains crossing the border between both
infrastructure managers in both directions. Therefore, both parties share the interest
in obtaining correct data from their counterpart but may simultaneously be tempted to
refrain from providing any data or even provide falsified data to the other party.

Typically, in this case, a third party is involved which is trusted by the parties who
do not trust each other. This third party is referred to as trusted third party. The task
of the trusted third party is to ensure a fair exchange between the parties involved in
the exchange. According to Asokan, an exchange is a fair exchange if and only if it is
guaranteed that either all involved parties get precisely the goods they requested or no
party received anything (valuable) at the end of the exchange [II, [60]. As introduced in
it has been shown that it is not possible to ensure a fair exchange without a
trusted third party [72], (73, [74]. In non-digital exchanges (e.g., selling/buying a house),
notaries or banks take on the role of such a trusted third party. In electronic commerce,
several approaches have been developed that ensure a fair exchange between two parties
either utilizing dedicated organizations as trusted third parties or utilizing distributed
ledgers as distributed trusted third party [77, [15], [78, [79] [80].

When a trusted third party is involved in an exchange, there are usually costs, e.g.,
in the form of fees charged by the trusted third party. This cost is typically calculated
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as a percentage of the value of the goods to be exchanged, as a fixed price, or as a
mixed calculation combining both relative and fixed pricing. Although these fees can
reach a non-negligible amount, they are not considered in any fairness assessment that
we are aware of. As fees are considered separately from the goods being exchanged, they
are neglected.

When a distributed ledger-based fair exchange protocol is used to ensure fairness during
an exchange, the distributed ledger acts as a decentralized trusted third party. The
interface and behavior of the trusted third party are defined by smart contracts specific
for the fair exchange protocol in use. All interactions with the trusted third party are
performed using distributed ledger transactions. On public distributed ledgers, such as the
Ethereum blockchain [I1], each time a party interacts with a smart contract and thereby
sends distributed ledger transactions, the party usually has to pay fees for submitting a
transaction to the distributed ledger, as explained in However, there are
rare exceptions where public distributed ledgers use different approaches for fees than
transaction-based fee charging, for which we provide examples in

One example of a distributed ledger-based fair exchange protocol is FairSwap [15],
designed to act as a trusted third party for a fair exchange of data in exchange for
a payment in the form of crypto currency funds. In FairSwap, for each desired set
of data, e.g., in form of a digital file, the buyer contacts the seller (not yet involving
the distributed ledger) and requests an exchange. In this request, the buyer provides the
details necessary for the seller to identify which data the buyer expects to receive, such as
the cryptographic hash value of the expected data. We assume the direct communication
between seller and buyer to take place using an existing communication channel, such
as an Internet connection. Further, we assume the cost for this direct communication
channel to be negligible. After seller and buyer have used their direct communication
channel to agree on conducting a fair exchange, the data to be exchanged, and the
amount of funds to be paid in exchange for the data, the FairSwap protocol requires
the seller to deploy a smart contract to the distributed ledger specific for this exchange,
using a distributed ledger such as the Ethereum blockchain [II]. This smart contract
contains the parameters of the exchange, such as the cryptographic hash value of the
data to be exchanged, and the amount of funds. The deployment of a FairSwap smart
contract instance requires an amount of approximately 1,495,092 GasE which, e.g., on
2023-01-01, was worth approximately 163 USDE| To convert the amount of Gas to cost
in terms of USD, the amount of Gas must be converted to Ether by multiplying it with

the Gas price (cf. [Section 2.2.5)) and then to USD by multiplying the result with the
USD exchange rate of Ether. Due to the variable Gas price as described in

!The amount of approximately 1,495,092 Gas with a standard deviation of 698 was measured by us
during the work on this dissertation, as we present in [Section 4.1.1] However, Dziembowski et al., the
authors of FairSwap, mention an amount of approximately 1,050,000 Gas in their work. We could
not reconstruct or reproduce this value, so we use the self-measured values for the argumentation in
this dissertation.

20n 2023-01-01, Ethereum block #16,308,190 was created with a base Gas price of approximately
91 GWei/Gas and an exchange rate of approximately 1196 USD/Eth (1Ether = 10°GWei =
10"® Wei), which results in transaction fees of approximately 163 USD for deploying the FairSwap
smart contract, assuming zero tip [99].

42



as well as the exchange rate of Ether in USD, the deployment cost in terms of USD are
subject to enormous fluctuations over time, as shown in

2000

Cost in USD

1800

1600

1400

1200

1000

800

600

400

20: WJ\‘\AM_ L A w

P PP DD DD DD DD DD S S S
R A R R A R A R R R R R
¥ S S S TP TP TSP P
D P L Y S R e

(<f
X4
N

Figure 3.1.: Deployment cost in USD of the FairSwap [I5] smart contract with Ethereum
transaction fees of 1,495,092 Gas, over time.

Like all distributed ledger-based fair exchange protocols known to us, FairSwap only
considers the appropriation of the goods to be exchanged for fairness assessment while
ignoring the transaction cost accrued with the employment of a distributed ledger used as
the trusted third party. Thus, when, e. g., one party (in the case of FairSwap: the seller)
conducts a distributed ledger interaction with non-negligible cost, but the other party
(in the case of FairSwap: the buyer) subsequently unfaithfully leaves the fair exchange
without any negative consequence for the unfaithfully leaving party nor compensation
to the honest party, this is still considered a fair exchange according to the definition to
Asokan [I], as neither party has received anything from the other.

In addition to being fair according to Asokan [I] despite non-negligible unilateral cost,
this opens up the possibility for a grieving attack |78 100] as depicted in In
the case of FairSwap, the alleged buyer who claims to be interested in a data exchange
can cause the seller to deploy the FairSwap smart contract to the Ethereum blockchain,
with the buyer having a negligible cost for direct communication. However, the seller
has to pay non-negligible transaction fees for the smart contract deployment as described
above. Due to the intended anonymity of parties using typical distributed ledgers such
as the Ethereum blockchain [I0T] [102] T03], the seller is not reliably able to find out
whether two purchase requests from different Ethereum blockchain identities originated
from the same party. This way, the (alleged) buyer could repeatedly cause the seller to
conduct the FairSwap smart contract deployment. The only option for the seller would
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be to cease its business operations and no longer respond to any exchange request.
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Figure 3.2.: Sequence diagram showing a grieving attack conducted by the buyer against
the seller by leaving the exchange they agreed on after the first action from
the seller with non-negligible cost.

This raises the question of what an exchange protocol has to fulfill to be fair regarding
the goods to be exchanged and cost, and resilient against grieving attacks. For this, we
raise RQ[Ion how the cost of a two-party exchange protocol can be assessed. As described
above, if parties can remain anonymous, this introduces the possibility of a repeated
grieving attack. As described in anonymity is a property primarily of
public distributed ledgers. Therefore, we raise RQ [2] on how cost fairness can be achieved
for public distributed ledger-based two-party exchange protocols such as FairSwap. Since
private distributed ledgers operate differently from public distributed ledgers, especially
concerning transaction fees, we also raise RQ [3] on how cost fairness can be achieved
for private distributed ledger-based two-party exchange protocols. Summarized, in this
chapter, we address the following research questions:

RQ [1 How to assess cost of a two-party exchange protocol?

RQ [2} How can cost fairness be achieved in public distributed ledger-based two-party
exchange protocols (e.g., FairSwap)?

RQ 3} How can cost fairness be achieved in private distributed ledger-based two-party
exchange protocols?

Before we start answering the research questions of this chapter, we first provide back-
ground information specific to this chapter in We then present a formal
game-theoretical model for two-party fair exchange protocols in which can
be used to assess fairness by taking non-negligible cost into account. Based on this model,
to answer RQ [I} we provide a definition for partial cost fairness and full cost fairness
in We address the general achievability of partial cost fairness and full cost
fairness in We apply the definitions and the results of our achievability as-
sessment to public and private distributed ledgers in answering RQ [2| and

RQ[Bl We summarize and conclude this chapter in

This chapter shares content with the following publications:
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3.1. Background

To assess the fairness of a fair exchange protocol, usually, a game-theoretical model of
the fair exchange protocol is used. However, existing game-theoretical models, which
we shortly introduce in only consider who is in control of the items to be
exchanged and ignore the cost during the exchange. To overcome this gap, we introduce
our own game-theoretical model for fair exchange protocols, which takes the cost of a
fair exchange into account. For this reason, we introduce the required game-theoretical

foundations in

3.1.1. Existing Approaches for Modeling Fair Exchange

Game theory has already been used in the past to model fair exchange. However, to the
best of our knowledge, the existing approaches to model a fair exchange only consider
the appropriation of the items to be exchanged but do not incorporate other aspects of
advantages or disadvantages a player may experience, such as cost occurring as part of
the exchange, e. g., for involving a trusted third party.

For example, the model of Buttyan and Hubaux [83] tracks whether the items of the
players involved in the exchange have been given away and whether a player has received
the expected items. The exchange is considered fair if the number of items given away
and received is balanced. Following the model, the payoff of a player is decreased by —1
for each item the player transfers ownership for during the exchange, and increasing the
payoff by +1 for each item over which that player duely gains ownership (and expected to
gain ownership). So, according to their model, for a fair exchange, only a total payoff of
0 is accepted. A advantage or disadvantage for a player would be reflected in a payoff to
be # 0. Strictly speaking, from the game-theoretical view, according to this model, it is
not worthwhile to participate in a fair exchange since a fair exchange always guarantees
a payoff = 0, which results in the fact that a player cannot achieve any actual benefit
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(to reflect an actual benefit, it would be required that payoff > 0) by participating in
the exchange. However, Buttyan and Hubaux emphasize that this is only a conceptual
idea, not a complete model.

As an alternative approach, Li et al. [84] and Tao et al. [85] 86] consider the actual
values of the items to be exchanged and, similar to the model of Buttyan and Hubaux,
request that the total value of items given away and received is balanced. Following
the notation of Li et al. [84] and Tao et al. [85, 6], they introduce a function V;(v)
which represents the value v; = V;(y) with v; € R of the item v for player P;. This
way, two players P; and P» could have a different perception of the value of v such that
Vi(y) # Va(y). If the party P; loses control over its item ~y;, the payoff of that party
is reduced by V;(v;). If P; gains control over the item ~_; it is expected to receive, the
payoff of that party is increased by Vi(y—;). According to the works of Li et al. [84]
and Tao et al. [85 86], a fair exchange was successful if for all players P; holds that
Vi(v—:) — Vi(yi) > 0. However, like in the model of Buttyan and Hubaux, additional
advantages or disadvantages a player can experience, such as cost, are not considered for
the total payoff.

3.1.2. Game Theory

Game theory deals with the challenge of finding the optimal strategy to follow when two
or more parties interact with each other, targeting to optimize their individual outcome
in terms of personal benefit. For the definition of our game-theoretical model of fair
exchange, we refer to the definitions of foundational game-theoretical terms as introduced
by Morris [82].

In game theory, parties are referred to as players, and their interaction is referred to
as game. A game can be represented using a decision tree, referred to as game tree.

Definition 3.1 (Game Tree [82]). A game tree T = (V,E,P,0, D) is a tree with a set
of vertices V' with root vg € V, a set of edges E CV XV called moves, a set of players
P of size n, a labeling function o : V. — P, which labels each non-terminal vertex v € V
with a player P € P to own v and a labeling function P (v) = (pp,, -..,0p, ), which labels
each terminal vertexr v € V with an n-tuple of numbers called payoff, which defines the
individual payoff for each player P;.

Using a game tree, all possible progressions of a game are represented [82], [104]. Each
vertex v represents a possible state of the game to which T belongs. Being in a state
that is denoted by v € V, player P = o(v), P € P is responsible for choosing the next
move, denoted by e = (v,v'), e € E, leading to a new state v’ € V. shows
an example of a game tree of an exchange in which A provides data to B in return for
a payment. The game tree represents a number of different instances of the game, each
with a different order among payment and data transfer.

The decision of which move e € F a player takes next depends on the strategy chosen
by that player. A strategy instructs the player on how to act in any possible game
situation. The strategy is defined by a function called choice function, which, depending
on the current state of the game, provides the next move a player has to conduct. The
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(0’ 0) (_1, 1) send data (0‘ O)

(0, 0) (1,-1)

Figure 3.3.: Exemplary game tree with players A and B exchanging data for money,
showing multiple options the game could be proceeded, differing in their
order the respective payoffs (pa, pp). Initially, A can either directly send the
data or wait until B has paid. After A has decided, B can either pay or leave
the exchange. Depending on whether at the end of the exchange, both have
given something and received it again, the fairness can be determined.

possible variations of a game (paths in the game tree) result from the different strategies
or choice functions available to both players. For simplicity, we only provide a basic
strategy definition, which covers all aspects required for our work. For a detailed and
more formal definition of a strategy, we refer to Morris [82].

Definition 3.2 (Strategy). A strategy S for a player P is represented by a partial
function called choice function ¢p : V. — V', which for each v € V' : o(v) = P returns a
child v' of v with (v,v") € E being the next move chosen by P following strategy S.

Typically, before a game begins, each player chooses his strategy and therefore the
choice function to be used. It is assumed that once the choice is made, the player will
adhere to his chosen strategy until the end of the game. One goal of game theory is
finding out which strategy guarantees a player the best possible outcome. However, this
usually also depends on the strategies chosen by the other players participating in the
same game. The set of all available strategies to a player is called strategy set:

Definition 3.3 (Strategy Set [82]). For player P a strategy set ¥ = {S1,..., S} is the
set of all possible strategies of P.

Summarized, the course of a game-theoretical game can be represented using a tree,
which lays out all possible moves for a set of players. The actual moves to be conducted
depend on the strategy chosen by each player out from the set of available strategies
for that player. Since we use a game tree to represent the game, this is referred to as
ertensive game in game theory.

Using the definitions introduced above, we can now formally define a game-theoretical
extensive game:
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Definition 3.4 (Extensive Game [82]). Let T be a game tree, let P be a set of players
with P ={Py, ..., Pp}, let {Xp,,....,Ep,} be the set of the strategy sets ¥ p, of each player
P;. We then define an extensive game as I' = (T, P, {2p,,..., 2P, })-

These definitions form the basis for the game-theoretical model of a fair exchange that

we present in [Section 3.2L

3.2. Modeling Exchange Protocols using Game Theory

In this section, we present our model of an exchange protocol using game theory. Our
model follows the idea of Li et al. [84] and Tao et al. [85] B6] to use a so-called value
function to reflect the value of the items to be given away or to be received. In addition to
this, we also consider the cost that have to be paid during the exchange as well as security
deposits and compensations, which have to be paid by the players during the exchange
or can be paid out to the players in case of unfaithful behavior of another player.

For our model, we base on the terms defined in For reasons of simplicity,
we only consider two-party exchange protocols and postpone the generalization to n-
party exchange protocols for future work. Similar to Buttyan and Hubaux [83], we do
not consider the trusted third party to be in the set of players since we assume that it
always behaves deterministically according to the protocol and will never act on its own,
but only at the instigation of a player.

We assume a two-party exchange with parties P = {A, B}. A is in control of an item
t4 which B would like to receive and, in return, offers his item ¢p to exchange in which A
is interestedﬁ We assume that A and B agreed on using the exchange protocol X' (we will
provide the formal definition of an exchange protocol later in Definition . However,
neither A nor B can technically be coerced to follow X during the exchange. To conduct
the exchange, A and B can choose their strategies S4 and Sp from their strategy sets
>4 and X g, which defines the behavior of the two parties in terms of moves. We denote
the sequence of conducted moves of A after the exchange has finished with E4 and the
sequence of conducted moves of B with Ep.

Definition 3.5 (Conducted Moves). LetI' = (T, P,{3p,, ..., 2p, }) be an extensive game
with game tree T = (V,E,P,0,p), the set of moves E C V x V, the players P =
{P1,..., P,} with their strategy sets ¥p,,...,Xp,. Given a strategy S; € Xp, for each
player P; € P, we define the sequence Ep, = (vo, ...,vt), Vo, ...,vs € E, for player P; € P
to be the sequence of conducted moves of player P; following the path from the root vertex
vg € V to a terminal vertex v; € V' according to the choice function ¢; : V. — V for the
strategy S;.

With a given strategy for each player participating in a game, only a single path of
moves of a game tree is used, starting with its root vertex vg € V to a terminal vertex

3For reasons of simplification, instead of using the notation presented by Li et al. [84] and Tao et al.
[85, [86], we follow the notation used by Asokan [I] and use ta and tp to denote the items to be
exchanged, with 14 =v4 =vy_p and tp =y = v-4.
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vt € V. Each of these moves within this path from vg to vy is assigned to a player P € P
and therefore belongs to the conducted moves Ep of this player P. shows an
example of conducted moves of the game introduced in

(0, 0) (1,-1)

Figure 3.4.: Game tree with highlighted conducted moves F4 = {€yqit; €senddata} (red)
and Ep = {epqy} (blue) of players A and B, {€wait; €senddatas €pay }> following
the strategies S4 which can be described as “wait for opponent to pay and
then send data” and Sp which can be described as “pay without waiting for
the data”.

Each move can impact the state of the exchange, e.g., a payment can be conducted,
or items can be handed over between the parties. An item can either be transferred all
at once or, provided it is a divisible item, in parts, e. g., in the context of gradual release
schemes [61]. For this, we introduce the item share pZ}, which refers to the portion of the
item destined for A actually shared to A in move e, e.g., which amount of ¢p released
to A in move e. Indivisible items such as a valuable painting can only be transferred
in one piece, in which case pf € {0,1}. Divisible items such as money or data can be
transferred in parts, in which case 0 < pf < 1. Note that the party (or parties) to whom
item shares have been released is independent of the party performing the move. For
example, without loss of generality, A may conduct a move e that releases an item share
pB to B. The same move e of A may also trigger that another item share pf is released
to A himself.

Another important attribute of a move, and the reason for us to provide our approach
for modeling a fair exchange, is the cost of a move. The cost (in terms of transaction fees,
if a distributed ledger is used), denoted as cost., represents the fees the party conducting
move e has to pay to the trusted third party for conducting move e.

In order to enable the trusted third party to punish an unfaithfully behaving party
and to compensate a faithfully behaving party, an exchange protocol can require one or
both parties to make a deposit, which is then held and managed by the trusted third
party in escrow. The total amount of the deposit is tracked per party. A party can
change its total deposit in a move e by an amount deposit, (deposit, > 0 for depositing,
deposit, < 0 for withdrawing, and deposit, = 0 for not changing the total amount of
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the deposit of the party conducting move e). Without loss of generality, if B behaves
unfaithfully, an exchange protocol can be designed to compensate A. comp‘g1 denotes the
compensation paid to A by the trusted third party in move e.

We summarize these attributes of a move in a tuple as follows to represent the effect
of a move on an ongoing exchange:

Definition 3.6 (Move Attributes). Let e € E be an edge in a game tree T of an extensive
game I'. Let P = {A, B} be the set of players in I'. Let, without loss of generality, A be
the player conducting e. We define a tuple a(e) = (pe, coste, deposit,, comp,) to be the
move attributes of e, where po = (p, pB) is a vector of shares of the item transferred
to A and B during e with 0 < pf <1, P € P, coste > 0 is the transaction cost that
has to be paid by A to the trusted third party for conducting e, deposit, € R are the
funds deposited to or withdrawn from the security deposit of A by A conducting e and
comp, = (compf, compf) with compf, P € P is a vector of the compensations paid out
to player P in this move e.

A trusted third party does not use its own money to pay out compensations. Instead,
the compensation for a victim of an unfaithful party is taken from the deposit deposited
by the unfaithful party before. Additionally, for our work, we assume the environment
in which the exchange protocol is running to be a financially closed system. Thus, the
total amount of compensations paid out can never exceed the total amount of security
deposits which are created by all players P; conducting their moves Ep;:

> ( > (deposit. — > compfj)> >0 (3.1)

P,eP eEEPi P;eP

Note that a move e conducted by a player A can cause compensation payouts to A as
well as to player B.

For an exchange of goods for a monetary payment, both the goods and the monetary
payment are modeled as items tgooq and tmoney. Both items (goods and money) can
temporarily be owned by the trusted third party acting in escrow. However, only if the
goods or the money become available for the party which requested it, this is reflected by
an item share p, > 0 as part of the move attributes a(e) of a move e € E. For example,
in an exchange using a distributed ledger-based trusted third party, sending money to
the trusted third party does not make it available to one of the parties (therefore p. = 0)
while sending an item consisting of data unencrypted to the trusted third party will make
it available to everyone, which, because of the public readability of a distributed ledger),
includes the requesting party, therefore p. > 0.

Example 3.1 (Move Attributes). We assume an extensive game with two players A
and B. We assume that A is the party conducting the move e. We give three different
examples:

e a(e) = ((0,1),50,0,(0,0)) - The move of A makes the item fully available to B,
charged by the trusted third party with transaction cost cost. = 50.
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e a(e) = ((0.5,0),0,100,(0,0)) — The move of A provides half of B’s item to A. A
deposits an amount of 100 to the trusted third party that could be used as payment
for B in later moves. The move is conducted without cost.

e a(e) =((0,0),0,—-100, (150,0)) — A withdraws 100 from the funds that A itself de-
posited with the trusted third party. This is only possible if more than 100 fund units
have been deposited by A before and were not used for paying or compensating B.
Additionally, A retrieves 150 as payment or compensation from the funds deposited
by B. The move is conducted without cost.

Even if A and B have agreed on using an exchange protocol X for their exchange, they
usually cannot technically be coerced to conduct a specific move e € E of X'. Therefore,
an exchange protocol X needs to differentiate between possible and allowed moves. For
example, in an exchange, it might be possible (e.g., because this cannot be prevented
technically) that a party sends the wrong good to the other party, despite not being
allowed to send the wrong but only the correct goods. In that case, the behavior of
that party conducting a move which is not allowed is considered to be unfaithful. Only
parties that use only moves allowed by the exchange protocol are considered to behave
faithfully. We distinguish between allowed and possible moves as follows. In our model,
a game tree T'= (V, E,P,0, p) contains all possible moves e € E for players P € P. We
label moves allowed by an exchange protocol X to be faithful and all other moves to be
unfaithful using the following function:

Definition 3.7 (Faithfulness). Let e = (v,v') € E be an edge in a game tree T, v € V be
the parent, and v’ € V' one of its child nodes. We define a total function faithful? : E —
{faithful, unfaithful} that returns for each move e whether e is considered to be faithful
or unfaithful behavior of player A = o(v).

Using the definitions presented above, we can now formally define an exchange protocol
to be a tuple of an extensive game I', a function a(e) that returns move attributes for
each move of the game tree of I' and a function faithful?(e) that labels moves to be
faithful or unfaithful behavior according to the exchange protocol:

Definition 3.8 (Exchange Protocol). Let I' be an extensive game, let a be a function
for retrieving move attributes of a move e with a(e), e € E of the game tree of T', let
faithful? be a function to determine the faithfulness of a move e with faithful?(e). We
then define an exchange protocol X as X = (I, a, faithful?).

An exchange protocol X is called fair exchange protocol if and only if it achieves
fairness according to Asokan, who requests that in order to achieve fairness, either both
parties have to get what they wanted or nobody got anything valuable at the end of the
exchange [1].

For an exchange protocol X = (I, a, faithful?), using faithful?(e), e € E we can classify
all available strategies in I' regarding their faithfulness:

Definition 3.9 (Faithfulness and Unfaithfulness of Strategies and Strategy Sets). Let
X = (', a, faithful?) be an exchange protocol. We define a strategy S% to be a faithful
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strategy of A if for all possible moves e = (v,v") defined by its choice function v' = c4(v)

it holds that faithful?(e) = faithful. We define a strategy S as an unfaithful strategy

of A if it is not a faithful strategy of A. We define the faithful strategy set X% of A as

the set of all faithful strategies of A. We define the unfaithful strategy set 39 of A with
% =24\ X% as the set of all unfaithful strategies of A.

As introduced in Definition the quality of a chosen strategy is expressed using its
payoff. In an exchange between parties A and B, the payoff for A is the total value of
everything A received (such as the received shares of tp and received compensations)
minus the total value of everything A had to give away (such as shares of ¢4, the cost
for conducting the exchange, and compensations paid to B). In order to consider the
values of the shares of 14 and ¢p for the payoff, we need to introduce a value function that
returns the values of the shares of 1 4 and ¢p in the same unit as the cost or compensation.
However, A and B may have different valuations of the same item ¢ and shares of it,
therefore A and B each have their own value function:

Definition 3.10 (Value Function, Valuation). Given a player P € P and a share p of
an item ¢, the value function vp(t, p) returns the valuation of P regarding the possession
of a share of p of 1, 0 < p < 1.

The value function can be used to determine the (part of the) payoff which is attributed
to the item received or handed over. In a game, the total payoff for each player depends
on the combination of strategies chosen by the players of the game, as a strategy decides
whether and when to conduct which action, including the transfer of the items, causing
compensations to the other player, etc.

Definition 3.11 (Payoff Function). Let X = (I, a, faithful?) be an exchange protocol
with players A and B and let Sy and Sp be their selected strategies. Let ca(v) be the
choice function defined by Sa and cg(v) be the choice function defined by Sp. Let Ey
and Ep be the conducted moves of A and B and v; be the terminal node after the mowves
have been conducted. Let a(e) = (pe, cost., deposit,, comp,) be the move attributes of an
edge e. We define the payoff function P (Sa, Sg) such that it labels a terminal vertez vy
in X with the payoffs pa,pp for A and B as follows:

D (Sa,58) =(pa,pB) = P(v) =

<UA(LB> Yo e —valta, Y D)

eeFEAUER ecEAUER
+ Z (comp?t — deposit, — cost.) + Z comp? |

ecE 4 e€bp
B A
vB(LAJ Z Pe ) - 'UB(LB, Z Pe )
ecEAUER ecEAUER
+ Z (comp? — deposit, — cost.) + Z compf)
eckp ecE
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Given two strategies S4 and Sp, the payoff function p(Sa,Sp) = (pa,pp) returns
the payoff pa for A for participating in the exchange as well as the payoff pg for B.
The payoff for each player (without loss of generality, using A as example for now)
is calculated by summing up the difference of the value va(tp,p?) of the item shares
received and the value va(ta, pd) of the item shares given away (see Definition ,
plus compensations ) . B4 comp? received as a result of moves conducted by A, minus
deposits ) . g, deposit, made or retracted by A minus the cost ) . £, COSte A has to
pay for, plus compensations ) . Ep compf received by A as a result of moves conducted
by B. Summarized, the payoff for both players equals to the total benefit or loss they
experience of anything they have received or given away during the exchange. In general,
the payoff is measured using a simple number. In our specific case, the payoff will usually
be provided in a currency, such as USD or Ether.

If the technical environment cannot force the parties to conduct the next move, or
a protocol allows for it, a party may leave an exchange at any time. In this case, it is
impossible to forcefully withdraw money from the leaving party and send it to the faithful
party as compensation. For example, in a distributed ledger environment, no party can
be forced to create new transactions, and withdrawing money from its wallet inevitably
requires collaboration. Since leaving the protocol is not indicated by an explicit action
of a party (as there is no action perceptible by other parties), it has to be assumed by
the exchange protocol after a previously defined timeout. For each possibility of such an
unfaithful leave in the course of an exchange protocol X', we model the unfaithful leave
with an edge €jeqpe In its game tree T', pointing to a terminal vertex v, € V:

Definition 3.12 (Unfaithful Leave). Let €jeqpe € E represent an unfaithful leave, then
b a(eleave) = (67 0> 07 6)
o faithful?(ejeqe) = unfaithful

If the protocol allows a party to (faithfully) leave, we assume this to be explicitely
modeled either by an action # €4 Or by a leaf (end of protocol execution) in the game
tree.

Definition 3.13 (Unfaithful Leave At Any Time). An exchange protocol X does not
prevent A to unfaithfully leave at any time, if for each strateqy Sa € Yo with B4 =
(€1, ...,en) all strategies S% with EY = (e1, ..., €;, €leave), 1 < i < n it holds: Sy € ¥ and
also EQ = (ejeave) € 9.

Example 3.2 (Environment without Unfaithful Leave). Assuming a situation in which
a shoplifter B can decide to buy or steal, but if he steals, he will be caught by the police.
When getting caught, he can decide to confess or not to confess, but he cannot leave the
police station until he decides either to confess or not to confess. This results in a faithful
strategy Sf; with Ep = (€pqy) and unfaithful strategies Sgl with Ep = (€steal; €confess) and
S%Q with EB = (€steals €notconfess)- A strategy S}§3 with Eg = (€steal, €leave), 0 which B
leaves the exchange protocol X after stealing without the decision of confession is not
allowed by the environment and therefore Sgg ¢ Xp.
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Depending on the environment in which an exchange protocol is used, suffering trans-
action costs might be inevitable. If transaction cost is non-negligible, we call the exchange
protocol to be in an environment with non-negligible transaction cost:

Definition 3.14 (Environment with non-negligible transaction cost). Given an exchange
protocol X represented by game tree T = (V,E,P,0,p). We define X to be in an en-
vironment with non-negligible transaction cost if for all e € E \ €jeqpe with a(e) =
(pe, cost., deposit,, comp,): coste > 0.

3.3. Cost Fairness

Using the model for exchange protocols described in [Section 3.2 we formally define two
notions of cost fairness. Partial cost fairness provides the guarantee of cost fairness to
one of the two parties involved in the exchange, while full cost fairness provides the
guarantee to both parties.

Suppose an exchange protocol X achieves partial cost fairness in favor of A. In that
case, it will provide the guarantee that regardless of whether an actual exchange of items
took place, the possible benefit (or loss) induced by the exchanged items minus potential
cost plus potential compensations received will not lead to a loss for A in total.

Definition 3.15 (Partial Cost Fairness). A two-party exchange protocol X with players A
and B achieves Partial Cost Fairness in favor of A if and only if for any strateqy Sp € X
for B there exists at least one strategy Sa € X% for A such that for p(Sa, Sg) = (pa,pB)
it holds pa > 0.

Applying the definition of partial cost fairness in favor of both parties, A and B, an
exchange protocol achieves full cost fairness:

Definition 3.16 (Full Cost Fairness). A two-party exchange protocol X with players A
and B achieves Full Cost Fairness if any only if

o X achieves Partial Cost Fairness in favor of A and

o X achieves Partial Cost Fairness in favor of B.

Using Definition and Definition two-party exchange protocols modeled as
described in can be assessed regarding cost fairness as asked for in RQ[I]

3.4. Achievability of Cost Fairness

The capabilities and limitations of a fair exchange protocol are affected by the character-
istics of the trusted third party being involved. For example, the achievability of partial
cost fairness and, subsequently, full cost fairness in an environment with non-negligible
cost depends on the capabilities of the trusted third party, as we show as follows.
Intentionally, by design, a distributed ledger cannot enforce the participation of any
party in anything due to its decentralization and lack of central authority. Thus, a
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trusted third party of a distributed ledger-based fair exchange protocol cannot enforce
the participation of the parties involved in the exchange. As a result, any party involved
in a fair exchange using a distributed ledger as the trusted third party can leave the
fair exchange protocol at any time without explicit action or notification but solely by
stopping to interact with the trusted third party. This is considered to be an unfaithful
leave as described in

If, without loss of generality, a trusted third party can enforce the continued partic-
ipation of a party B once B has committed to join a fair exchange, a fair exchange
protocol could be designed in a way that requires B to pay compensation to A in case of
an unfaithful behavior of B before B is allowed to leave the protocol. This way, it can
be ensured that the payoff p4 for A is always > 0. Thus, if the trusted third party can
enforce the continued participation of B, partial cost fairness for A can be guaranteed.
However, if the continued participation of B can not be enforced as mentioned above, this
also includes that it cannot be ensured that B deposited enough funds to compensate A
in case of an unfaithful behavior of B, nor a direct compensation from B to A can be
enforced. As compensation and therefore a payoff py > 0 for A cannot be ensured, it is
not possible to guarantee partial cost fairness for A:

Theorem 3.1. Given a two-party exchange protocol X with parties A and B in an
environment with non-negligible transaction cost. If A initializes the exchange protocol
and B can unfaithfully leave at any time, it is impossible to guarantee partial cost fairness

in favor of A.

Proof by Contradiction. We assume that A initializes X and B can unfaithfully leave at
any time. We assume that partial cost fairness in favor of A can be achieved, therefore,
according to Definition for any strategy Sp chosen by B, there must exist a strategy
Sy for A with p(Sa,Sg) = (pa,pp) where the payoff of A py > 0. Since B can leave X
unfaithfully at any time, B can choose a strategy S such that his only conducted move
IS €leque, resulting in Fp = {€jeqpe}- According to Definition and Definition
there has to be a strategy S’ for A such that a positive payoff for A is guaranteed:

pA =vaA(LB, Z peB) —va(La, Z P?)

e€EEAUER ecE,UER
+ Z (comp?t — deposit, — cost,) + Z comp?t >0
ecF 5 ecEp

Since the only move of B is €jeqpe, B did not share anything to A, therefore the total

value received by A is
UA(LBv Z peB) =0
eeEAUER

Since X is a fair exchange protocol and B did not share anything to A, also A did not
share anything to B. Thus, the total value given away by A is

vala, Y. p)=0

eeEAUER
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3. Fairness for Distributed Ledger-based Data Exchange

Furthermore, as B does not conduct any move beside €je4pe, and a(e) = (6,0,0, 6) it
follows that B does not cause any compensation payouts to A, therefore

Z comp’e4 =0

ecEp

It remains to show that

Z (comp2 — deposit, — coste) >0 (3.2)
ecEy

Since X is assumed to be in an environment with non-negligible transaction cost and
A initialized X with a move e # €jeqpe, we know that 3 . g, Coste > 0. Since the only

move in S 1S €jeqpe With a(e) = (6, 0,0, 6), therefore, in Equation , it holds that

Z (deposz'te - Z compf) =0

ecEp PcP

Therefore, according to Equation [B.1] it has to hold that

deposit, — compf >0
( )

ecFE PeP

Hence, Equation can never be satisfied. Therefore, for a strategy S with Ep =
(€leave) there does not exist such a strategy S such that for B(S4,SB) = (pa,pp) it
holds that p4 > 0, This non-existence is a contradiction to the assumption that partial
cost fairness can be achieved. O

Theorem 3.2. Given a two-party fair exchange protocol X with parties A and B using
an environment with non-negligible transaction cost. If A and B can unfaithfully leave
the protocol at any time and moves of A and B are always executed sequentially, it is
impossible to achieve full cost fairness.

Proof. Since moves of A and B are always executed sequentially, either A or B has to
initialize X. If, without loss of generality, A initializes the protocol and B can leave
unfaithfully, according to Theorem [3.1] partial cost fairness in favor of A cannot be
achieved. Hence, full cost fairness cannot be achieved. O

3.5. Discussion

The main difference of our game-theoretical model for fair exchange protocols compared
with existing models is the consideration of cost and values of everything received and
given away within the payoff calculation presented in which we further discuss
in [Section 3.5.1} In [Section 3.5.2] we argue why consideration of transaction cost and
cost fairness is important for the usability and acceptance of exchange protocols, using
distributed ledger-based exchange protocols as an example. We also highlight differences
regarding transaction cost and cost fairness between public and private distributed ledgers
in [Section 3.5.3
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3.5.1. Consideration of Cost for Modeling Fair Exchange Protocols

Taking cost into account in the assessment of fairness and thus also in the modeling of
fair exchange protocols is important in order to identify cost-related problems, such as
the risk of a grieving attack, in a fair exchange protocol. To take the cost into account
and to answer RQ [I we developed a model for two-party exchange protocols considering
transaction cost. In contrast to the formal model presented by Buttyan and Hubaux [83],
in our model of two-party exchange protocols presented in we do not consider
the actual item but the individual valuations of the items of the parties involved in the
exchange for the following reasons: Game theory generally assumes rational players who
try to maximize their own payoff. The payoff a player receives when participating in a
game is the sum of all benefits and expenses experienced during the game. For example,
in the case of a two-party fair exchange, benefits for player A include the valuation
va(Lm, pA) of an item 5 received by B, expenses include the valuation v4(c4, p?) of an
item 14 given to B, but also cost for participating in the fair exchange, etc. If such a
rational player can not expect a positive payoff, he will not participate in the exchange
at all [85]. Looking at individual valuations v(t, p) and vp(s, pP) for the item ¢ or a
share of it, it is possible that both parties may benefit from an exchange at the same
time if the received item has a higher value for the receiving party than the item that
has been passed instead (see [105]: “You must price your information goods according to
consumer value, not according to your production cost.”). Furthermore, our model also
covers additional financial aspects of an exchange, such as cost (decreasing the benefit)
or compensations paid to a party (increasing the benefit).

3.5.2. Fairness and Cost Fairness

Potential transaction cost charged by a trusted third party play an essential role in the
assessment of fairness, as discussed in the previous section. Due to the necessity of the
existence of a trusted third party in order to achieve fairness in an exchange [72, [74],
transaction cost cannot be avoided if fairness according to Asokan [I] is required and
the trusted third party charges transaction fees. For this reason, in we
defined cost fairness as a way to allow for systematic cost consideration. The definition
of cost fairness takes cost of the fair exchange into account, e.g., charged as fees by
the trusted third party, but also potential differences in the value of the items to be
exchanged and possible compensation payments. With our definitions of partial cost
fairness (Deﬁnition and full cost fairness (Deﬁnition, we provide a concept that
is applicable to two-party exchange protocols. With the definitions of cost fairness, we
introduced our game-theoretical model for the cost assessment of fair exchange protocols,
as asked for in RQ [T}

Intentionally, we did not define cost fairness as an extension of fairness since the concept
cannot only be applied for fair exchange protocols but also general exchange protocols,
e.g., for electronic commerce over the Internet or in the analog world. However, as
most fair exchange protocols ignore cost for now, it might be desirable to extend these
protocols accordingly.
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3. Fairness for Distributed Ledger-based Data Exchange

3.5.3. Cost Fairness of Distributed Ledger-based Fair Exchange Protocols

As the motivation of this chapter is based on distributed ledger-based fair exchange
protocols, we also want to apply cost fairness to those. Since there are fundamental
differences between public and private distributed ledgers regarding transaction cost, the
assessment of cost fairness has to be done differently for them.

Cost Fairness in Public Distributed Ledger-based Fair Exchange Protocols

In the context of public distributed ledgers, the transaction cost is accrued in the form
of fees, which have to be paid per distributed ledger transaction to incentivize so-called
miners in operating and supporting the distributed ledger infrastructure [11]. Therefore,
for distributed ledger-based exchange protocols executed on a public distributed ledger,
having transaction cost is inevitable. Furthermore, due to the pseudo-anonymity [102]
and the distributed nature of a distributed ledger, parties involved in the exchange can
leave the exchange protocol at any time (by stopping to interact, usually assumed after
a timeout defined before the exchange protocol starts). Therefore, since both parties of
a two-party exchange can leave unfaithfully at any time, according to Theorem it is
impossible to achieve partial cost fairness in favor of the party that has to initialize the
exchange protocol. At least it is possible to achieve partial cost fairness in favor of the
second party if the initializing party is required to deposit funds during the initialization
move. This compensation can be used by the trusted third party to compensate the other
party in case the initializing party behaves unfaithfully. One example of a distributed
ledger-based two-party fair exchange protocol implementing a compensation mechanism
is SmartJudge [79].

For an exemplary assessment of a public distributed ledger-based two-party fair ex-
change protocol, we take a detailed look at FairSwap, designed for the Ethereum blockchain.
The seller initializes the exchange protocol by deploying the smart contract to the
Ethereum blockchain, for which the seller is charged with transaction fees of approxi-
mately 1,495,092 GasF_r] Since the Ethereum blockchain cannot protect against unfaithful
leaves, the buyer can leave the exchange protocol after the seller has deployed the con-
tract. Therefore, partial cost fairness in favor of the seller is not achieved, since the
payoff is (pseiter Pouyer) = (—1,495,092 Gas, 0).

As shown in Theorem [3.1] FairSwap cannot achieve full cost fairness. However, it is
possible to reduce the cost of the initialization step by creating an additional protocol,
wrapping the original protocol, which contains requests for a deposit in its initialization
move and monitors the behavior of the parties of the contained exchange protocol (e. g.,
FairSwap) and pays out compensations to the honest party if one party starts to cheat.

In order to allow for public distributed ledger-based exchange protocols to achieve cost
fairness, a change of the distributed ledger environment is required in which initializing
deposits, such as for initializing a security deposit protocol or opening a state channel,
is not charged with transaction fees. Alternatively, other public distributed ledgers that

41,495,092 Gas were approximately worth about 163 USD as of 2023-01-01 as described at the begin-

ning of CHapter 3
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do not contain a classical concept of transaction fees, such as IOTA [106], can be used.
IOTA does not charge fees per transaction but requires the author of the transaction
to solve a small Proof-of-Work [38] task, which could be interpreted as both negligible
or non-negligible cost, depending on the difficulty of the Proof-of-Work task and the
availability of computational power to solve such a task.

In summary, the answer to RQ [2]is that achieving full cost fairness on common public
distributed ledgers is impossible. This is caused by the fact that one party has to ini-
tialize the fair exchange protocol, which inevitably results in costs to be covered by the
initializing party. Distributed ledgers cannot force the other party to compensate the
initializing party, so partial cost fairness for the initializing party and, therefore, full cost
fairness cannot be guaranteed.

Cost Fairness in Private Distributed Ledger-based Fair Exchange Protocols

In contrast to a public distributed ledger, a private distributed ledger only allows ac-
cess for well-identified participants. Therefore, the risk of, e.g., a grieving attack is
considerably lower since a party behaving unfaithfully can be punished by getting ig-
nored on future attempts, or its access to the private distributed ledger can be revoked.
Furthermore, a private distributed ledger does not necessarily come with the notion of
transaction cost (e. g., Hyperledger Fabric [48]). Therefore, concepts of cost or money are
not an inherent part of a private distributed ledger. In this case, means of financial (or
comparable) compensation for provided services or items exchanged is the responsibility
of the implementation of the respective smart contract implementing the fair exchange
protocol. Suppose such a smart contract implementation introduces a notion of transac-
tion cost (e. g., a fee for interacting with the smart contract). In that case, the assessment
of cost fairness is similar to the assessment of cost fairness in public distributed ledgers.

However, since the expenses for the actual operation of the private distributed ledger
are not necessarily covered by their smart contract applications, these costs can also be
considered for cost fairness assessment (such as fees for servers and Internet connection).
These costs could also be non-negligible and therefore worthy of consideration.

If (as it is, e. g., with Quorum Blockchain [107]) the private distributed ledger comes
with a financial concept similar to those of public distributed ledgers, the distributed
ledger network itself could be extended to provide a compensation service of last resort,
which takes care about compensation payouts if neither the actual exchange protocol nor
superior container protocols can provide cost fairness.

Therefore, to answer RQ [3|how cost fairness can be achieved for fair exchange protocols
using private distributed ledgers, a detailed consideration must be made on which costs
are considered negligible and which must be taken into account. Suppose a party can
create a security deposit without causing non-negligible cost for itself. In that case, this
is risk-free regarding uncovered cost for this party, resulting in partial cost fairness. As
this security deposit can then be used to compensate the other party if the party with the
security deposit starts behaving unfaithfully, this allows to achieve partial cost fairness
for the second party. Therefore, if the party first interacting with the distributed ledger
can interact with the distributed ledger without non-negligible cost, full cost fairness can
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3. Fairness for Distributed Ledger-based Data Exchange

be achieved. Since operators of private distributed ledgers can define which concepts
should be used within the private distributed ledger instance or which conditions have to
be fulfilled for submitting a transaction to the distributed ledger, they can also influence
or even exclude charging of cost such as transaction fees.

3.6. Conclusion

In this chapter, we have introduced our approach to model fair exchange protocols using
notions from game theory, taking cost into account. As asked for in RQ [1} this model
can be used to assess the cost of exchange protocols.

To formally describe our approach of fairness which takes cost into account, we defined
partial cost fairness (Deﬁnition and full cost fairness (Definition . As a major
finding and answer to RQ [2] using our model, we have shown that full cost fairness
cannot be achieved on common state-of-the-art distributed ledgers such as the Ethereum
blockchain. Using private distributed ledgers, as asked for in RQ [3] cost fairness can be
achieved depending on design decisions of the operators of the private distributed ledger
and the negligibility of potential cost such as operational cost for servers required to run
the private distributed ledger network.

For the envisaged data exchange platform as described in [Section 1.1} cost fairness
provides an advantage over fairness as defined by Asokan [I] since it considers cost arising
from conducting an exchange. However, as a result of cost fairness cannot
be achieved if the envisaged data exchange platform is built using a distributed ledger
with non-negligible cost. Therefore, in we consider a more practically usable
interpretation of cost fairness based on the model and definitions introduced in this
chapter, considering repeated exchanges, as it is likely to occur in the envisaged data
exchange platform.
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Exchange using State Channels

In electronic commerce, such as when exchanging data, there is a risk of being cheated,
e.g., in terms of being provided with wrong or incomplete data. A typical approach to
avoid this kind of cheating is to exchange the data as part of a fair exzchange [1]. However,
as discussed in , fairness according to Asokan [I] only considers the goods to
be exchanged (in the railway example: data for money) but does not consider the cost.
Since a fair exchange requires involving a trusted third party |72} [73],[74] such as a notary
service, and a trusted third party usually charges fees for its service, typically, cost arise
for a fair exchange. Due to the requirement of decentralization (Req. [l|in ,
in we decided to investigate the possibility of using a distributed ledger as
a decentralized trusted third party for data exchange. In general, using a distributed
ledger, cost arise in terms of distributed ledger transaction fees. Furthermore, using a
distributed ledger as decentralized trusted third party for fair data exchange as described
above raises the following three concerns:

1. Fair exchange protocols govern the exchange of assets, such as data, between mul-
tiple parties, enforcing that all parties receive exactly what they expected or no
party receives anything [I]. However, many distributed ledger-based fair exchange
protocols (such as [77, [15, [78 [79] [80]) are open for grieving attacks [78, 100]. In
a grieving attack, despite being fair according to Asokan [I], one of the parties
involved in the exchange can suffer a disadvantage in the form of unilateral non-
negligible cost which has to be paid despite no exchange has been taken place.

2. To be interesting for practical use, cost per data exchange must be assessable
and reasonable compared to the value of the data to be exchanged. As shown
in as a negative example for cost fairness, the minimum cost per fair
exchange when using the FairSwap protocol [I5] can be several hundred USD. For
a party to be willing to bear these costs, the expected profit must significantly
exceed these costs.

3. As described in the performance of distributed ledgers, such as the
Ethereum blockchain, is limited concerning maximum transactions per time. Fair-
Swap, whose prototype was designed for use on the Ethereum blockchain, is there-
fore subject to these performance limitations. This can be a bottleneck hindering
fast and parallel fair exchanges.

To address these concerns, we examine the possibility of using distributed ledger state
channels [19], which provide a mechanism to reduce cost in terms of transaction fees by
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avoiding distributed ledger transactions to be sent for each interaction. Instead of using
distributed ledger transactions, the interaction being part of the fair exchange protocol
execution, for which the distributed ledger has been initially used for, takes place using a
direct communication channel between the parties involved. Such a direct communication
channel (e.g., using the Internet) is assumed to have negligible cost. Only for opening
and closing the state channel actual distributed ledger transactions are required. During
state channel operations, all parties seek to find an agreement on the current state of the
state channel. In the case of a disagreement about the current state of the state channel,
each party can always fall back to actual distributed ledger transactions, which then
use a smart contract to determine the current state, binding for all parties. Using state
channels, the same security guarantees are provided using a state channel compared to
using a distributed ledger without state channels [49]. As opposed to non-state channel-
based fair exchange protocols such as FairSwap [15], where the non-negligible cost in the
form of distributed ledger transaction fees have to be paid per exchange regardless of the
success of the exchange, there is no cost per exchange when using a state channel but
only cost for opening and closing the state channel.

Furthermore, since interactions in a state channel occur directly between the parties in-
volved, the performance of the interaction also depends solely on the participating parties
and their available resources (e. g., computational capacity and speed of the Internet con-
nection). This includes performance limitations usually imposed by a distributed ledger,
such as the maximum amount of transactions per block and the maximum amount of
blocks per time of a blockchain. For example, the FairSwap protocol requires four dis-
tributed ledger transactions included in different blocks for a successful fair exchange.
Therefore, using the Ethereum blockchain, which has an average block rate of one block
every 15 seconds [I1]], a fair exchange using FairSwap takes at least one minute to com-
plete.

The discussion conducted above raises the question of how a grieving attack can be
ruled out for a distributed ledger-based fair exchange protocol and to what extent state
channels can contribute to an improvement in the cost and performance of a fair exchange
protocol, resulting in the following research questions:

RQ [4: How can a grieving attack against a distributed ledger fair exchange protocol
be prevented?

RQ [5f Which cost reduction can be achieved using state channels for a distributed ledger-
based fair exchange protocol?

RQ [6f Which performance improvement can be achieved using state channels for a dis-
tributed ledger-based fair exchange protocol?

Answering the research questions, we provide the following research contributions:

e FairSCE, a distributed ledger-based two-party fair exchange protocol, based on
FairSwap [15], using state channels and a proof-of-concept implementation [108) 23]
for the Ethereum blockchain [I1] using the Perun state channel framework [52].
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e A mechanism we refer to as extra deposit to prevent grieving attacks.

e A comparative evaluation concerning cost and execution time comparing the pro-
posed FairSCE protocol to the original FairSwap [I5] protocol.

The remainder of this chapter is structured as follows: In we present
background information specific to this chapter. In we present FairSCE, our
two-party fair exchange protocol for digital goods using state channels. In
we present an approach for an extra deposit, which allows to prevent grieving attacks
by wrapping an existing fair exchange protocol. We compare our approach to FairSwap
in We discuss our protocol and the evaluation in [Section 4.5 Finally, we
conclude in [Section 4.6

This chapter shares content with the following publication:

e Matthias Lohr, Sven Peldszus, Jan Jiirjens, and Steffen Staab. Fast, Favorable, and
Fair Blockchain-based Exchange of Digital Goods using State Channels. In 202/
IEEFE International Conference on Blockchain and Cryptocurrency (ICBC), 2024

4.1. Background

To the best of our knowledge, FairSwap [15] is the first distributed ledger-based fair
exchange protocol that has been both fully formally analyzed in terms of its fairness
guarantees and security and prototypically implemented to be used for an evaluation.
Other distributed ledger-based fair exchange protocols known to us, such as OptiSwap
[78], SmartJudge [79] and FastSwap [80], are based on FairSwap, but propose improve-
ments addressing a single aspect and limitation of the original FairSwap protocol. None
of these protocols significantly improve over FairSwap concerning cost and performance
situation besides a constant factor. For these reasons, for implementing FairSCE, we also
rely on the basic idea of FairSwap but aim at an execution within a state channel. We
introduce FairSwap in more detail in

In we introduce grieving attacks in more detail and describe how such
an attack can be conducted in a fair exchange protocol such as FairSwap.

With regard to state channels, at the time of writing, to the best of our knowledge, the
Perun [52] was the only state channel framework that was provided with formal proof of
its functionality and security as well as a ready-to-use implementation. For this reason,
we use Perun for implementing and evaluating FairSCE, our state channel-based fair

exchange protocol. We introduce Perun in more detail in [Section 4.1.

4.1.1. FairSwap

FairSwap [15] is a distributed ledger-based protocol for the fair exchange of digital goods,
such as data. The concept of the FairSwap protocol has been introduced with a formal
proof of its security regarding its fairness guarantees, as well as with a prototypical
implementation of its smart contract for the Ethereum blockchain [11].
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The basic idea behind FairSwap is that the buyer can prove if the seller has provided
different data than agreed on before the exchange. Below, we summarize the FairSwap

protocol, outlined in [Figure 4.1 We refer to the original paper by Dziembowski et al. [15]

for a complete description.

Buyer Distributed Ledger Seller
|

request file exchange

__ send encrypted file

__ FairSwap.deploy()
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Figure 4.1.: Full sequence diagram of FairSwap [15].

Protocol Execution

To start an exchange using the FairSwap protocol, the buyer sends a request to the seller,
informing him that he wants to purchase specific data, e. g., in the form of a digital file
This request is sent using a direct communication channel. Assuming the seller accepts
the request, he first encrypts the requested file with a one-time key. Then, he sends the
encrypted file to the buyer, also using a direct communication channel. Simultaneously,
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he deploys an instance of the FairSwap smart contractﬂ to the distributed ledger used
for the exchange, such as the Ethereum blockchain [IT]. This smart contract instance
contains information related to this fair exchange, such as information allowing to identify
the file requested by the buyer, a cryptographic hash value of the encrypted file sent to
the buyer, a cryptographic hash value of the key used for encrypting the file and the
price the seller charges the buyer for the data. Assuming the buyer agrees with the
information contained in the smart contract (provided the information for identifying
the requested file is correct, the cryptographic hash value of the encrypted file matches
the cryptographic hash value of the file received by the buyer, and the buyer accepts
the price), he signals his consent to the information contained in the smart contract by
transferring the funds for the payment to the smart contract. Subsequently, the seller
reveals the key used for encrypting the file to the smart contract, making it thereby
available to the buyer. The buyer can decrypt the file using the encryption key and
validate if it matches his request. In case of a mismatch, the buyer can raise a complaint
with the smart contract, which, if successfully validated by the smart contract, will
cause the smart contract to transfer back the payment funds to the buyer. Suppose no
successful complaint has been raised after a predefined timeout. In that case, the seller
can request that the funds be paid out to him, and the fair exchange has been successfully
finished, as depicted in [Figure 4.2

One crucial detail of FairSwap we want to highlight is how the buyer provides the
information to identify the data he requests to receive. On the one hand, this must be
done in a form that the seller can understand to select the correct data accordingly, and
on the other hand, in a form that the smart contract can validate itself in case of a
complaint. For this, the buyer communicates his expectation in the form of a predicate
function ®(x) with x being the data in question to be checked if it meets the expectations
of the buyer, such that

B(z) = {1, if x corresponds to the data previously agreed on (4.1)

0, otherwise

For example, if the data x is exchanged in form of a digital file and identified by its cryp-
tographic hash value, using a cryptographic hash function H(zx), the predicate function
®(x) could be defined as follows:

@(x):{l’ if H(z)=h (42)

0, otherwise

From this, the seller can deduce that the buyer expects a file x that, applying the crypto-
graphic hash function H (), corresponds to the cryptographic hash value h. Furthermore,
in case of a complaint, the buyer can provide the decrypted content 2’ of the encrypted
file provided by the seller to the smart contract, which then can evaluate ®(z) to deter-
mine whether the seller has sent the file as expected or is trying to cheat by sending a
different file.

!Prototypical smart contract implementation of the FairSwap protocol in Solidity by Dziembowski et
al. [15] — https://github. com/1EthDev/FairSwap, accessed on 2023-07-07.
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-

Buyer Distributed Ledger Seller
|

loop )

| request file exchange

|
1 send encrypted file
< ryp

FairSwap.accept(payment $ )>

Figure 4.2.: Sequence diagram of a FairSwap protocol [15] execution with both seller
and buyer, behaving faithfully and following the protocol for a successful
exchange.

With its support of a freely choosable predicate function ®(x), the FairSwap protocol
allows for the arbitrarily complex specification of the data requested by the buyer, start-
ing from data corresponding to a specific cryptographic hash value up to, e. g., evaluating
XPath [109] or JSONPath [I10] expressions, on which we elaborate more in
However, for reasons of simplicity, for the remainder of this chapter, we limit our con-
siderations to validating the data against a previously known cryptographic hash value.
Also, the prototypical implementation of FairSwap, as presented by Dziembowski et al.,
is limited to a static cryptographic hash value.

Mitigating Unfaithful Behavior

For now, we only described a protocol execution in which both seller and buyer behave
according to the protocol, referred to as faithful behavior. However, both seller and buyer
can deviate from the protocol, either unintentionally (e.g., stopping to proceed with the
exchange due to the loss of Internet connection) or intentionally (e.g., with the goal of
harming the other party by trying to cheat). In the following, we describe the different
ways in which sellers and buyers can deviate from the protocol and how this is dealt with
in order to maintain the fairness guaranteed by the protocol.
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Leaving Buyer (Grieving Attack). One possibility for the buyer to conduct unfaithfully
in the context of the FairSwap protocol is to leave the exchange after the seller has
deployed the smart contract to the distributed ledger and sent the encrypted data directly
to the buyer, as we depict in [Figure 4.3]

Since neither a payment has been made nor the buyer has received the (plaintext)
data (due to the lack of a key, he cannot decrypt the encrypted data), the exchange is
considered fair. However, the seller may have accepted high fees to deploy the smart
contract, which therefore causes unilateral cost for the seller. This behavior is referred
to as grieving attack as we introduce in

-

Buyer Distributed Ledger Seller
| | |

| | |
' request file exchange

‘ -
send encrypted file

|
|
< ‘
! ! FairSwap.deplo
: < y()

buyer leaves %

Figure 4.3.: Sequence diagram of the FairSwap protocol [I5] with the buyer unfaithfully
leaving after the seller has initialized the exchange by deploying the smart
contract to the distributed ledger and sending the encrypted data to the
buyer.

Leaving Seller. Like the buyer, the seller can also unfaithfully leave the protocol, e. g.,
by stopping to interact after the buyer has indicated to accept the exchange parameters
contained in the smart contract previously deployed by the seller and sending the pay-
ment. In that case, the buyer has to request a refund of the funds previously sent to the
smart contract.

Since the buyer has received the amount for the payment back at the end of the protocol
and cannot decrypt the encrypted data due to the missing key, the protocol outcome of
this case is also considered fair. However, since the seller has to cover more cost than
the buyer (the seller has to cover the smart contract deployment while the buyer has to
cover for invoking the accept () and refund() smart contract methods), as we show in
our evaluation in the behavior of the seller is not considered to be a grieving
attack as he does more harm to himself than to his counterpart.

Forging Seller. When the seller encrypts data different from the data requested by the
buyer or uses a different key for encryption as committed to at smart contract deployment,
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Figure 4.4.: Sequence diagram of the FairSwap protocol [15] with the seller unfaithfully
leaving after the buyer has accepted the exchange parameters and sending
the payment to the smart contract.

the buyer cannot detect this forgery in the first place on receiving the encrypted data.
Therefore, after the buyer receives the encrypted data, he indicates his approval, as in
the faithful case, by sending the payment to the smart contract. Then, the seller has to
reveal the key to the smart contract, thus making it available to the buyer. Because of the
commitment to the key k by adding its cryptographic hash value hy, = H(k) to the smart
contract during its deployment, the seller is only able to reveal that key k to the smart
contract which matches hy, regardless which key was used for encrypting the data .
Now, the buyer can decrypt the data. If the cryptographic hash value of the decrypted
file does not match the cryptographic hash value expected (and previously agreed on
and submitted to the smart contract), e.g., because other data has been encrypted or a
different key has been used for encryption, the buyer discovered a forgery by the seller. In
that case, the buyer has to create a cryptographic proof and send it to the smart contract
as part of a so-called complaint as depicted in [Figure 4.5 In case of a complaint, using
the predicate function ® and the cryptographic hash values hj, hy, and h. recorded in
the exchange smart contract, the smart contract can validate if the data being subject
of the complaint was sent by the seller and actually does not meet the agreement of the
data to be exchanged. After the complaint has been conducted successfully, the buyer
can request a refund of the funds previously sent to the smart contract. It is worth
mentioning that this cryptographic proof is generated based on the commitment of the
cryptographic hash value of the encrypted file contained in the smart contract. A valid
proof can only be generated if the seller is conducting a forging attack. The buyer is not
able to create valid proof in the case the seller is behaving faithfully. We refer to the
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original work by Dziembowski et al. [I5] for details on that cryptographic proof for the
complaint.

Since the data received by the buyer is not the data expected or agreed on, the data
is not considered to be exchanged. Furthermore, the payment has been refunded to the
buyer. Therefore, this case also is considered to be a fair exchange.

-
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Figure 4.5.: Sequence diagram of the FairSwap protocol [I5] with the seller unfaithfully
encrypting end sending the wrong data to the buyer.

4.1.2. Grieving Attacks

A grieving attack is a type of attack in the context of fair exchange protocols, such as
FairSwap [I5]. In a grieving attack, the attacking party performs actions to the dis-
advantage of another party (e.g., causing cost for the attacked party) without suffering
disadvantages (e. g., own cost) themselves [78, [100]. For example, in FairSwap, a grieving
attack can be conducted by a buyer requesting a fair exchange from the seller using a
direct communication channel with no or negligible cost for the buyer. However, accord-
ing to the FairSwap protocol, the seller then initializes the fair exchange by deploying
an instance of the FairSwap smart contract to a distributed ledger with non-negligible
cost. If the buyer then leaves the exchange with no further interaction as described in
the seller has to bear the cost alone while the buyer has no cost at all.

4.1.3. Perun State Channels

Perun [52] is a concept and framework for distributed ledger state channel management.
Perun consists of two main smart contracts. First, the AssetHolder smart contract
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provides the functionality to open a Perun state channel, deposit funds in terms of a
cryptographic currency (initialization), and distribute the deposited funds according to
the final state (settlement). Second, the Adjudicator smart contract, called by the
AssetHolder smart contract for retrieving the final fund distribution, provides function-
ality to register the final state and a dispute mechanism. In case the participants of a
state channel cannot agree on its final state, the dispute mechanism of the Adjudicator
smart contract allows all participants to present their respective final state and will then
decide about the accepted final state. The functionality of these two smart contracts
could also have been combined into a single smart contract. However, for practical as-
pects such as maximum contract size supported by the Ethereum blockchain as well as
retaining separation of concerns [I11], the functionality has been separated into the two
smart contracts.

Similar practical aspects concern the app smart contract to be developed individually
for each state channel application using Perun. The decision of the Adjudicator smart
contract is based on an application-specific smart contract called app. The app smart
contract can be used, either internally during state channel operations, as well as by the
distributed ledger, to validate if a state change proposed in a distributed ledger is valid
with regard to the implemented application, such as a fair exchange. The separation
between the app smart contract and the actual Perun framework smart contracts allows
for developing individual solutions utilizing state channels without limiting the security
guarantees provided by Perun.

Like usual smart contract-based applications, a Perun state channel itself can have
states called phases, which are independent from the app specific state validated by the
app smart contract. A Perun state channel passes through four phases as depicted in

Open, Transact, Finalize and Settle.

Open Phase

To create a new state channel, one party (party A in contacts one or multiple
other parties (party B in using a direct communication channel (e. g., via the
Internet) to request the creation of a new channel. Note that for reasons of simplicity,
in we only depict the life cycle of a two-party state channel. However, Perun
generally allows for n-party state channels.

After all parameters of the state channel, such as the list of parties participating in the
state channel and the initial funds to be deposited by each party, have been successfully
negotiated and mutually agreed on, the state channel request is confirmed. For reasons
of simplicity, in [Figure 4.6, we assume that negotiation has taken place before and that
the request for a state channel is immediately confirmed. Therefore, this process is not
depicted in as it might be arbitrarily complex if the parties struggle to agree
on the initial state.

After all parties have confirmed the state channel request by sending a signed message
to all other parties, the state channel is implicitly registered with the distributed ledger by
each party depositing the funds previously agreed on to the AssetHolder smart contract.
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Transact Phase

After each party has deposited the funds previously agreed upon, the state channel
enters the Transact phase. During the Transact phase, the parties interact using a direct
communication channel, the actual state channel. Doing so, they continuously mutually
exchange signed messages reflecting the mutually accepted updated state of the state
channel. Also, payment transactions between the parties can be processed within the
state channel. For this, as part of the updated state, the distribution of the initially
deposited funds between the parties is changed and mutually signed by all parties to
signal their mutual agreement to this change of the fund distribution. For example, to
conduct a fair exchange within a state channel, e.g., using the idea of the FairSwap
protocol (cf. , all messages such as requesting a specific file, committing to
the hashes of the plain file, encrypted file, and the key, accepting the commitment and
revealing the key, are sent as signed messages using a direct communication channel.
In we depicted the Transact phase as a loop, as whatever app such as the
FairSwap protocol is executed within the state channel, it can be repeated at will with
an arbitrary amount of messages for any period.

The state channel remains in the Transact phase as long as all parties continue to
send signed messages to each other. The Transact phase is considered to be ended as
soon as one party requests to close the state channel, either by creating a dispute or by
requesting the other parties to issue a dedicate signature for the final state which can
then be submitted to the Adjudicator to signal the closing of the state channel.

Finalize Phase

At any point in time, any channel participant can request to close the state channel
(e.g., to initiate a payoff of the funds of the state channel), which puts the state channel
into the Finalize phase. In this phase, the final state of the state channel app will be
determined as follows.

In case of mutual consensus of all parties (e.g., all fair exchanges to be conducted
have been finished), all parties provide a signature for the mutually accepted final state.
Then, as soon as all signatures of that final state are collected, any party can submit the
final state to the Adjudicator smart contract (using the Adjudicator.concludeFinal()
smart contract method as depicted in .

In case of lack of mutual agreement, signaled by the absence of one or more signatures
for the state supposed to be final, the final state is determined by a distributed ledger-
based execution of the state channel app smart contract, conducted as follows. First, one
party willing to close the state channel registers the lack of agreement as so-called dis-
pute with the Adjudicator smart contract (using the Adjudicator.register() smart
contract method as depicted in , providing the last mutually signed state from
the Transact phase to the Adjudicator smart contract. Once the dispute has been reg-
istered, each party can iteratively progress the state known to the Adjudicator (using
the Adjudicator.progress() smart contract method), whereby each progression is val-
idated by the Adjudicator and the app smart contract, to check whether the new state
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is a valid successor of the currently accepted state. This way, the state can be progressed
until a final state is reached (no more successful progressions are made by the parties
within a predefined timeout) without requiring signatures for the state from all parties.
Once the final state is reached, any party can invoke the Adjudicator.conclude() smart
contract method to finish the Finalize phasel]

Settle Phase

Once the Finalize phase has been finished, the final state of the state channel has been set.
This includes the (presumably changed) distribution of the funds initially agreed on and
deposited to the AssetHolder smart contract during the Open phase. In the Settle phase,
each party can withdraw the funds according to the fund distribution of the final state
of the state channel. For this, each party has to invoke the AssetHolder.withdraw()
smart contract method, which causes the smart contract to transfer the amount of funds
as it is determined in the final state of the state channel to the invoking party.

4.2. Fair Data Exchange using State Channels: FairSCE

Usually, distributed ledger-based fair exchange protocols such as FairSwap [15] strive for
low cost in terms of distributed ledger transaction fees and high performance in terms
of number of executions per time unit, only considering a single exection of the fair
exchange protocol. To the best of our knowledge, they usually do not consider production
environments with simultaneous and fast-repeated execution. All works on this known to
us are kept on a conceptual level. In some cases, they are also provided with a formal proof
of their fairness guarantee. This leads to a general need for evaluation and experiences
concerning the cost and performance of distributed ledger-based fair exchange protocols
under practical application conditions. To this end, in this section, we present FairSCE,
our distributed ledger-based two-party fair exchange protocol using state channels, which
aims for low cost as well as high performance as described above, which is based on the
general idea of FairSwap [I5]. For our evaluation, we also use FairSwap as a reference for
comparing cost and performance with FairSCE. For incorporating state channels, we use
the Perun state channel framework [52]. The implementation of FairSCE and the code
written for evaluating FairSCE are provided as part of our tool BFEbench [108, 23].

As the name suggests, a state channel always has a defined state, which comprises the
state of the app to be executed within the state channel, such as a fair exchange app. To
implement a state channel app for fair data exchange, we first need to identify the state
transitions allowed by the state channel and its app. For this, we first analyze the states

2Usually, smart contracts, such as Ethereum smart contracts, can not act independently but need to
be invoked externally, e.g., by a party or another smart contract. Therefore, an explicit call to
Adjudicator.conclude () is required to finish the Finalize phase, as the smart contract can not act
on its own once the predefined timeout for progressions has been passed. One counter-example of
smart contracts that can act by themselves is smart contracts for Hyperledger Fabric [48] smart
contracts.
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of the original FairSwap smart contract (see [Figure 4.7) as a starting point for our app
state definition.

4.2.1. FairSCE Protocol States and Transitions

The state of an application executed in the context of a distributed ledger is represented
by the variables of its underlying application smart contract. For example, the FairSwap
smart contract holds variables such as the cryptographic hash value of the plain file to
be exchanged and the cryptographic hash value of the encrypted version of the file to be
exchanged (cf. . FEach change to these variables is controlled by the smart
contract, which can, depending on its implementation, accept or decline the request of
a user to update one or more of these variables. For this, any conditions verifiably by
the smart contract can be implemented, e. g., requiring a specific sender of the request
or requiring a specific value or range of values that must be fulfilled.

In FairSwap, after the seller and buyer agreed (off-chain) on conducting a fair exchange
for a digital file identified by its cryptographic hash value, the seller starts the exchange
by generating a one-time password to encrypt the file to be exchanged. Then, he sends
the encrypted file to the buyer using a direct communication channel and registers the
exchange parameters, such as price and the hashes of the plain file, the encrypted file,
and the key with the FairSwap smart contract. This state is referred to as the Initialized
state by Dziembowski et al. [15].

Consecutively, the buyer validates the information registered in the smart contract
and notifies the smart contract about the acceptance of the exchange by transferring the
funds for the payment to the smart contract, which acts as an escrow. Once the smart
contract has received the funds, it is considered in the Accepted state. If the buyer refuses
to accept, the smart contract remains in the Initialized state. In the worst case, if the
buyer never signals his acceptance, the smart contract instance is abandoned and will
remain in the Initialized state forever.

Once the buyer has signaled his acceptance, the seller can reveal the key by sending
it to the smart contract. As both seller and buyer have full read access to the smart
contract due to the general characteristics of a distributed ledger, this is also considered
a revelation of the key to the buyer. As the key is considered to be revealed to the buyer,
the state of the smart contract is denoted as Key Revealed.

The buyer can now decrypt the encrypted file using the key submitted to the smart
contract by the seller. If the decrypted file is the file expected by the buyer, the exchange
has finished and after a timeout the seller can request the payment to be transferred
to him from the smart contract. However, suppose there is a problem such that the
decrypted file does not match the file expected by the buyer, e. g., because the wrong key
was revealed. In that case, the buyer can complain (before the timeout mentioned above
has passed) with the smart contract, which then enters the Successful Complaint state,
and request a payment refund. We stress that the buyer will not be able to conduct
a successful complaint if the seller behaves correctly (e.g., sending the correct file and
correct key). If the seller does not reveal the key at all, the buyer can request a refund
of the funds deposited for the payment after a predefined timeout.
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In general, a FairSwap fair exchange remains in its state until one of the parties in-
teracts with the smart contract. This is because the state is represented by the contents
of the variables of the smart contract, and a distributed ledger smart contract does not
act on its own but only on external invocation, such as the interaction of a party or by
another smart contract.

Successful Complaint

Key Revealed

Initialized

Seller has Buyer has
Seller has Buyer has Y
o made key successfully
initialized accepted . ;

available to complained to
the transfer the transfer

buyer smart contract

Figure 4.7.: State chart of states and transitions between the states of the original Fair-
Swap protocol [15].

In the Settle phase of a Perun state channel, participants can withdraw funds according
to the final funds distributed of that state channel, as described in The
final fund distribution results from the sum of all changes to the fund distribution during
state channel operations during the Transact phase and concluding the state channel in
the Finalize phase, starting with the initial deposit as part of the Initialization phase.
Changes to the fund distribution during state channel operations are caused by state
transitions of the app executed in the context of that state channel, such as a fair ex-
change. Therefore, from the perspective of a Perun state channel, those state transitions
from FairSwap need to be considered for the perun app smart contract in which the fund
distribution changes.

To identify the relevant state transitions of a fair exchange based on FairSwap for
a Perun state channel app implementation, we need to analyze FairSwap concerning
means of monetary transfers during protocol execution. For this, we investigate each
possible state transition depicted in individually and summarize the findings
in [Table 4.1

Start — Initialized. During the initialization of a FairSwap fair exchange, the seller
deploys an instance of the FairSwap smart contract to the distributed ledger. In doing
so, he neither deposits funds to the smart contract nor does he or the buyer gain any
claims to receive a payment from the other party. Therefore, this state transition does
not reflect a change of the fund distribution.
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Initialized — Accepted. The buyer accepts the fair exchange by transferring the funds
for the payment to the FairSwap smart contract instance. The smart contract instance
acts as an escrow, being able to forward the funds to the seller in case of a successful
transfer of the data or return the funds to the buyer in case of an unsuccessful data
transfer. The buyer loses control over the funds by transferring the funds to the smart
contract. However, as the seller has yet to reveal the key the buyer needs to decrypt
and access the data, the seller is not (yet) eligible to receive the payment. The funds
deposited by the buyer are still considered to be the property of the buyer, which he
can even request to be refunded if the seller does not reveal the key within a predefined
timeout. Even if funds have been transferred, the eligibility to access these funds has
remained the same. If no further action is conducted, the buyer is able to reclaim these
funds, and the seller is not able to request the funds to be paid out to him. Therefore,
also this state transition is no reflecting a change of the fund distribution.

Accepted — Key Revealed. To be eligible to claim the funds previously deposited by
the buyer, the seller has to reveal the key used for encrypting the file. After the seller
has revealed the key and the app remains in the Key Revealed state for a predefined
timeout, the seller can withdraw the funds from the FairSwap smart contract instance.
Therefore revealing the key changes the fund distribution in terms of eligibility in favor
of the seller.

Key Revealed — Successful Complaint. When the buyer can prove that the seller
sent a wrong file key (called complaint [I5]) within the predefined timeout mentioned
above, the eligibility for the seller to request the payment for that exchange is revoked.
Therefore, a successful complaint changes the fund distribution in favor of the buyer.

Successful Complaint — End. As part of a successful complaint, the fair exchange is
considered aborted, and the funds have been refunded to the buyer. After the funds
have been refunded, no further action takes place, which could cause a change in the
fund distribution.

Accepted — End. The state of a FairSwap fair exchange transitions from Accepted
directly to End only if the key is not revealed by the seller within a predefined timeout
and the buyer requests to refund the payment. As missing the timeout ends the exchange,
no further action takes place, which can cause a change in the fund distribution.

Key Revealed — End. After the seller has revealed the key and the buyer has not
conducted a complaint within the predefined timeout for a complaint, the fair exchange is
considered successful, and the seller can withdraw the funds to which he gained eligibility
by revealing the key. Since the seller is already eligible to withdraw the funds as the
exchange has ended, no further changes in fund distribution can occur.
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Table 4.1.: FairSwap state transitions and their influence on changing the eligibility to
withdraw deposited funds from the deployed FairSwap smart contract in-

stance.

Transition Change in Funds Eligibility

Start — Initialized no

Initialized — Accepted no

Accepted — Key Revealed yes

Key Revealed — Successful Complaint yes

Successful Complaint — End no

Accepted — End no

Key Revealed — End no

4.2.2. Construction of a Perun State Channel App

In this section, we outline the construction of a fair exchange protocol app smart contract
for the Perun state channel framework.

Based on the state transitions of FairSwap we have identified to affect the fund dis-
tribution, our Perun state channel app smart contract needs to incorporate the states
Accepted, Key Revealed, and Successful Complaint to be able to reflect changes to the
fund distribution similar as in FairSwap. Further, since a Perun state channel can run
indefinitely, as long as all participants mutually agree on and sign app state updates,
an unlimited number of exchanges can be conducted by allowing a transition from Key
Revealed back to Accepted. As soon as there is a disagreement, the state channel will go
to the Finalize phase. Since a complaint related to an unsuccessful exchange is a dis-
agreement, there is no transition from Successful Complaint to Accepted or Key Revealed.
One or a series of exchanges can end with or without a complaint. This results in a state
chart as depicted in which serves as a draft for the final design of the states
in the app smart contract.

Successful Complaint

Accepted Key Revealed
—>

Figure 4.8.: State chart of the draft of a Perun app smart contract based on FairSwap
[15], only considering states and transitions inducing a change in fund dis-
tribution.

To implement the draft as a Perun app smart contract, we have to map the states of
the draft to the phases of Perun. As described in an app smart contract
can be executed off-chain during the Transact phase and on-chain during the Finalize
phase. Since a complaint represents a disagreement, the app state Successful Complaint
can only occur in the Finalize phase, while all other app states depicted in
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can be reached in both, the Transact and the Finalize phases. This mapping results in
the state chart of our app smart contract shown in considering the phases of
a Perun state channel.

Transact h Finalize

Accepted

> Accepted

Successful
Complaint
-~ Y,

Key Revealed evealed

SN
e

Figure 4.9.: State chart of the app states of FairSCE in context of Perun phases.

By combining the general lifecycle of a Perun state channel as shown in [Figure 4.6) with
the lifecycle of an adapted FairSwap fair exchange as described in this section, we get
FairSCE, our distributed ledger-based fair exchange protocol using state channels. We
provide a sequence diagram of the full FairSCE protocol in We provide the
source code of the Solidity implementation of our fair data exchange Perun app smart

contract in |[Listing A.

4.3. Grieving Attack Prevention

As mentioned in FairSwap is open to so-called grieving attacks. When
conducting a grieving attack, the attacking party can cause cost for the attacked party
with no or negligible cost for the attacking party. In FairSwap, a grieving attack can be
conducted by the buyer by requesting the seller to initialize a fair exchange by deploying
the FairSwap smart contract to the distributed ledger, which causes significant cost in
the form of transaction fees.

If e.g., as in the case of FairSwap, the buyer would have deposited a security deposit
prior to his fair exchange request, this security deposit could be used for compensation
for the seller. However, since in typical distributed ledgers such as the Bitcoin blockchain
[9] and the Ethereum blockchain [I1], the deposit of such a security deposit also raises
costs, it would enable the other party to carry out a grieving attack by first demanding
a security deposit and then leaving the protocol itself, once the deposit has been made.
It follows that always the party that first executes a chargeable transaction for which,
because it is the first transaction, no collateral exists as possible compensation, is open
for a grieving attack.

One possibility to overcome this problem is not to limit the security deposit for a
specific fair exchange instance. Suppose a security deposit was created for a fair exchange
that was never initialized. However, the security deposit can also be used for another
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Figure 4.10.: Full sequence diagram of FairSCE.
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fair exchange without additional cost. In that case, the total cost for both fair exchanges
equals the cost for only the second fair exchange with its own security deposit, as in
total, one security deposit has been made, and one fair exchange has been conducted.

To prevent grieving attacks for distributed ledger-based fair exchange protocols, we
introduce the concept of a reusable extra deposit. For this, the party that could conduct
the grieving attack must set up and fund a distributed ledger smart contract holding
the extra deposit. Then, for initializing the fair exchange, the party usually conducts
the first action with non-negligible cost, instead of initializing the fair exchange protocol
by itself, invokes the extra deposit smart contract of the other party to initialize a fair
exchange. As part of this invocation, the party has to provide funds itself (at least as
much as required to be invested by the party owning the extra deposit), which can be
used as compensation in case of an unjustified, unilateral initialization of a fair exchange.

We demonstrate the concept of extra deposit using FairSCE as an example as described
in and depicted in [Figure 4.10f Before the buyer opens a state channel by
depositing funds to be used as payment throughout the operation of the state channel, the
seller is required to deploy an extra deposit smart contract to the distributed ledger and
deposit some funds as depicted in Then, instead of the buyer initializing the
state channel by depositing funds to the Perun AssetHolder smart contract, the buyer
invokes the extra deposit smart contract providing the funds meant to be deposited with
the Perun AssetHolder smart contract. Thereby, the extra deposit smart contract will
initialize the Perun state on behalf of buyer and seller. Doing so, the extra deposit smart
contract provides funds from both, buyer (provided by the buyer during the current
invocation) and seller (provided by the seller as security deposit before the protocol has
started), to the AssetHolder smart contract. Before this invocation, the funds initially
deposited by the seller are available for initializing a Perun state channel by any buyer.
Only after the invocation by the buyer and his simultaneous provision of funds, the
funds of the seller also bound for the state channel just opened, which can then be used
to conduct fair exchanges, including the possibility to compensate both parties, seller
and buyer, for potential misbehavior of the other party.

Combining the extra deposit smart contract with FairSCE by wrapping the extra
deposit around the FairSCE state channel lifecycle results in the FairSCE protocol with

extra deposit as depicted in |[Figure 4.12

4.4. Evaluation

In [Section 4.2] we described FairSCE, our distributed ledger-based fair exchange protocol
using state channels. Since it is generally assumed that the use of state channels will lead
to improvements concerning the cost and performance of a distributed ledger application
compared to an implementation without state channels, we examine this assumption
concerning our implentation of FairSCE compared to FairSwap in order to answer RQ [5]
and RQ [6] Therefore, we conduct a comparative evaluation in this chapter, comparing
FairSwap and FairSCE concerning cost and performance.

In we define the objectives of our evaluation in more detail. In
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Figure 4.11.: Extra deposit smart contract wrapping an existing fair exchange protocol.

tion 4.4.2] we describe the setup of our experiment and present the evaluation results in
Section 4.4.3

4.4.1. Evaluation Setup

In our evaluation, we want to examine the difference in cost as asked for in RQ [5| and
performance as asked for in RQ [6] of FairSwap and FairSCE.

Cost Evaluation (RQ

To answer RQ [5] we need to identify the cost of using FairSwap and FairSCE as fair
exchange protocols. In FairSwap and FairSCE, cost arises in terms of transaction fees
of the underlying distributed ledger, which are charged for every interaction with the
distributed ledger such as interacting with the smart contract of the fair exchange pro-
tocol. To interact with a smart contract, a smart contract offers a set of methods that
can be invoked by a party or by another smart contract. To identify the cost for a fair
exchange, we, therefore, need first to identify which of the methods need to be invoked
for a fair exchange and second which amount of fees is charged for these method invoca-
tions. We then invoke these smart contract methods in all possible sequences reflecting
different behaviors of seller and buyer, and measure the cost of each interaction with the
smart contract.

Depending on the behavior of the parties, such as either following the protocol or try-
ing to cheat each other, different sequences of smart contract method invocations might
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be required, resulting in different costs. Therefore, we need to consider the different be-
haviors of the parties participating in the fair exchange for the cost evaluation. Thereby,
the behavior of the parties can be differentiated into which the parties follow the proto-
col (referred to as faithful behavior) and such behavior which deviates from the actions
requested by the fair exchange protocol (referred to as unfaithful behavior). We describe
the possible behaviors in more detail as follows.

Faithful. Both parties behave as described by the protocol. The cost of a joint faithful
execution is important to know for recurrent use in a productive environment. Both
parties behaving faithfully is assumed to be the most frequent case.

Unfaithful. Buyer and seller can independently deviate from the fair exchange protocol,
which is considered as unfaithful behavior of that party deviating from the protocol.
Thereby, each time an action is expected of one of them by the protocol, they can
either perform an action different than the expected action or do nothing, whereby the
latter is considered as unfaithfully leaving. However, due to validations performed by the
smart contract, an unfaithful party cannot perform arbitrary actions. For example, in
FairSwap, being in the Accepted state, the only possible action to perform for the seller is
to reveal the key he has committed to by adding the cryptographic hash value of the key
in question to the deployed smart contract instance. Trying to provide another key or
performing another action will be rejected by the smart contract. Since such transactions
are rejected by the smart contract, the state of the smart contract will not be changed and
timeouts will continue to count down. Therefore, a seller unsuccessfully trying to reveal
another key will eventually considered as unfaithful leave, as no (accepted) transaction
takes place. For this reason, there is only a limited number of unfaithful behaviors
besides unfaithful leave to be considered, namely those that cannot be directly validated
and prohibited by the smart contract, such as the seller encrypting and sending a file
different from the one previously agreed on with the buyer.

For a comprehensive analysis of the cost, it is necessary to determine the cost of each
possible method invocation. Due to the validations performed by the smart contract,
only a limited set of sequences of smart contract method invocations is possible, which
need to be considered for the cost analysis, as the cost for invoking a specific smart
contract method might depend on the sequence in which it is invoked. In contrast, those
invocations being part of an invocation sequence that is impossible to occur, do not
need to be considered. For example, in FairSwap, requesting a refund by invoking the
refund () method before the payment has been made by the buyer using the accept ()
method will never be accepted by the FairSwap smart contract, and therefore does not
need (and even is not possible) to be considered for our evaluation.

Furthermore, we assume both seller and buyer to act rationally. Therefore, besides
possibly trying to cheat the other party (which could raise their benefit in case the
other party does not act rationally), they never behave in a way that is inevitably to
their disadvantage. For example, in FairSwap, a rational buyer would never accept a
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fair exchange by transferring funds for the payment to the smart contract and then
unfaithfully leave the fair exchange protocol without trying to get back these funds.

To be able to measure the cost for each possible smart contract method invocation, we
identified the following behaviors to be considered:

FairSwap — Faithful: Both seller and buyer behave faithfully according to the exchange
protocol, as depicted in

FairSwap — Buyer leaves after initialization by seller (grieving attack): The buyer un-
faithfully leaves after the seller has initialized the fair exchange by deploying the
smart contract to the distributed ledger, as depicted in The deployment
is charged with non-negligible cost, which have to be covered by the seller.

FairSwap — Seller leaves after acceptance by buyer: The seller unfaithfully leaves af-
ter the buyer has accepted the fair exchange by transferring the funds for the
payment to the FairSwap smart contract instance, as depicted in Even
if the seller would have to bear more cost in total compared to the buyer (smart con-
tract deployment will presumably significantly more expensive for the seller than
invoking accept () and refund() for the buyer), this could be considered as ratio-
nal behavior because of the following reason. If seller and buyer agreed on a very
high price in exchange for the data, the buyer would need to (temporarily) provide
such an amount of money to the FairSwap smart contract. Since a timeout has to
be passed before the buyer can request a refund of these funds, the funds are locked
in the smart contract for a time well-known for both, seller and buyer. During that
time, a buyer might then have not enough funds left over to participate, e. g., in an
auction taking place simultaneously. Therefore, even if the behavior might seem to
be irrational from the seller when only considering the exchange itself, it might be
a valid attack in situations with parallel businesses taking place.

FairSwap — Seller encrypts wrong/modified file: In parallel to initializing the fair ex-
change by deploying an instance of the FairSwap smart contract to the distributed
ledger, the seller encrypts and sends a file different from the file requested by the
buyer, as depicted in Thereby, the seller registers the cryptographic
hash value of the modified encrypted file with the smart contract, as the buyer
otherwise would directly be able to discover the seller behaving unfaithfully.

FairSCE with extra deposit — Faithful: Both seller and buyer behave faithfully accord-
ing to the exchange protocol, as depicted in

FairSCE with extra deposit — Seller leaves after the state channel has been opened:
The seller unfaithfully leaves the fair exchange at an arbitrary point in time after
the buyer has opened a state channel using the initStateChannel () method of
the extra deposit smart contract, as depicted in [Figure 4.14] This behavior can
be rational by the seller if the seller either wants to harm the buyer and assumes
the buyer to have a higher cost than the seller himself or if the seller wants to
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spare the cost he would have to pay for participating in finalizing the state chan-
nel. Suppose the buyer finalizes the state channel on his own (assuming he still
has funds remaining within the state channel, which can be withdrawn after the
state channel has been finalized). In that case, the seller can benefit by waiting
until the buyer finishes finalizing the state channel and then withdrawing the funds
received as payment for successfully conducted fair exchanges without paying for
the finalization.

FairSCE with extra deposit — Buyer leaves after the state channel has been opened:
The buyer unfaithfully leaves the fair exchange after an arbitrary fair exchange as
depicted in The buyer could do this to spare cost and effort for par-
ticipating in the finalization of the state channel. If the buyer has conducted all
planned fair exchanges and received all the files he intended to receive, all deposits
provided by the buyer as part of the initStateChannel () smart contract method
invocation might be consumed as payments for the successfully conducted fair ex-
changes. In this case, the buyer has no interest in finalizing the state channel, as
he cannot request a withdrawal from the initial deposits as they are transferred to
the seller as payment for the fair exchanges.

FairSCE with extra deposit — Seller encrypts wrong/modified file: In an arbitrary fair
exchange conducted within the state channel, the seller encrypts and sends a file
different from the file requested by the buyer, as depicted in As part
of the dispute, the buyer can raise a complaint using the complaint () method of
the FairSCE app smart contract. After a successful complaint, the buyer might
be interested in finalizing the state channel to be able to withdraw the remaining
funds not yet used as payment for previous successful fair exchanges. As the seller
can assume the interest of the buyer in doing so, he can wait until the buyer has
finalized the state channel to withdraw the payment for the previous successful fair
exchanges. This way, the seller spares to participate in the cost of finalizing the
state channel.

Note that for our evaluation, we do not consider cases in which both parties simul-
taneously do not follow the protocol since this cannot be considered protocol execution
by any party. Furthermore, we do not consider the deployment of the FairSCE and Pe-
run smart contracts for the comparison, as each of these smart contracts is designed to
be reusable and, therefore, only has to be deployed a single time per distributed ledger
instance on which it is used. Once it is deployed, it can be used by arbitrary parties
for an arbitrary amount of fair exchange without the need to be deployed a second time
(except for bug fixing, which, from the point of view of the distributed ledger, is an
entirely new and different smart contract). Further, it is unclear which party would be
responsible for deploying these smart contracts. Therefore, for our evaluation, we con-
sider the FairSCE and Perun smart contracts to be already deployed by another party
not related to the seller or buyer being part of our evaluation. Nevertheless, as we also
have to deploy these smart contracts, we measure the deployment costs and present them
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Figure 4.13.: Sequence diagram of a FairSCE with extra deposit protocol execution with
both, seller and buyer, behaving faithfully and following the protocol for a
successful exchange.
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Figure 4.14.: Sequence diagram of a FairSCE with extra deposit protocol execution with
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Figure 4.16.: Sequence diagram of a FairSCE with extra deposit protocol execution with
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as part of our evaluation. However, we do not attribute them to any party for the reasons
mentioned above.

As already mentioned in the FairSwap [I5] paper, the cost of conducting a complaint
depends on the size of the input to the smart contract complaint method invoked for
submitting the complaint to the smart contract. A successful complaint requires the
complaining party to provide so-called proof of misbehavior [I5], which depends on the
size of the file exchanged by the parties involved in the exchange. Consequently, the cost
of a complaint depends on the size of the file being exchanged. Therefore, to take this
into account, we conducted the evaluation using different file sizes.

Performance Evaluation (RQ [5])

To answer RQ [6] we aim to determine the performance in terms of protocol executions
per time unit of FairSwap and FairSCE. For this purpose, we measured the performance
of FairSwap and FairSCE conducting recurring file exchanges.

Since we want to determine the maximum performance in our evaluation and an un-
faithful party can slow down protocol execution (e.g., by idling for some time before
reacting to transactions of the other party) or just stop its participation in the protocol,
we only consider the case where both parties cooperatively follow the exchange protocol
faithfully. For each file exchange, we measure the time used for initialization, encryption
of the file to be exchanged, file transfer, decryption by the buyer, and validation if the
decrypted file equals the expected file.

FairSwap has two ways to complete a fair exchange successfully: After the key has
been revealed, the buyer can optionally confirm the correctness of the key to the smart
contract, which lets the smart contract release the payment to the seller. Otherwise, the
seller would have to wait for a timeout to pass to be able to claim the payments using
a distributed ledger transaction that is sent and paid by him. Usually, a rational buyer
would not send the confirmation to save distributed ledger transaction fees. However,
we assume that both participants want to achieve maximum performance for this per-
formance evaluation. Therefore, we let the buyer send the confirmation to prevent the
sender from waiting for the timeout before being able to claim the payment funds.

For FairSCE, we assume both parties to be interested in recurring file exchanges and,
therefore, in using a single state channel for multiple file exchanges. Accordingly, state
channel creation and settlement are required only once. To this end, we include a single
initial contract deployment on the distributed ledger in our evaluation.lﬂ At the end of
each fair exchange, we assume the seller to settle the state channel to be able to claim
the funds since he has a higher incentive to do so compared to the buyer (since the buyer
already got the files). However, which party conducts the settlement does not influence
the performance.

3The party deploying the smart contracts is irrelevant for the performance consideration, but important
for evaluation the cost each party has to bear. For this reason, we use an additional account for the
deployment to have unmodified cost measurement for the seller and buyer.
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4.4.2. Implementation

To conduct the evaluation as described above, we simulated fair exchanges with FairSwap
[15] and with FairSCE with extra deposit (cf. [Section 4.3)). For this, we used the existing
prototypical implementation of the FairSwap smart contract (including minor bug fixes
as described in [Section A.1.1)) and implemented FairSCE (cf. with extra
deposit (cf.|Section A.1.3|) on our own, all using the Solidity [112] programming language.

As part of the prototypical FairSwap smart contract implementation, the buyer is of-
fered three different types of complaints which can be conducted, complainAboutRoot (),
complainAboutNode() and complainAboutLeaf (). Conceptually, all three complaints
are equal but slightly differ implementation-wise in the cryptographic proof they require,
therefore being subject to different cost and performanceﬁ For this reason, for the evalu-
ation, we also have to consider the different possible types of complaints. As the cost and
performance of a complaint, besides caused by the type of the complaint, also depend on
the size of the file to be exchanged (evident from the implementation of the smart con-
tracts), we also repeated all simulations with different file sizes in powers of two, starting
with 1 KiBE| As our implementation of FairSCE, especially the concept of proof of un-
faithful behavior is based on FairSwap, the aspects mentioned above of different types of
complaints and the impact of different file sizes equally apply to FairSwap and FairSCE.

As the Solidity programming language was designed for implementing smart con-
tracts for the Ethereum blockchain [II], we intended to conduct our evaluation using
the Ethereum blockchain. However, buying Ethereum crypto currency funds to be able
to pay for the transaction fees, being an inevitable part of the evaluation on the actual
Ethereum blockchain, would have resulted in high costﬁ For this reason, we decided to
use Ganache [I13], an Ethereum-compatible blockchain simulation software, created for
testing and debugging purposes as part of smart contract development. Using a Ganache
instance instead of the original Ethereum blockchain, the cost in terms of observed trans-
action fees are the same, as the same internal pricing model is used, but crypto currency
funds in Ganache can be arbitrarily assigned to a party without the need to exchange it
for USD before.

To simulate the different behaviors of seller and buyer as outlined in and
to monitor their interactions with the distributed ledger, we implemented and published
BFEBench [108, 23], a fair exchange benchmark tool. BFEBench allows to define different
behaviors for seller and buyer to be spawned as individual processes, which can directly
communicate with each other and access a distributed ledger instance that is shared
between seller and buyer.

As experiments, we simulated a fair exchange in which both parties behaved faithfully

4The type of complaint to be conducted is chosen by the buyer, depending on which part of the file
and additional metadata the buyer received differs from the file and additional metadata promised
by the seller. We refer to Dziembowski et al. [I5] for technical details.

1 KiB = 1024 Bytes, 1 MiB = 1024 KiB, etc.

6 As mentioned above several times, deploying the FairSwap smart contract can already be charged with
more then 100 USD. Multiplying this with, e. g., 10 different file sizes to be tested, 100 iterations per
test, cost just for evaluating FairSwap would already exceed 100,000 USD and does not even include
any further smart contract interaction beside deployment.
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as well as all unfaithful behaviors of one of the parties while the other party still behaved
faithfully. As already mentioned, we did not simulate situations in which both parties did
not behave faithfully, which would result in the protocol completely being ignored and,
therefore, does not provide any information on the characteristics of the protocol under
investigation. All experiments were conducted for FairSwap as well as for FairSCE.

For each experiment, two single-threaded processes representing seller and buyer were
spawned, both connecting to the same Ganache instance that was not used by other
processes in parallel. Consequently, our results need to be interpreted as best-case and
might be worse when using the protocols with a shared distributed ledger. Due to
the isolation of the tuple of seller, buyer, and Ganache blockchain, we were able to run
multiple experiments in parallel (each using its own seller, buyer, and Ganache instances)
on a cluster. The experiments were run on a server with two Intel(R) Xeon(R) E5-2690
CPUs (8 cores/16 threads each) with 2.90 GHz and 128 GB of RAM. Each experiment has
been assigned a dedicated CPU core, allowing us to run up to 16 experiments in parallel
on our server. Each experiment was repeated 100 times. During the process execution,
BFEBench monitors the interaction with the distributed ledger and provides information
about the number, cost (in terms of distributed ledger transaction fees in Gas), and time
needed for each transaction sent to the distributed ledger during the simulation.

To shorten the runtime of the cost evaluation, we configured the Ganache blockchain
to create a new block every second, which does not influence the cost compared to a real-
world protocol execution. In general, the experiment is reproducible except for a slight
variation in cost due to technical reasons that can be neglected. This slight variation is
caused by a different price charged by the Ethereum blockchain for bytes equaling zero
compared to bytes not equaling zero. As transactions sent to the Ethereum blockchain
contain metadata such as the creation time of that transaction, a change in the timestamp
stored with that transaction can cause this slight cost variation.

For the performance evaluation, we configured the Ganache blockchain to create a
block every 15 seconds, corresponding to the usual interval between two blocks of the
Ethereum blockchain. Thus, the rate of distributed ledger smart contract interactions
of our evaluation (one interaction per block) corresponds to the best-case rate on the
Ethereum blockchain.

4.4.3. Evaluation Results

In this section, we summarize the results of our experiments introduced in [Section 4.4.1

Cost Evaluation

As described in we simulated the different seller and buyer behaviors listed
in for FairSwap as well as FairSCE with extra deposit in order to determine
the respective cost of each interaction with the underlying distributed ledger. Running
the simulations, we were able to identify the cost for each smart contract interaction,
depending on the protocol used for the exchange (FairSwap or FairSCE with extra de-
posit), the behavior of the seller and buyer, and the size of the file to be exchanged.
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Table 4.2.: Cost of file size independent interactions with the FairSwap [I5] smart con-
tract, measured in Gas [I1], with standard deviation o experienced during
repetitions due to technical reasons as explained in [Section Z.Z.ﬁ[

Smart Contract Interaction Seller Buyer

Cost (Gas) o ‘ Cost (Gas) o
deploy () 1,495,092 698 - -
accept () - 36,080 14
revealKey () 58, 984 18 - -
refund () 29,372 3,568 32,728 23

The corresponding results are summarized below, divided into those for FairSwap and
FairSCE. Annotated versions of the sequence diagrams representing the protocol sequence
depending on the behaviors of seller and buyer (Figure 4.2(Figure 4.5( for FairSwap and
[Figure 4.13{Figure 4.16| for FairSCE with extra deposit), showing the amount of Gas to
be paid for each smart contract interaction and used to create the summarizing tables
below, are presented in

As introduced in the cost for conducting a complaint with the smart
contract depends on the size of the file being exchanged. Therefore, for both FairSwap
and FairSCE, we divide the presentation of the cost into those not dependent on the file
size and those which depend on the file size.

FairSwap. shows the cost for seller and buyer in terms of Ethereum transac-
tion fees, measured in Gas, for seller and buyer for each individual, file size independent
interaction with the FairSwap smart contract. Contract deployment (deploy()) and key
revelation (revealKey()) are always carried out by the seller and accepting the fair ex-
change (accept()) by the buyer. Therefore, no cost for these methods for the respective
other party are be provided. However, a request for refund (refund()) can be carried
out by both parties, for which, as we can see, the fees are slightly higher for the buyer.

shows the cost for the buyer to conduct a complaint in FairSwap, which can
be carried out by the buyer in case the seller tried to cheat the buyer by transferring a file
different to the one expected by the buyer. Depending on the type of forgery compared
to the file expected by the buyer, a different type of complaint needs to be conducted.
For technical details on this, we refer to Dziembowski et al. [15]. The cost of a complaint
depends on the type of complaint to be conducted and the size of the file received from
the seller instead of the one expected.

FairSCE with Extra Deposit. shows the cost for seller and buyer in terms of
Ethereum transaction fees, measured in Gas, for seller and buyer for each individual, file
size independent interaction with the smart contracts related to FairSCE. These are the
Perun AssetHolder and Adjudicator, our FairSCE app smart contract as described in
and our extra deposit smart contract as described in In addition
to the cost to be paid by the seller and buyer for interacting with the smart contracts,
for completeness, we additionally determined the cost to be paid for deploying the Perun
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Table 4.3.: File size dependent cost of complaints using FairSwap [15], measured in Gas
[11], with standard deviation o experienced during repetitions due to technical

reasons as explained in [Section 4.4.2]

File Size complainAboutRoot () complainAboutNode () complainAboutLeaf ()
Cost (Gas) o Cost (Gas) o Cost (Gas) o

1KiB 45,424 10 51,058 22 52,752 17
2KiB 46,301 10 52,684 21 54,373 20
4KiB 47,153 13 54,432 20 56,080 18
SKiB 47,985 12 56,108 24 57,753 19
16KiB 48,860 12 57,789 21 59,481 21
32KiB 49,778 13 59,431 22 61,127 21
64KiB 50,586 16 61,191 20 62,835 21
128KiB 51,438 16 62,878 24 64,508 21
256KiB 52,253 14 64,521 25 66,255 23
512KiB 53,169 18 66,230 27 67,945 26
1IMiB 54,044 18 67,889 25 69,642 22

and FairSCE app smart contracts, even if the seller or buyer does not necessarily deploy
them. For this reason, we attributed the cost of deploying these smart contracts to a
role named operator. Both seller and buyer, but also any other party, could take over
this role and deploy these smart contracts, and consequently, have to pay the fee for the
deployment to the distributed ledger.

Some smart contract methods for which we have only specified cost for one party in[Ta-
are not limited by the respective smart contract to this party but could be invoked
by both parties, seller and buyer. However, the invocation by the party for which no
costs were indicated did not arise, e. g., because it would have been disadvantageous for
the party, which is assumed act rationally. For example, AssetHolder.deposit () could
be invoked by both parties for initializing a Perun state channel by depositing initial
funds. However, instead of the seller directly depositing funds to the state channel, he
provides his deposit to the extra deposit smart contract using ExtraDeposit.deposit ()
to avoid being vulnerable to a grieving attack. Instead, when the buyer initializes the
state channel using ExtraDeposit.initStateChannel (), the extra deposit smart con-
tract invokes AssetHolder.deposit() two times, on behalf of both, seller and buyer.
Since the buyer caused this invocation, the cost is attributed to him.

shows the cost for the buyer to conduct a complaint in FairSCE, which can
be carried out by the buyer in case the seller tried to cheat the buyer by transferring a
file different to the one expected by the buyer during on of the fair exchanges conducted
using the state channel. Likewise to FairSwap, depending on the type of forgery compared
to the file expected by the buyer, a different type of complaint needs to be conducted,
resulting in different costs depending on the type of the complaint and the size of the file
received from the seller.

Having the cost in detail for each possible invocation of the smart contract(s) involved
in a fair exchange using either FairSwap or FairSCE with an extra deposit, we can
summarize and compare the total cost for a fair exchange with each other. For this,
we first have to identify which methods are invoked by each party. For this, we we
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Table 4.4.: Cost of file size independent operations and interactions with FairSCE-related
(Perun, FairSCE app and extra deposit) smart contracts, measured in Gas
[11], with standard deviation o experienced during repetitions due to technical

reasons as explained in [Section 4.4.2]

Smart Contract Interaction Operator Seller Buyer

Cost (Gas) o Cost (Gas) o Cost (Gas) o
Adjudicator.deploy () 4,376,150 0O - - - -
AssetHolder.deploy () 1,468,521 0 - - - -
FairSCEApp.deploy () 3,147,654 0 - - - -
AssetHolder.deposit () - - - - 46,308 4
Adjudicator.register() (Dispute) - - 116,242 21 115,659 492
Adjudicator.progress() (Dispute) - 106,973 26 107,292 27
Adjudicator.conclude() (Dispute) - - 132,475 2,017 121,479 11,967
Adjudicator.concludeFinal() (Consent) - - 163,636 9,325 - -
AssetHolder.withdraw() - - 44,727 12 44,726 12
ExtraDeposit.deploy() - - 493,342 3 - -
ExtraDeposit.deposit () - - 21,055 0 - -
ExtraDeposit.initStateChannel () - - - - 94,153 4
ExtraDeposit.withdraw() - - 30,844 6 - -

Table 4.5.: File size dependent cost of complaints using FairSCE, measured in Gas [11],
with standard deviation o experienced during repetitions due to technical

reasons as explained in [Section 4.4.2]

File Size complainAboutRoot () complainAboutNode () complainAboutLeaf ()
Cost (Gas) o Cost (Gas) o Cost (Gas) o

1 KiB 82,245 17 94,822 22 99,234 24

2 KiB 83,662 18 97,625 24 102,027 21

4 KiB 85,070 17 100,404 23 104,832 22

8 KiB 86,486 17 103,220 23 107,624 24
16 KiB 87,867 20 105,984 26 110,391 25
32 KiB 89,298 22 108,776 32 113,211 28
64 KiB 90,681 20 111,579 25 115,978 25
128 KiB 92,098 19 114,387 29 118,799 29
256 KiB 93,515 20 117,181 33 121,589 29
512 KiB 94,917 23 119,970 28 124,374 29
1 MiB 96,304 20 122,768 25 127,195 30
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Table 4.6.: Summarizing comparison of maximum costs between FairSwap and FairSCE
with extra deposit depending on the behavior of seller and buyer for a single
fair exchange. Since an unfaithful party can incur arbitrarily high cost for
itself, no upper bound can be given for this cost.

. s FairSwap cost ‘ FairSCE cost
Behavior File Size Seller Buyer Seller Buyer
faithful exchange all 1,583,448 36,080 | 722,760 94,153
unfaithful seller 1 MiB - 105,722 - 503,212
unfaithful buyer 1 MiB 1,495,092 - 807,841 -

check the sequence diagram of the particular protocol sequence. For example, for a
faithful execution of FairSwap (both parties followed the protocol as intended), we can
use as reference. In [Figure 4.2 we can see that during the protocol sequence,
the seller invokes deploy (), revealKey() and refund() while the buyer only invokes
accept (). Looking up the cost in (we do not need in this case as
no complaint has been conducted), we can see that the cost for the seller invoking the
aforementioned methods are 1,495,092+ 58,984+ 29,372 = 1,583,448 Gas while the buyer
has to bear for 36,080.

In we show a comparative overview of the summarized cost a party has to
cover using FairSwap or FairSCE for either both parties behaving faithfully or one of
the parties behaving unfaithfully (for simplicity reasons limited to 1 MiB file size only),
based on the detailed numbers and the summarization presented above. We can see that
using FairSCE, the total cost is more balanced between seller and buyer by significantly
decreasing the cost for the seller for faithful protocol executions (due to the removal of
the smart contract deployment as part of the protocol initialization) but also significantly
increasing the cost for the buyer in case of the need for a complaint. This might be seen
as a significant disadvantage and argument against using FairSCE, as the cost difference
favors the unfaithful seller. However, we argue that using the detailed information of
cost we have determined in the valuation and shown in [Table 4.4] and [Table 4.5 can be
used to define the minimum initial deposit the seller has to make as part of the extra
deposit mechanism. In case the seller behaves unfaithfully, this deposit can then be used
to compensate the buyer, which even allows for a reduction of the total loss of the buyer
close to zero (cost minus received compensation as presented in|3.11|in [Section 3.2)). The
same also applies in reverse: If the buyer starts behaving unfaithfully, his deposit can be
used to compensate the seller for his cost in case of a dispute.

As shown in [Table 4.3 and [Table 4.5 the cost for the buyer to conduct a complaint
logarithmically depends on the size of the file received from the seller. This is because for
creating a complaint, a so-called proof of misbehavior [15] is created, which makes use of
Merkle trees [I14]. The logarithmic growth of the Merkle tree (depending on the length
of the file received by the buyer), which is passed as part of the proof of misbehavior
to the corresponding complaint method of the smart contract, causes the cost increase.
shows the cost increase for each complaint method (complainAboutRoot (),
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Figure 4.17.: Logarithmic growth of the cost a buyer has to pay for conducting a com-
plaint in FairSwap and FairSCE depending on the size of the file received
by the seller.

complainAboutNode () and complainAboutLeaf ()) for FairSwap and FairSCE.

Summarized, we emphasize that in FairSwap, the cost has to be paid per fair exchange,
while in FairSCE, the cost has to be paid per state channel, which allows for an unlimited
number of fair exchanges to be conducted using the same state channel. In this respect,
the cost per fair exchange using FairSCE can be divided by the number of fair exchanges
carried out using the same state channel.

For we assumed that the smart contracts (Adjudicator, AssetHolder and
FairSCEApp) for FairSCE have not been deployed by the seller. However, if the seller
would have to deploy the smart contracts by himself, we would have to pay a fee of
4,376,150 + 1,468,521 + 3,147,654 = 8,992,325 Gas (cf. for the deployment
before the first fair exchange can be started by initializing a state channel. The smart
contracts can be reused for further fair exchange state channel initializations and do not
have to be redeployed. Therefore, as shown in even if only one fair exchange
is carried out per state channel, the total cost for the seller is cheaper using FairSCE
compared to FairSwap starting from the eleventh exchange.

Performance Evaluation

In the performance evaluation, we measured the time needed for multiple recurring file
exchanges using FairSwap and FairSCE. shows the average time consumed per
exchange out of 100 consecutive fair exchanges for both protocols, using different file

sizes. In [Figure 4.19] we visualize the results presented in
As we can see in fair exchanges using FairSwap have a constant performance
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Figure 4.18.: Total cost for the seller for a given amount of fair exchanges (Fair-
Swap)/state channel creations (FairSCE) in Gas including a one-time
FairSCE smart contract deployment.

from 1 KiB up to 1 MiB. This is caused by the fact that all computational work (com-
puting and validating cryptographic hash values, encrypting and decrypting the file to
be exchanged) required for FairSwap can be done faster, as Ethereum needs to create a
new block. Therefore, after doing the computational work, a party has to wait until the
next block is created by the Ethereum blockchain, which is up to 15 seconds. FairSwap
requires four interactions, resulting in a total of 4 * 15 = 60 seconds or one minute as
the minimum duration for one exchange. For file sizes equal to or greater than 2 MiB,
computational work exceeds the block creation time of 15 seconds and, therefore, needs
to wait for a later block, resulting in increased durations.

For FairSCE, the block creation time is not a limiting factor as the fair exchanges
are conducted using the state channel. Therefore, once the state channel is created,
which is subject to delays caused by waiting for a new block since a distributed ledger
interaction is required for opening the state channel, state channel interaction, in general,
is only limited by the resources (e.g., CPU power, speed of the connection connecting
the parties) available to the parties involved in the state channel. Thus, in the case
of FairSCE, the speed of the inner-state channel fair exchanges solely depends on the
resources available to the seller and buyer.

We can also see that the number of fair exchanges performed per time decreases as
the file size increases. This is because the file to be exchanged is first encrypted, and
cryptographic hashes are computed from both the unencrypted and the encrypted file
using Merkle trees. As a result, the larger the file, the lower the performance advantage
of using state channels, as most of the time is spent on resource-intensive encryption and
hashing.

To answer RQ[6] concerning the extent to which we can reduce the time required for a
fair exchange, this extent depends on the size of the files to be exchanged. For small files
with a size below 32 KiB, we can reduce the required time by around 98%, because with
FairSCE, in contrast to FairSwap, there is no need to wait for the creation of a block of
the distributed ledger used. The 98% more time that FairSwap needs is waiting time for
the next block, which is avoided with FairSCE through the use of state channels. For
larger files, this reduction gets less but is measurable.
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Table 4.7.: Results of the comparative performance evaluation of FairSwap and FairSCE,
measuring the amount of successful fair exchanges per minute. The larger the
file, the more time it takes to create the hashtree needed for the exchange.
Accordingly, as the file size increases, the influence of the block time on the
total duration decreases.

FairSwap FairSCE
Avg. Time Perf.  Avg. Time Perf. Speedup
1 KiB Im 0s 1.0/min 1s 50.2/min 50.2
2 KiB Im Os 1.0/min 1s 49.9/min 50.0
4 KiB Im 0s 1.0/min 1s 50.3/min 50.3
8 KiB Im Os 1.0/min 1s 50.2/min 50.2
16 KiB Im 0s 1.0/min 1s 50.1/min 50.2
32 KiB Im 0s 1.0/min 1s 44.7/min 44.7
64 KiB Im 0s 1.0/min 2s 36.5/min 36.5
128 KiB Im Os 1.0/min 2s 26.7/min 26.7
256 KiB Im 0s 1.0/min 4s 16.7/min 16.7
512 KiB Im Os 1.0/min 6s  9.8/min 9.8
1 MiB Im Os 1.0/min 128 5.1/min 5.1
2 MiB 1m 15s 0.8/min 24s  2.5/min 3.1
4 MiB 1m 33s 0.6/min 558 1.1/min 1.7
8 MiB 2m 49s 0.4/min 2m 18s  0.4/min 1.2
16 MiB 9m 44s 0.1/min 9m 04s  0.1/min 1.1
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Figure 4.19.: Visualization of |Table 4.7} comparing the duration required for a successful
fair exchange using FairSwap or FairSCE dependent on the size of the file
to be exchanged. The larger the file, the more time it takes to create the
hashtree needed for the exchange. Accordingly, as the file size increases,

the influence of the block time on the total duration decreases.

4.5. Discussion

In this section, we discuss the security of FairSCE in Furthermore, we
discuss the threats to the validity of our evaluation in

4.5.1. FairSCE Protocol Security

Considering FairSwap as a baseline, there is one central security guarantee that fair
exchange protocols must fulfill. This guarantee is that an honest party will not experience
any disadvantages in case of interacting with a cheating party. For exchanges using the
plain FairSwap protocol, Dziembowski et al. have shown that fairness is guaranteed when
at least one party follows the protocol. In this section, we reason whether this guarantee
still holds for our adaption of FairSwap to Perun state channels and if both parties are
protected against grieving attacks. To this end, we must consider two differences between
the original FairSwap protocol and FairSCE. First, we have to show that changing the
execution context from direct interaction with a distributed ledger to a state channel has
no negative security impact, and second, our adaptions for executing FairSwap in a state
channel do not threaten the protocol security.
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Smart Contract Execution Context

We extended the smart contract execution context from a purely on-chain execution to an
off-chain execution by the state channel participants during the Transact phase. Only in
case of a dispute the smart contract is executed on-chain in the Finalize phase. Since the
Perun state channel framework provides the same security guarantees for apps running in
a state channel [49] as a distributed ledger provides for on-chain smart contracts [9, [11],
extending the execution context does not make a difference for the security consideration.

File Sale App States

FairSwap and FairSCE differ in their states and transitions as presented in
Following the security discussion of the FairSwap protocol, we have to show equivalence
for three security criteria: Termination, Sender Fairness, and Receiver Fairness [15].

Termination. Since FairSwap has a limited set of states without loops and allows to
switch to a subsequent state at the latest after a timeout, it is guaranteed to terminate.
While our approach contains one loop, any party can leave the loop between the Accepted
and Key Revealed state in the Transact phase at any time by registering a dispute, which
will progress the state machine to the Finalize phase. In the Finalize phase, the FairSCE
app has the same states and transitions as in FairSwap except for the Initialization and
no loops exist. Both FairSwap and FairSCE allow to switch to a subsequent state at the
latest after a timeout has elapsed. Also, equally to FairSwap, as soon as being in the
Finalize phase, all state transitions are executed on-chain.

Sender Fairness. In FairSwap, sender fairness means that the receiver cannot decrypt
the exchanged file unless the honest sender is guaranteed to be paid. As discussed in
[Section 4.2.2] also in FairSCE, the decryption key is only exchanged after the payment
has been locked by sending it to the Perun smart contract. Similar to FairSwap, the
seller can claim the funds when two conditions are met: First, the key has to be available
to the buyer in a publicly verifiably manner, which is done when the Key Revealed state
of the Finalize phase is reached. Second, a timeout has to be passed in which the buyer
did not send a complaint, which he can only do successfully if the key or the transferred
data is incorrect.

Receiver Fairness. Similar to FairSwap, the buyer has to lock the funds for payments
before he receives the file and can verify its correctness. To this end, a mechanism is
required to withdraw the funds in case of a failed file transfer (no file or wrong file or
wrong key), which is realized in FairSwap by a proof of misconduct. Since we adopted
this mechanism without modification to our approach (as part of the on-chain Finalize
phase), the same guarantees apply.

In summary, neither the changed execution context nor our adaption of the smart
contract to an efficient execution in a state channel has a negative impact on the security
of FairSCE. Possible attacks such as majority attacks [I15] or collusion attacks [110]
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are either general attacks on distributed ledgers or are handled by the leveraged state
channel approach [49, 52]. When using FairSCE, users are provided with the same
security guarantees as when using FairSwap.

Grieving Attack Prevention

To prevent grieving attacks, addressing RQ [4, we introduced the extra deposit smart
contract in [Section 4.3 Suppose the seller offers the buyer the extra deposit smart
contract to initialize a fair data exchange. In that case, the following cases may occur,
all of which exclude a grieving attack against both the seller and the buyer. For all cases
listed below, we assume the seller already deployed the extra deposit smart contract,
waiting for a buyer to request a fair exchange.

No buyer. Suppose the seller sets up the extra deposit smart contract, including a first
security deposit, but no buyer uses the smart contract to initialize a fair exchange. The
seller is able to withdraw the funds deposited to the extra smart contract at any time.
Both initialization, deposit, and withdrawal are charged with costs the seller has to bear
without compensating revenues by, e. g., successful fair exchanges. However, the decision
to set up and deposit funds with the extra deposit smart contract is made by the seller
alone in preparation for possible future transactions, not necessarily at the request of an
individual buyer. Even if the extra deposit setup is conducted as a reply to a request of
a single buyer, and this buyer then does not participate in an exchange after the seller
has set up the extra deposit, the extra deposit can still be used for another buyer later
in time, or the seller can withdraw the funds from the extra deposit smart contract and
deposit new funds later on. Therefore, setting up the extra deposit can be seen as a
general business decision of a seller planning to offer fair exchanges in the future (e.g.,
comparable to setting up an online webshop). Furthermore, even if the buyer repeatedly
requests a fair exchange without participating, the seller has no additional cost for the
second request, as the extra deposit smart contract is already deployed and provided
with a deposit. Therefore, as the buyer has only a minor influence on the cost the seller
has to pay, this is not considered a grieving attack.

Buyer initializes the fair exchange, then behaves unfaithfully. After the seller has
prepared the extra deposit smart contract, a buyer can initialize a state channel for
fair exchange by interacting with the extra deposit smart contract. However, the extra
deposit smart contract forces the buyer to pay a deposit in a predefined amount as part
of the smart contract invocation for initializing the state channel used for fair exchanges.
This deposit is forwarded to the Perun AssetHolder smart contract. In case the buyer
starts to behave unfaithfully, by leaving the fair exchange protocol (which is the only
option for the buyer at that time to behave unfaithfully), the deposit of the buyer can
be used to compensate the seller during a dispute conducted in the Finalize phase of
the Perun state channel. Also, for later unfaithful behavior of the buyer, the deposit of
the buyer can be used to compensate the seller. Therefore, the buyer cannot conduct a
grieving attack if the seller follows the FairSCE protocol.
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Buyer initializes the fair exchange, then the seller behaves unfaithfully. When setting
up the extra deposit smart contract, the seller is required to provide a deposit to the
smart contract. The buyer can verify this deposit before initializing the fair exchange
and providing a deposit by himself. During the fair exchange initialization conducted by
the buyer, the extra deposit smart contract provides a predefined amount of funds from
the funds deposited by the seller to the Perun AssetHolder smart contract, together
with the deposit of the buyer. In case the seller starts to behave unfaithfully, e.g., by
unfaithfully leaving the protocol or by providing a file different from the expected one
by the buyer, the deposit from the seller forwarded by the extra deposit smart contract
to the AssetHolder can be used to compensate the buyer during a dispute conducted
in the Finalize phase of the Perun state channel. For this, the buyer has to follow the
procedure of FairSCE for finalizing and settling the state channel. Therefore, the seller
is not able to conduct a grieving attack.

4.5.2. Threats to Validity

The validity of our evaluation is subject to threats, which we discuss in the following.

Construct Validity. One possible threat to validity is the use of an alternative, Ganache
[113], instead of the original Ethereum blockchain [I1] as the distributed ledger used
for our evaluation. Despite contrary statements by the developers of Ganache, the
price calculation of Ganache could differ from that of Ethereum, which distorts the
measured costs. As a result, conclusions drawn from the costs could also be wrong.
However, as Ganache is widely used in the blockchain community to develop, test, and
debug Ethereum smart contracts, we are optimistic about getting realistic results us-
ing Ganache.

Another threat to validity concerns the experiment setup with running all three pro-
cesses (seller, buyer, and Ganache) on the same host machine. This neglects the overhead
of a remote connection, which generally would be used in terms of higher latency and
limited throughput to transfer data between seller and buyer, influencing the results of
our performance evaluation. However, as each remote connection can have different char-
acteristics in terms of latency and throughput, it is difficult to identify a representative
characteristic for the connection between seller and buyer to conduct the experiments.
Furthermore, usual remote (e.g., Internet) connections used in business contexts are re-
quired to have low latency and high throughput. It can be assumed that the overhead for
remote communication is negligible compared to the fixed waiting time for a new block
of the Ethereum blockchain.

Another threat to validity results from the assumption that any transaction sent to
the blockchain by either seller or buyer will always be accepted in the next created
block, resulting in a maximum waiting time for a transaction to be included in a block
of 15 seconds. On the Ethereum blockchain, however, a transaction can have to wait
several blocks to be included if there is a high workload in the sense of transactions
sent to the Ethereum blockchain, and the Gas price is chosen too low. This results
either in poorer performance because it delays the protocol flow or in higher costs if the
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sender of the transaction wants to achieve prioritization by choosing a higher Gas price

(cf. [Section 2.2.5]).

External Validity. For our evaluation, we have decided to use FairSwap as the founda-
tional fair exchange protocol to be considered, Perun as the state channel framework,
and Ethereum blockchain as the distributed ledger for the evaluation. Therefore, as
a possible threat to validity, the choice of FairSwap and Perun as a reference may be
inappropriate since possible alternatives exist to be considered, on which we elaborate
more in [Chapter 7l The evaluation shown here would also be conceptually transferable
to the corresponding alternatives but requires extensive technical modifications. For this
reason, the measured values obtained in the evaluation are specific to the components
we use here and can not be assumed to apply in general to other fair exchange protocols,
state channel frameworks, or alternative distributed ledger instances. Only the basic
tendency concerning costs and performance between an on-chain protocol execution and
an execution using a state channel can be considered in general.

Conclusion Validity. The results of our evaluation allow direct conclusions to be drawn
concerning the cost and performance of FairSCE and FairSwap without further interpre-
tation and analysis. Therefore, we do not see any threat to the validity of the results
from an incorrect conclusion.

4.6. Conclusion

In this chapter, we discussed the challenge of fair data exchange, which is an essential
aspect of many digital business applications. Despite the lack of mutual trust, both the
seller and buyer of data must be able to rely on the fact that an exchange of data is fair
in the sense that no party can gain a unilateral advantage over the other party. This can
be addressed by using a so-called fair exchange protocol, which guarantees fairness for
the exchange of data.

In this chapter, we addressed RQ RQ |§| to examine how state channels [49] can be
used to improve existing distributed ledger-based fair exchange protocols with regard to
cost, performance and security. To this end, we have presented FairSCE, a distributed
ledger-based two-party fair exchange protocol. Using state channels, FairSCE overcomes
the limitations regarding cost and performance compared to other distributed ledger-
based fair exchange protocols such as FairSwap [15]. The use of state channels signifi-
cantly reduces cost for a fair exchange as asked for in RQ 5[ and also provides improved
performance as asked for in RQ [6] when it comes to recurring fair exchanges. Further-
more, FairSCE prevents grieving attacks, as asked for in RQ [ For this, we proposed a
wrapping mechanism, which we refer to as extra deposit, which we applied for FairSCE
but can also be used for other distributed ledger-based fair exchange protocols.

We demonstrated the feasibility of the proposed solution with a prototypical implemen-
tation of the proposed FairSCE protocol. Based on this implementation, we evaluated the
cost and performance inferred by executing a fair exchange using FairSwap and our state
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channel-based fair exchange protocol, FairSCE. We empirically investigated the benefits
of our proposed approach concerning cost and performance. The evaluation shows sig-
nificantly lower transaction costs for the faithful case, considering data of different sizes
and increased performance, especially for smaller sizes of exchanged files. A detailed
analysis of the conflict resolution of both contracts shows a dependency on the size of
the exchanged file, significantly lowering the cost for a cheated seller but increasing the
complaint cost of a cheated buyer. Altogether, utilizing a state channel in a fair exchange
of digital goods increases the performance and lower cost in most cases.

Using our evaluation results, it is possible to determine which amount of deposits
should be requested by the seller and buyer as part of the extra deposit mechanism, to
be able to cover any potential unfaithful behavior, which can be used as compensation
for the faithful party in case one party starts to behave unfaithfully.

Our results allow an estimation of the expected costs of using FairSwap or FairSCE,
which allows an assessment of whether the protocols can be used in a productive environ-
ment. FairSCE cost is not charged per fair exchange but per state channel, so FairSCE
is particularly interesting for recurring data transfer in production systems, e.g., in the
domain of railway operation. In combination with the extra deposit mechanism and
the recommended security deposit determined using the values presented in
the risk for a party in the form of cost to be paid unilaterally is significantly reduced
in comparison to existing approaches such as FairSwap. Using our approach for data
exchange in a real-world environment, such as the exchange of data between companies
in the domain of railway operations, the risk and cost of secure and fair data exchange
remains manageable, even if no paper contract has been concluded and a joint trusted
third party could be agreed upon.
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5. Ensuring Authenticity and Integrity
for Selectively Disclosed Data

Sensors installed on the railway tracks, which are operated by the infrastructure manager,
provide information that allows to determine whether a train is in a condition that
requires an immediate stop. In the event of an emergency stop, the question arises who
is responsible for the necessity of such an emergency stop and, therefore, has to bear
the resulting costs. The infrastructure operator may be tempted to hold the rolling
stock owner responsible for not taking the necessary maintenance measures in time.
In contrast, the rolling stock owner could accuse the infrastructure operator of having
stopped the train unnecessarily. Whether a stop was justified and who has to bear the
costs accordingly can be seen from the measurement data. It is, therefore, important
to prove the authenticity and integrity of the data recorded by the sensors about the
condition of the train to be able to determine objectively and unambiguously whether
the emergency stop was justified or not.

As mentioned in [Section 1.1| (cf.|Figure 1.3)), besides infrastructure manager and rolling
stock operator, many more parties can be involved in data exchanges in a context such
as the domain of railway operations. Therefore, the data may pass through several hops
on the way from the sensor to the party interested in the data. In [Figure 5.1} we depict
a exemplary chain of data transmissions out of the overall structure depicted in
where the data is transmitted from the sensor to the infrastructure manager,
which forwards it to the according rolling stock owner, which again forwards the data to
a maintenance provider. The risk of the data being modified (intentionally or uninten-
tionally) increases with each party forwarding the data until it reaches its final recipient.
On the one hand, modifications can happen unintentionally, e. g., through a faulty data
connection between two parties. On the other hand, modifications can also be done in-
tentionally, e. g., to dismiss responsibility in the event of incorrect data handling, such as
ignoring an alarm. For this reason, the authenticity and integrity of the data must not
only be ensured between each pair of parties exchanging the data, but end to end, from
the sensor to the eventual data consumer.

In practice, a train (especially freight trains) can consist of vehicles owned by different
rolling stock owners. However, the sensors installed on the railway tracks, owned and
operated by the infrastructure manager, do not consider individual attributes such as ve-
hicle ownership but record and emit the measurement of a train as whole in one data set.
Thus, measurement data of a passing train emitted by a sensor can contain information
concerning vehicles of different rolling stock owners. Therefore, an infrastructure man-
ager can not forward the whole measurement data to any interested rolling stock owner
but has to filter the data so that only data concerning the vehicles of a particular rolling
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Railway Track Sensors Infrastructure Manager Rolling Stock Owner Maintenance Provider

2 %

Figure 5.1.: Data flow from a sensor installed on the tracks to monitor passing trains to
the company in charge of maintaining the train. The sensor is owned by the
infrastructure manager, which provides the data to the rolling stock owner.
The rolling stock owner shares the data with the train maintenance provider
to improve maintenance planning.

Rolling Stock Owner A

Railway Track Sensors Infrastructure Manager

7,
Jﬁ Wagon 1,2,3,4,5 S

Rolling Stock Owner B

Figure 5.2.: Data flow of sensor data for which the infrastructure manager selectively
shares parts of sensor data of an entire train to different rolling stock owners
according to the ownership per wagon.

stock owner is passed to this rolling stock owner. To this end, the infrastructure manager
must first identify individual vehicles and their belonging to a particular rolling stock
owner, and then selectively provide sensor data according to the ownership of the vehicles,
as depicted in However, to do so, he must modify the original measurement,
which encompasses the entire train with all its vehicles, in a way that data concerning
vehicles owned by a rolling stock owner different from the one receiving the data can not
gain access to it. The rolling stock owner has a comparable situation when passing on
the data to its maintenance providers. The maintenance provider tasked for maintain-
ing, e.g., components such as brakes, does not require any information about parts not
related to the specific component, e. g., information regarding the freight (width, length,
height, weight, or even a picture) However, when a train is passing such a sensor, all
available information will be recorded. Therefore, a corresponding selection of data must
be possible at different levels of the measurement (e.g., per vehicle or component).

The requirements, protection against modification (Req. |3} Req. [2) while being able
to selectively share the data (Req. @, which can be seen as an intentional modification,
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superficially pose a contradiction. Also, we cannot assume that the rolling stock owners
shown in can trust the original data received from the infrastructure manager,
as the latter could have an interest in modifying the data in their favor, as previously
described. Furthermore, due to a lack of mutual trust, the solution to be found must
be applicable in a distributed environment since the parties involved, as described in
cannot agree on a common trusted third party, which would be entrusted to
carry out the distribution correctly. This raises the following research question:

RQ [7} How can we prove the authenticity and integrity of data while allowing for mask-
ing parts of the data to prevent information disclosure?

As an answer to RQ[7 we present a method for structure-aware hashing of hierarchi-
cally structured data, such as XML [117] or JSON [I18].

The remainder of this chapter is structured as follows: We present the background
specific for this chapter in [Section 5.1 We introduce our method for structure-aware
hashing of hierarchically structured data in evaluate our approach in

and discuss our method concerning applicability and performance in[Section 5.4
We conclude this chapter in [Section 5.5|

This chapter shares content with the following publication:

e Matthias Lohr, Jonathan Hund, Jan Jirjens, and Steffen Staab. Ensuring Gen-
uineness for Selectively Disclosed Confidential Data Using Distributed Ledgers:
Applications to Rail Wayside Monitoring. In 2019 IEEE International Conference
on Blockchain (Blockchain), pages 477-482, Atlanta, GA, USA, July 2019. IEEE.
do0i:10.1109/Blockchain.2019.00072

5.1. Background

In this section, we introduce the background on which the work presented in this chapter
is based. Doing so, in we introduce the concept of hierarchically structured
data, for which our approach, which we present in this chapter, is designed. Furthermore,
in we introduce Merkle trees [I14], a method for a hierarchical approach of
hashing data. Merkle trees and our method are based on cryptographic hashing, which
we already introduced in However, when cryptographic hashing is used in
a context with a limited set of available input values for the cryptographic hash function,
this opens the risk for a successful brute-force attack. For this reason, we introduce an

extension to cryptographic hashing, referred to as salting, in

5.1.1. Hierarchically Structured Data

Digital data can be represented as a linear string of bits. However, depending on the
data format, digital data can also be used to describe a structure that goes beyond a
linear string and represent more complex structure such as hierarchies. For example, a
digital document containing XML [I17] or JSON [118] describes a hierarchy, which can be
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depicted as a tree. The recorded measurements of a train, which can also be understood
as a hierarchical structure (a train consists of several wagons, a wagon has several axles,
each axle has 2 wheels, etc.) and, according to domain experts, are typically stored as
XML and reflect the structure of the train, as exemplified in |[Listing 5.1} Therefore, for
our approach, we assume that the data we are referring to can be (efficiently) represented
as a tree, which we refer to as hierarchically structured.

Note that even non-hierarchical data can be represented as tree, e.g., by introducing
an artificial root element to which each bit of the data refers to as its parent. However,
for such a case, we assume the interpretation as hierarchically structured data to be
inefficient.

5.1.2. Merkle Trees

A Merkle tree is a (usually binary balanced) tree T'= (V, E) [119] in which all vertices
v € V are representing cryptographic hash values [I14]. Thereby, the cryptographic hash
value h,» of each non-leaf node vP corresponds to the cryptographic hash value of the
cryptographic hash values hvf...hvg of its children v{...v5, such that h,» = H(hvf Cae hv%)
using the cryptographic hash function H and bitwise concatenation “-”, as shown in
[Figure 5.3} For example, the cryptographic hash value hy of vertex vy is computed using
the cryptographic hash values hy and hs of vertices vy and vs such that ho = H(hyg - hs).
The cryptographic hash value h, for a leaf node v is the hash value of data to be hashed
using the Merkle tree. For this, the data = to be hashed is usually divided into k£ parts
Z1, ..., Tk, usually with k being a power of 2. Then, the cryptographic hash value h,; is
computed using z; as input, such that hy = H(x;), 1 <i < k. The cryptographic hash
value of the root vertex vy of the tree T is referred to as root hash hy [114].

One of the main advantages of using a Merkle tree over classical hashing is the ability to
efficiently verify the integrity of a small portion x; of a large amount of data z. With both
methods, classical hashing and Merkle tree hashing, the result of the hash computation
is compared with the original cryptographic hash value to verify the integrity of the data
x. With classical hashing, the entire data = = (z1,..., ;) must be hashed in order to
get its cryptographic hash value, even if only the integrity of x; with 1 < i < k needs to
be verified. With Merkle tree hashing, as the input data has been split into k parts z;
with 1 <4 < k, only the cryptographic hash value of z; with % the size of x has to be
computed followed by log(k) hash value computations until the root hash of the Merkle
tree has been reached, as shown in [Figure 5.4] For integrity verification, the resulting
root hash of the Merkle tree computation is compared to the root hash of the original
Merkle tree.

5.1.3. Salted Cryptographic Hashing

In we introduced that, in summary, a hash function H is called a crypto-
graphic hash function if it is infeasible to find the original input x for a given hash value
h such that H(z) = h. For this to hold, it is assumed that the input x for H(z) is not
constrained concerning its value range.
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1 <?xml version="1.0" encoding="utf-8" 7>

2 <train speed="131.5", position="53.5529962,10.004062">

3 <vehicles>

4 <vehicle number="1" owner="Rolling Stock Owner A" color="red">

5 <axles>

6 <axle number="1">

7 <wheel direction="left"><temp>308.3</temp><load>3065</load></wheel>

8 <wheel direction="right"><temp>250.3</temp><load>3221</load></wheel>
9 </axle>

10 <axle number="2">

11 <wheel direction="left"><temp>289.9</temp><load>3694</load></wheel>
12 <wheel direction="right"><temp>260.6</temp><load>3038</load></wheel>
13 </axle>

14 <axle number="3">
15 <wheel direction="left"><temp>253.3</temp><load>3388</load></wheel>
16 <wheel direction="right"><temp>303.6</temp><load>3439</load></wheel>
17 </axle>
18 <axle number="4">
19 <wheel direction="left"><temp>305.5</temp><load>3399</load></wheel>
<wheel direction="right"><temp>258.9</temp><load>3373</load></wheel>
</axle>
</axles>
</vehicle>
<vehicle number="2" owner="Rolling Stock Owner B" color='"green">
<axles>
<axle number="1">
<wheel direction="left"><temp>285.6</temp><load>3559</load></wheel>
<wheel direction="right"><temp>274.7</temp><load>3454</load></wheel>
</axle>
<axle number="2">
<wheel direction="left"><temp>306.8</temp><load>3612</load></wheel>
<wheel direction="right"><temp>255.2</temp><load>3167</load></wheel>
</axle>
<axle number="3">
<wheel direction="left"><temp>270.9</temp><load>3102</load></wheel>
<wheel direction="right"><temp>272.4</temp><load>3490</load></wheel>
</axle>
<axle number="4">
<wheel direction="left"><temp>273.6</temp><load>3700</load></wheel>
10 <wheel direction="right"><temp>289.2</temp><load>3029</load></wheel>
41 </axle>
42 </axles>
43 </vehicle>
14 </vehicles>
45 </train>

GA W N = O
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Listing 5.1: Exemplary (fictive) hierarchical train measurement data in XML format.
The measured train consists of two vehicles with four axles each. Concerning
the whole train, the measurement contains its speed and the current position.
Concerning the vehicles, the measurement contains information about the
owner and the color. For each wheel, temperature and load have been

recorded.
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Vi
h, = H(h, - hy)
\z Y
h, = H(h, - hg) hy = Hihg - hy)
T= / V\ / \
V4 V5 V6 V7
h, = H(hg - hy) hg =Hiho-hy) he =Hih; - hy3) h;=Hhy, - hyg)
Vg Vg V1o Vi1 V12 Vi3 Via Vis
h8 = H(X1) h9 = H(Xz) h10 = H(X3) h11 = H(X4) h12 = H(XS) h13 = H(XG) h14 = H(X7) h15 = H(XS)
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| | | | | | | |
X = X1 XZ X3 X4 XS X6 X7 X8

Figure 5.3.: Example of a Merkle tree T' = (V, E) [114] for data x divided into k = 8
parts. Each vertex v € V corresponds to a cryptographic hash value and each
edge e € F represents the input to the hash function H for the cryptographic
hash value corresponding to v.

h1 = H(h2 . h3)
iz
h, = Hih, - hy) h, = H(hg - h,)
T= / \
V4 V5 V7
h, =H(hg - hy) hg =H(h,, - hyy) h, =H(h,, - hg)
Vg Vg V1o Vi1 Y5
h8 = H(X1) h9 = H(Xz) h10 = H(X3) h11 = H(X4) h14 = H(X7) h15 = H(Xs)
A A A A A
i i i i i
| | | | |
X= X, X, %, X, Xg

Figure 5.4.: Example of verifying the integrity of single part xg of a larger data x =
(z1,...,28). To verify xg, the cryptographic hash values his, hg, hs and hy
have to be computed. The resulting root hash value h; is then compared to
the original root hash value to verify the integrity of xg.
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Due to the unconstrained value range of input x of H(z), it is infeasible for an attacker
to successfully conduct a so-called brute force attack. In a brute force attack, the attacker
generates a series of input values x} and calculates their cryptographic hash values h using
the same cryptographic hash function H used to generate a given original cryptographic
hash value h. The attacker then compares each computed cryptographic hash value
h; = H(z]) with the target hash value h. If a match is found, the attacker has successfully
discovered the input z/ that generated the cryptographic hash value h such that h =
h; = H(z}). Due to the unconstrained value range, the probability of finding such a z
is negligibly low.

However, if the range of x is constrained and the constraint is known to the attacker,
this reduces the amount of different z} the attacker has to compute the cryptographic
hash value b/ = H(xz}) for and check whether it matches the known cryptographic hash
value h. The smaller the range of possible values for x and the greater the computational
resources of the attacker, the more feasible a successful brute-force attack becomes. For
example, if a sensor value is to be hashed which has a limited range (e.g., environment
temperature, from -20°C to +60°C) with a fixed resolution of the output value (e.g.,
0.1), it is simple to find the input value x for a given hash value h such that h = H(x)
by iterating all possible input values z, as with the range from -20°C to +60°C and
resolution of 0.1, only 800 hashes have to be computed to find the corresponding input
x for a given h.

To maintain the security of the cryptographic hash function in such a case, the possible
range of values that the attacker has to check must be artificially extended. This is done
by introducing a so-called cryptographic salt s, a random value taken from a range that
is either unconstrained or big enough to make a brute force attack unfeasible. With the
cryptographic salt s, the cryptographic hash value A of input x is computed using both
x and s as input for the hash function H such that h = H(z - s) with 2 and s being
concatenated using “-”.

Summarized, using cryptographic salts, additional random data is added to the input
data before it is hashed, which helps to increase the computational effort required for a
successful attack against a cryptographic hash function.

5.2. Structure-aware Hashing of Hierarchically Structured
Data

To ensure the integrity and authenticity of data while simultaneously allowing to mask
parts of the data, in this section, we present our method for structure-aware hashing
of hierarchically structured data. To demonstrate our method practically, we refer to
a fictive example of measurement data provided by a sensor as depicted in [Listing 5.1
In this example, a train consisting of two vehicles is recorded. For the train, speed
and position are recorded. For each vehicle, the ownership and color of the vehicle is
recorded. Each vehicle has four axles, for each of whose wheels the temperature and load
are measured. Accordingly, the data d shown in [Listing 5.1] can be represented as tree

Ty = (Vyg, Ey) as depicted in [Figure 5.5,
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train

speed | position

vehicles

2
owner |color axles owner colorl axles
1 2 3 4 1 2 3 4
wheels wheels wheels wheels wheels wheels wheels wheels
VA X A % A4 ® A4 % A A A % A4 % A4 ®
left right left right left right left right left right left right left right left right
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Figure 5.5.: Tree representation of hierarchically structured sensor data as shown in

ing

To describe our method for structure-aware hashing of hierarchically structured data,
we use vg € Vy to refer to the vertex of Ty representing the part d, of the total data d.
We use h,, to refer to the cryptographic hash value represented by v, € V},, which is the
cryptographic hash value of the corresponding data element d,,.

5.2.1. Hash Tree Creation

Similar to creating a Merkle tree [114], we compute the cryptographic hash value of our
hierarchically structured measurement data d using a hash tree T}, = (V},, E}). However,
in contrast to a Merkle tree, we do not require 7}, to be a binary balanced tree, but T}
preserves the tree structure T' representing the data d.

Since the individual value in the measurements could be restricted in their range (e. g.,
temperature measurements have a reasonably small range), and we want to protect our
approach against brute force hash collision attacks, we start by generating cryptographic
salts s, for each data element d, represented by vertex vy € Vy of the hierarchical
structure (leaves of Ty, shown as grey boxes in . Then, for each data element
d, represented by vertex vy € V;, we compute the corresponding cryptographic hash
value h, by hashing the data d, concatenated with the previously generated salt s, as

follows:
hy = H(H(dy - sy)) (5.1)

Then, from bottom to top, for each non-leaf vertex vy € V;, we compute the correspond-
ing cryptographic hash values h, by hashing the concatenation of the cryptographic hash
values h{, ..., hf of all k children vf, ..., v} of vg as follows:

hy = H(hS... - hY)
The resulting hash tree is depicted in

In general, depending on the data, it might be possible that not only leaf vertices
contain data but also non-leaf vertices. In that case, the corresponding cryptographic
hash value h, for a non-leaf vertex vq € Vyz with data d, can be computed as follows:

hy = H(H(dy - ) - hS... - hS) (5.3)

(5.2)
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|

Figure 5.6.: Hash tree of the hierarchical data depicted in Each data element
d, corresponding to a non-leaf vy € Vj for the data tree Ty = (Vy, Ey) is
hashed together with a random salt s, such that h, = H(H(dy-sy)-h...- h{)
incorporating the corresponding hashes h{,...,h{ of all k£ children vf, ..., v}
of vg. Each cryptographic hash value is represented by a white circle, and
h1 represents the root hash of the resulting hash tree.

5.2.2. Masking Data using a Hash Tree

Using a hash tree created as described in data can be shared partially
by masking data while still allowing for verifying the integrity as follows. The sender
intending to send a masked version of data d first creates the hash tree Tj, = (V3, Ep)
for the tree T, = (Vy, E4) representing d according to . Then, the sender
creates a copy Té = (Vé, E;) of Ty, in which each data element vy € V; to be masked
is replaced with a placeholder X such that v/, = A with v, € V] for each masked data
element. Subsequently, the sender shares the following information with the receiver:

1. T, = (V], Eg), representing the partially masked data to be transferred,
2. Ty, = (vp, Ey), the hash tree of the unmasked data Ty = (Vy, E4) and
3. the cryptographic salt s, for each v/, # \, v}, € V]

For example, when sharing only the data of a single vehicle of a train measurement, the
data concerning all other vehicles is masked and, therefore, not readable for the receiver
of the masked version d’ of d. However, the hash tree T}, of the full data T} is shared
with the receiver, as depicted in

shows the masked version of the original measurement shown in[Listing 5.1
In the masked version, attributes of the root train element have been removed, instead,
a placeholder representing the attributes by using salted hashes of their original name
and values have been introduced. Furthermore, the vehicle element with the attribute
number="1" and all its contents have been replaced by a placeholder tag, also using salted
hashes of the original content. This way, only information related to vehicle number 2,
which belongs to Rolling Stock Owner B is retained.
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Figure 5.7.: Partially shared data T}, of the full data depicted in Only plain-
text information regarding wagon 2 is shared. All other plain-text infor-
mation is masked and, therefore, removed from this illustration as it is not
readable by the receiver. However, the full hash tree T} is shared, allowing
conclusions to be drawn about the structure of the masked data but not
about its plain-text content.

<?xml version="1.0" encoding="utf-8" 7>
<train xmlns:mask="...">
<mask:attributes-placeholder 680aeceec="7cb63f66" c8b98fd2="a3aa9593"></mask:element-placeholder>
<vehicles>
<mask:element-placeholder>f3721f9e</mask:element-placeholder>
<vehicle number="2" owner="Rolling Stock Owner B" color="green">
<axles>
<axle number="1">
<wheel direction="left"><temp>285.6</temp><load>3559</load></wheel>
<wheel direction="right"><temp>274.7</temp><load>3454</load></wheel>
</axle>
<axle number="2">
<wheel direction="left"><temp>306.8</temp><load>3612</load></wheel>
<wheel direction="right"><temp>255.2</temp><load>3167</load></wheel>
</axle>
<axle number="3">
<wheel direction="left"><temp>270.9</temp><load>3102</load></wheel>
<wheel direction="right"><temp>272.4</temp><load>3490</load></wheel>
</axle>
<axle number="4">
<wheel direction="left"><temp>273.6</temp><load>3700</load></wheel>
<wheel direction="right"><temp>289.2</temp><load>3029</load></wheel>
</axle>
</axles>
</vehicle>
</vehicles>
</train>

Listing 5.2: A masked version of |Listing 5.1 in which only information concerning
vehicle 2 is retained. All other information is masked by replacing it with
placeholder elements, proving the cryptographic hash values of the masked

parts. Cryptographic hash values in that example are randomly chosen for
demonstration purposes and do not relate to the original content.
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5.2.3. Data Validation using a Hash Tree

To validate the integrity of the received partially masked data d’' represented by T/, =
(V], Eq), the receiver of d’ must compare the root hashes h; and h} of the hash trees
Ty, and T} of Ty and T);. Since T}, is provided by the sender along with d’, the root
hash hy is already known to the receiver. To retrieve h}, the receiver can compute the
hash tree T} = (V}, E4) of d’ as follows: Similar to the creation of the hash tree T}, as
described in the receiver computes the cryptographic hash values h! for
each vertex v/, € V7 from bottom to top. Doing so, for each v/, = X, instead of computing
the cryptographic hash value on his own by applying (which is impossible
as the original part d, represented by v/, has been removed due to the masking process),
the receiver copies the cryptographic hash value h,, € V}, from T}, such that h] = h,. For
all vertices v/, € V7, the received computes the cryptographic hash value of that vertex
on his own using At the end, the receiver obtains a fully populated hash
tree T} for T). If the root hash A/ of T} equals the root hash hy of T}, the receiver can
be assured that all data in d’ equals d beside the masked parts.

For example, suppose only the data of a single vehicle of a train measurement has been
shared instead of the full data. In that case, the receiver must compute cryptographic
hash values of the shared part of the data concerning the respective vehicle. For all other
parts of the data, the cryptographic hash values transmitted as part of T, = (Vj,, Ep,) are
used, as depicted in If the hash computation results in the same root hash
R of T} as with the original root hash h; of T}, the unmasked parts of the shared data
have not been modified.

The same method can be applied if the integrity of even a single value of the data
needs to be verified, as shown in Only the single value marked in red is about
to be verified, e. g., because the receiver questions the integrity of this particular value or
it is the only transferred element. Same as before, from bottom to top, the cryptographic
hash values of all ancestors of the vertex representing that single data value need to be
re-computed, and the resulting root hash h} needs to be compared with the root hash
hy of the original hash tree.

Based on [Figure 5.8 and [Figure 5.9] it can also be seen how the amount of data to be
transferred can be optimized. In both figures, all white and green dots represent cryp-
tographic hash values copied from their corresponding original hash tree Tj,. However,
cryptographic hash values represented by white dots are never used to compute another
cryptographic hash value when creating the hash tree 7} used for verification, as their
parent element also has been copied from the original hash tree T}. To this end, to
reduce the amount of data to be transferred to the receiver, those cryptographic hash
values represented by white dots could be omitted during the data transfer and ignored
(as they are ignored anyway) for the verification process.

5.3. Evaluation

In [Section 5.2, we described our method for structure-aware hashing of hierarchically

structured data, allowing the verification of the integrity of data while allowing the
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Figure 5.8.: Cryptographic hash values of the hash tree presented in to be re-
used or re-computed for validating the integrity of partially masked data as
depicted in Cryptographic hash values represented by white dots
are copied but not further used for hash computation. Cryptographic hash
values represented by blue dots need to be re-computed, if necessary, using
the cryptographic hash values of their child elements, either self-computed
or copied from T}, (represented by green dots).

Figure 5.9.: Cryptographic hash values of the hash tree presented in to be re-
used or re-computed for validating the integrity of a single value of the data.
Cryptographic hash values represented by white dots are copied but not
further used for hash computation. Cryptographic hash values represented
by blue dots need to be re-computed, if necessary, using the cryptographic
hash values of their child elements, either self-computed or copied from T},
(represented by green dots).
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masking parts of the data without voiding the integrity information. Compared to clas-
sical hashing, which linearly consumes the input data, our approach uses hash trees
similar to Merkle trees [114] and, therefore, is assumed to need more time to compute
the cryptographic hash value of data. For this reason, in this section, we evaluate our
approach by comparing the time needed for computing a cryptographic hash value to
classical hashing.

In [Section 5.3.1) we define the objectives of our evaluation in more detail. In
[tion 5.3.2] we describe how our experiment is set up and present the evaluation results
in [Section 5.3.3l

5.3.1. Evaluation Setup

For the evaluation, we were provided with 111 files containing real-world data from
sensors measuring the characteristics of a passing train.lﬂ These measurements include,
for example, the temperature of each wheel and each bearing box of the train, as hot
wheels and hot boxes can eventually cause a derailment [120].

To compare the runtime of the hashing methods, we determined both the cryptographic
hash value determined classically and the root hash of the tree hashing method for each
measurement data record.

5.3.2. Implementation

For the evaluation, we have written a Python script [12I] which computes the crypto-
graphic hash value for each measurement both using the classical method and according
to the hash tree method presented in We measured the time needed for
computing the cryptographic hash value of a file, which is the output of the hash algo-
rithm of the classical hashing and the value of the root hash of our hash tree method.
For the hashing algorithm itself, we used the built-in hashlib library of Python. The
script was run on a RaspberryPi 4 with no other software running in parallel besides
the operating systemﬂ to allow repeatability of the experiment. For a statistically more
meaningful result, the average of 100 iterations per calculation was computed. Before
the time measurement was started, we carried out one extra iteration to ensure the files
were buffered in the memory to reduce the influence of slow input/output performance
for loading the files from the disk. The hash algorithm used for both hashing methods
is SHA512.

5.3.3. Evaluation Results

shows the results of our evaluation with the time needed to determine a
hash value for input data of a given size, depending on the chosen hashing method
(classical hashing or hash tree hashing). The slope for classical hashing is very small,

LFor reasons of confidentiality, we are not permitted to make this data available as part of a replica-
tion package.
2For the evaluation, we used DietPi v8.16.2, https://dietpi.com/, accessed on 2023-04-27.
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Figure 5.10.: Time required to compute the cryptographic hash value of a train mea-
surement provided in XML format, depending on the file size, using the
SHA512 hash algorithm.

with approximately 0.005, while the slope for hash tree hashing is approximately 1.6.
It follows that computing a cryptographic hash value using a hash tree is much more
computationally expensive than computing a cryptographic hash value using classical
hashing.

5.4. Discussion

In this section, we discuss the results of our evaluation as well as possible threats to
validity of the evaluation results.

5.4.1. Evaluation

The evaluation shows that creating a hash tree is much more computationally expensive
than the classical computation of a cryptographic hash value. However, since classical
hashing cannot achieve the required ability to mask parts of the data without changing
the resulting cryptographic hash value, the additional computing effort required for this
ability must be accepted. However, we cannot exclude the possibility of a more favorable
method than our method that meets the exact requirements.

Due to the limited amount of data, which are actual sensor measurements from railway
operations, it is difficult to derive a general statement about the exact cost increase.
However, it is likely that with a more significant amount of data tested, the results
would not differ significantly.
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5.4. Discussion

With regard to the increased time for creating a hash value compared to classical
hashing, we do not see a problem for applying this method in practice. Even with our
largest example file, computing the hash tree and the corresponding root hash took less
than one second for a full train measurement. Since the distance between two trains on
a track is usually several minutes for safety reasons, there are sufficient time reserves
to record more extensive measurements, computing the cryptographic hash value and
transmit the data and the cryptographic hash value, even using a comparatively simple
and affordable device such as the Raspberry Pi 4.

5.4.2. Threats to Validity

The validity of our evaluation is subject to threats, which we discuss in the following.

Construct Validity. The program code for our evaluation is written in Python, which is
known to induce an overhead in computation time and memory consumption compared
to, e.g., compiled programming languages like C [I122]. This overhead could distort the
results because the measurement takes more account of the overhead than the hashing
performed. If the extent overhead is too significant, this threatens the construct validity
of our evaluation.

Our measurement method only considers the size n of the file to be hashed. It ignores
the number of nodes k generated as part of the hash tree method, assuming that the
number of nodes correlates to the total length of the document. While this assumption
seems generally plausible, there are nevertheless exceptional cases. Such exceptions would
also explain the visible spikes in However, since this evaluation is only
intended to serve as a rough orientation of the runtime differences, the additional effort
of considering tree-specific aspects (number of nodes, width, depth, balance) has yet to
be put in. Therefore, this poses a threat to the internal validity of our evaluation.

External Validity. While the complexity of computing a hash tree can be represented
by O(n+k) as expected, the limited amount of data considered in the evaluation makes it
difficult to derive a general conclusion about the exact cost increase factor. Furthermore,
our method is designed for any hierarchically structured data. However, the evaluation
was conducted on XML files only, as the sample data from the domain of railway oper-
ations was provided in XML format. For a more general statement about the behavior
of hash tree hashing compared to classical hashing, the evaluation would have to be
much more extensive regarding data volume, data formats, and characteristics of the
tree structure, such as balance, depth, and width.

Conclusion Validity. The results of our evaluation directly provide information on the
speed of hashing data using either classical hashing or our hash tree method without the
need for further interpretation or analysis. For this reason, we do not assume any threat
to the conclusion validity.
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5.5. Conclusion

In this chapter, we presented a method for structure-aware hashing of hierarchically
structured data, which allows to preserve integrity while allowing to mask parts of the
data, thereby answering RQ [7] We show the feasibility of our method in an evaluation
and compare the results to classical hashing.

With our approach, it is possible to protect data against modification, despite allowing
the sharing of the data selectively, e.g., when full sharing is restricted due to legal
requirements or company policies. For example, in the domain of railway operations,
measurement data recorded by sensors installed at the railway tracks can be critical to
avoid accidents and resulting human injuries or high damage costs. Any tampering of
this data can increase the risk of an accident, as problems with the rolling stock may not
be detected in time. Even after an accident, data that has not been tampered with can
help to identify the cause and the person responsible. Since a measurement record of a
train inherently has a hierarchical structure (a train consists of multiple vehicles, each
vehicle has multiple axles, each axle has two wheels, each wheel has its braking system,
etc.), our method can be applied to it without any modification.

For future work, we suggest broadening the evaluation to cover more data formats and
an increased variety of input data regarding its tree structure, aiming to identify a data
format which can be used more efficiently for computing hash trees on edge devices such
as railway track sensors.

122



6. Feasibility of Distributed
Ledger-based Fair Data Exchange in
the Context of Railway Operations

In we identified requirements for a data exchange platform, e.g., in the
domain of railway operations, as described in In this chapter, we discuss
how these requirements can be met using our research findings presented in
[Chapter 4l and [Chapter 5|

For the discussion, we assume a simplified scenario as depicted in [Figure 6.1}, based
on discussions with domain experts from the domain of railway operations. A sensor
attached to the railway tracks measures properties of each passing train and sends the
data to the responsible infrastructure manager. According to domain experts, such a data
transfer is mainly done using dedicated communication channels, such as company-owned
fiber optics lines. Public communication channels, such as mobile radio connections, can
also be used if no dedicated communication channels are available. However, neither
for the dedicated nor for the public communication channels, common security measures
such as encryption or integrity checks are widely implemented.

The state of the art in the domain of railway operations with regard to data exchange
can be described as follows. Once the infrastructure manager has received the sensor
data, he can offer it for purchase to other parties, e. g., rolling stock operators. Rolling
stock operators might have an interest in the parts of the measurements concerning their
vehicles. To serve this interest, the infrastructure manager can select the parts of the
measurement data concerning the rolling stock owner and make them available to him.
Other parts of the measurement, e.g., those concerning another rolling stock owner,
must be removed or masked by the infrastructure manager before transmission to avoid
inadvertently placing confidential information in the wrong hands. It has to be noted that
in addition to the lack of a widely implemented integrity check, the authenticity of the

Railway Track Sensors record measurement‘ Infrastructure Manager| select/mask and sell N Rolling Stock Owner

yﬁ I " S b 1= (opt.) -

Figure 6.1.: Simplified representation of the current state of the art data flow of a sensor
to its operating infrastructure manager and subsequent transmission (either
paid or for free) to other interested parties in the domain of railway opera-
tions, such as a rolling stock owner.
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data is also based purely on trust. The infrastructure manager has to trust that the data
has not been injected by an attacker (e.g., by physically intercepting the communication
channel such as a dedicated fiber optics line). Similarly, the rolling stock operator has
to trust the infrastructure manager that the data has not been tampered with and that
the claim that a particular measurement value is related to a vehicle belonging to the
rolling stock owner is valid.

Based on our research findings, we propose an extended architecture to address the
issues of lacking integrity checks and relying on trust, which we depict in
We describe how we address the following requirements, which we have identified and
introduced in

e Decentralization (Req. [L),

Integrity (Req. [2),

Authenticity (Req.|3),

Fairness (Req. {4)),

Data Secrecy (Req. [f)),

Selective Sharing (Req. @,

Data Non-Repudiability (Reg. [7)),
e Cost Limitation (Req. [§]) and
e Performance Limitation (Req. E[)

The remainder of this chapter is structured as follows. In we describe the
extension of the current architecture based on the simplified scenario presented above.
In we discuss the feasibility of the extension concerning practical feasibility

(Section 6.2.1)) as well as economic feasibility (Section 6.2.2]).

6.1. Suggested Architecture

In this section, we describe the architecture of a decentralized data marketplace for the
fair exchange of digital data in the domain of railway operations.

As our architecture relies on several assumptions, we first start by introducing these
assumptions in [Section 6.1.1] In [Section 6.1.2) we describe the suggested architecture.
We provide technical ideas for implementing this architecture in [Section 6.1.3]

6.1.1. Assumptions

For the description of our suggested architecture, we rely on the following assumptions:
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6.1. Suggested Architecture

Assumption 1 — Hierarchically Structured Data: For our approach of structure-
aware hashing of hierarchically structured data, it is required that the measurement
data can be represented hierarchically.

For the train measurements we use as an example, this assumption is reasonable
due to the inherent hierarchy of a train. A train consists of multiple vehicles. Each
vehicle consists of multiple components, such as its freight area and axles, and each
axle has two wheels, and so on (cf. . Hierarchy can artificially be created
for other data by introducing a virtual top element that points to all other parts
of the data as its children.

Assumption 2 — Cryptographic Keys: We assume that each entity (seller, buyer,
sensor) involved in the data exchange platform owns a cryptographic key pair.
The public key of that key pair, including the information to whom it belongs,
is assumed to be known to all other entities, while the private key can only be
accessed by the entity to which the key pair belongs.

This assumption is reasonable as it is the standard assumption for the functioning
of public/private key cryptography.

Assumption 3 — Trust Anchor: Sensor: We assume that a sensor attached to the
railway tracks only emits and signs correct measurement data.

This assumption is reasonable as it is based on the reputation of the sensor man-
ufacturer. Having a bad reputation, the sensors of this sensor manufacturer would
not be widely used. Having a good reputation, many different infrastructure man-
agers would rely on the products of this manufacturer, resulting in a wide use of its
sensors. Should it become known that the sensors of a manufacturer are intention-
ally or unintentionally emitting false values, this would cause lasting damage to
the reputation of that sensor manufacturer and thus to the demand for new sensors
and thus its business. It can, therefore, be assumed that a sensor manufacturer
strives in its interest to provide well-functioning products.

Assumption 4 - Recurring Data Exchange: We assume that there is a recurring
interest in a data exchange between two given parties.

This assumption is reasonable as railway infrastructure can be considered almost
static (it takes years to build new or remove old tracks), and contracts with rolling
stock operators using the infrastructure usually last over many years. This results
in longer-lasting cooperation, which can include the exchange of data and, for
example, the use of the infrastructure and subsequent billing. For example, a
passenger train serving a particular line has a high probability of passing the same
route and, thus, the same sensors repeatedly. Therefore, the rolling stock owner of
the passenger train might be interested in acquiring the measurement data of each
journey of this train from the infrastructure manager. One-off data exchanges are
possible but, according to domain experts, are an exception.
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Figure 6.2.: Simplified representation of the envisaged design for the data flow from a
sensor to its operating infrastructure manager and subsequent transmission
(either paid or for free) to other interested parties in the domain of railway
operations, such as a rolling stock owner. The sensor creates a digital sig-
nature based on the cryptographic hash value of the data. All other parties
receiving the measurement data can compute this cryptographic hash value
and validate the integrity and authenticity of the measurement data using
the digital signature. All data transfer is conducted using encrypted com-
munication channels.

6.1.2. Architecture Description

To address the requirements identified and introduced in we propose to
implement the outlined scenario using the contributions of this thesis as depicted in

We describe this implementation in more detail as follows.

Once the sensor has recorded a train passage, it computes a cryptographic hash value of
the measurement data to ensure integrity (Req. . Since measurements related to a train
can be represented hierarchically (Ass. [1]) and we want to allow to mask parts of the data
in the further course of this architecture description, our approach for structure-aware
hashing of hierarchically structured data as presented in allows to implement
the requirements of data secrecy (Req. |5]) and selective sharing (Req. @ without prohibit-
ing integrity (Req.[2) and authenticity (Req. . After the cryptographic hash value of
the recorded measurement data has been computed, the sensor creates a digital signature
of the cryptographic hash value to implement the authenticity requirement (Req. . For
this, each party involved in the data exchange platform is equipped with a cryptographic
key pair (Ass. .

Once the digital signature has been created, the sensor opens an encrypted commu-
nication channel to its operating infrastructure manager, e.g., using a TLS [123] con-
nection. The primary purpose of the encrypted connection is to preserve the secrecy
of the data transferred, such as the measurement data, using the encrypted connection.
Furthermore, to ensure that the sensor communicates with its infrastructure manager,
the infrastructure manager must authenticate itself to the sensor when setting up the en-
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crypted connection, e.g., using TLS client certificates. Once the infrastructure manager
and sensor successfully authenticate each other, the measurement data can be sent using
the authenticated encrypted connection.

Despite the presence of a digital signature, which was verifiably generated by the sen-
sor, this does not allow any conclusions to be drawn about the quality of the measurement
data collected by the sensor, which can be inaccurate or, in the worst case, even com-
pletely wrong. For this reason, as discussed in [Section 2.4] it must be assumed that
the sensor functions correctly, is not vulnerable, and only outputs correct data (Ass. [3)),
which is subsequently signed by the sensor. The digital signature is not required to be
sent over the encrypted connection, as it does not hold any information about the data
transferred using the encrypted connection but can also be sent using an unencrypted
connection.

Once the infrastructure manager has received the measurement data and ensured its
integrity and authenticity, he can offer the measurement data to further parties interested
in the measurement data, either paid or for free. Whether paid or for free, any party
is provided with the measurement data, e.g., a rolling stock operator, must be able to
verify its authenticity. For this, the public key of the key pair used by the sensor to
create the digital signature for the measurement data can be used to validate the digital
signature. If the digital signature can be validated successfully, the receiving party, e. g.,
the rolling stock operator, can be assured that the digital signature was created by the
sensor and, therefore, the sensor emitted the data.

Furthermore, if paid, it must be ensured that either both parties receive what they
expected to receive (e.g., the infrastructure manager expects to receive payment while
the rolling stock owner expects to receive the data he requested) or no party received or
lost anything (e.g., the rolling stock owner must be refunded if he did already pay but
did not receive the data he expected to receive). This is called fair exchange (cf.
. Accordingly, our architecture uses a so-called fair exchange protocol, which
guarantees fair data purchases. To this end, in we introduced FairSCE, a
fair exchange protocol that allows for cost- and performance-efficient fair data exchanges
using a distributed ledger as a decentralized trusted third party.

A party might want to or be required to only partially share data instead of the
complete data without voiding the possibility of proving its integrity. For example, the
infrastructure manager can be requested to share measurement data of vehicles belonging
to a specific rolling stock owner. However, since a train can consist of vehicles of different
rolling stock owners, the measurement data might also contain information of vehicles
owned by different rolling stock owners. In this case, only that part of the measurement
data should be shared with a rolling stock owner that relates to vehicles owned by him,
such that no rolling stock owner can gain information on vehicles owned by other rolling
stock owners. To this end, in we presented our method for structure-aware
hashing of hierarchically structured data. This method allows masking all data a sending
party is unwilling to share with the receiving party without voiding the information
required to verify the integrity (of the readable part) of the shared data.

After a further party, such as the rolling stock operator, has received parts of or the
complete measurement data, this party can also provide the measurement data to even
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further parties using the same mechanisms described above. Whether the respective
parties are entitled to pass on the data can be described with so-called policy languages
[124], which are, however, out of the scope of this work. However, besides just sharing
the requested data and proving its integrity and authenticity to the received as outlined
above, as part of the fair exchange, the possession of a digital sharing license or following
appropriate sharing policies could be validated.

6.1.3. Implementation Approaches

In this section, we provide more detailed suggestions and ideas on how parts of the
architecture can be technically implemented.

Encryption and Digital Signing

Encryption and the creation and validation of digital signatures are one of the crypto-
graphic key elements of our architecture. Each entity (such as parties like seller and buyer,
but also devices such as sensors) is equipped with an asymmetric key pair (cf. Ass.[2)). To
be able to trust a digital signature to be created by a particular entity, it is required that
only the entity in question is in possession or able to use the private key to create a valid
signature and that the key pair unambiguously is linked to that entity since otherwise
anyone could create a key pair and claim to be that entity.

To link the digital identity (in the form of an asymmetric key pair) to its corresponding
real identity (e.g., a specific party or sensor), several approaches could be used, such as
X.509 [94] and PGP [93]. Those approaches use digital signatures to testify to the
correctness of a digital identity. For example, a widely trusted entity A could create a
digital signature for the public key of another entity B to testify that A confirms the
correctness and belonging of what is claimed to be the public key of B to the actual
entity B.

Using this approach in our architecture for a data exchange platform for the domain
of railway operations, certificates can also be used to build trust in the correctness of
the data collected by sensors. For example, a sensor manufacturer could digitally sign
the key pairs of sensors produced by him. This way, he testifies the belonging of the
sensor to himself, which can help other party to trust the data emitted by the sensor.
For example, instead of manually verifying that a specific key pair belongs to a specific
sensor, a party indenting to validate the data emitted by the sensor just needs to trust the
sensor manufacturer and to check if the certificate used by the sensor to sign measurement
data has been signed by the manufacturer.

Data Selection and Validation for Fair Data Exchange

The crucial point of a fair data exchange is that a seller must prove that he provided
the buyer with precisely the data requested by the buyer, or the buyer must be able
to prove that he was not provided with precisely the data he requested by the seller.
Following the latter approach, some fair data exchange protocols such as FairSwap [15]
describe a so-called proof of misconduct, which we have adopted for FairSCE. As already
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described in [Section 4.1.1] for this, a predicate function ®(z) (for a simple example, we
refer to [Equation 4.1)) is used to describe the expected data. Seller and buyer agree and
commit on ®(z) (e. g., in the form of a digital signature of the cryptographic hash value of
®(x)) before the actual exchange takes place. In a disagreement between seller and buyer
that the data x is or is not the data previously agreed on, the trusted third party can
evaluate if ®(x) = 1 and make an objective and final judgment. Based on this judgment,
the trusted third party can subsequently enforce fairness, e.g., by returning the funds
intended for payment to the buyer. Fair data exchange protocols such as FairSCE and
FairSwap use cryptographic hash functions as part of such a ®(z) (cf. ,
describing and identifying the expected data by its cryptographic hash value. However,
for this, the buyer must know in advance that the data identified with its cryptographic
hash value contains relevant information for the buyer.

For example, a rolling stock owner might only want to purchase measurement data
in which vehicles he owns have been recorded. As the rolling stock owner trusts the
manufacturer of the sensor to produce high-quality sensors, he also trusts in the data
emitted by a sensor of that sensor manufacturer (e. g., testified using digital signatures as
described above). The rolling stock owner would then request the infrastructure manager
to share the data concerning his vehicle, together with the original digital signature issued
by the sensor, to prove the integrity and authenticity of the data. The infrastructure
manager would not be able to provide a valid digital signature of the sensor for modified
or fake data. At the same time, the infrastructure manager might not be authorized to
share the complete measurement as it may contain information related to other rolling
stock owners.

This challenge can be addressed as follows: To confirm the integrity and authenticity of
a measurement, each sensor uses our approach of structure-aware hashing of hierarchically
structured data, which we presented in to compute a cryptographic hash
value (the root hash of the resulting hash tree by following [Section 5.2.1). In order
to prove to a rolling stock owner that a vehicle in the measurement belongs to him, the
infrastructure manager creates a masked version of the data as described in [Section 5.2.2]
in which everything is masked except for the ownership of the vehicle in question. As
we described in our approach, this masking process does not void the integrity and
authenticity information, such that the rolling stock owner can still verify the integrity
and authenticity of the masked version of the data he received using the original digital
signature issued by the sensor. Once he verifies the correctness of the digital signature
of the received masked data, he can be assured that a digital file with this particular
cryptographic hash value contains the data he is requesting. Therefore, the cryptographic
hash value can be used as a criterion for ®(x). However, this would still allow the data
seller to successfully exchange a (fully) masked version of the measurement as part of the
fair exchange. For this reason, the conditions related to the data must also be verified
as part of ®(z). For example, if measurement data is provided in XML or JSON format,
the buyer could express his demand in XPath [109] or JSONPath [I10], which can be
automatically evaluated by a trusted third party such as a distributed ledger smart
contract, ensuring that the desired data has not been masked.

For example, a rolling stock owner B requesting measurement data for vehicles owned
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count (//vehicle[@owner="Rolling Stock Owner B"]) > 0

Listing 6.1: XPath [I09] query requiring at least one vehicle in the measurement data

shown in [Listing 5.1] to be owned by Rolling Stock Owner B.

count (//vehicle[@owner="Rolling Stock Owner B"] > O and
count (//vehicle[@owner="Rolling Stock Owner B"]//mask:elements-placeholder)=0 and
count (//vehicle[@owner="Rolling Stock Owner B"]//mask:attributes-placeholder)=0

Listing 6.2: XPath [I09] query requiring that no parts of [Listing 5.1| or [Listing 5.2|
concerning vehicles owned by Rolling Stock Owner B are masked.

by him could express his demand using the XPath expression provided in |Listing 6.1
To ensure that all parts of the data relevant to the buyer are not masked, the XPath
expression provided in can be used. The XPath expression ensures that the
data must contain measurements belonging to vehicles owned by Rolling Stock Owner
B, and the data belonging to these vehicles does not contain any placeholder elements.

6.2. Feasibility Analysis

In this section, we discuss the feasibility of our suggested architecture. We start with the

practical feasibility of our approach in Subsequently, we discuss aspects of
economic feasibility in [Section 6.2.2

6.2.1. Practical Feasibility

In we have identified 9 requirements that need to be fulfilled for a data
exchange platform of critical data to be practically usable, e. g., in the domain of railway
operations. To this end, we discuss if the research results presented in the previous
chapters allow to build such a data exchange platform and how they support the practical

feasibility of the architecture we outlined in

Req. [1} Decentralization. Decentralization is required to prevent centralized entities
from having control or access to the data to be exchanged.

In the architecture described, all data exchange is peer-to-peer. Neither the data for
an exchange is held centrally, nor the data exchange is centrally moderated. However,
in our proposed architecture, data exchange is carried out within the framework of a
fair exchange protocol, which requires the involvement of a trusted third party. While
the role of a trusted third party is typically assumed by a central institution, in this
case, we propose using a distributed ledger, which is also decentralized and enables the
decentralized realization of the required trusted third party.

130



6.2. Feasibility Analysis

A centralized bottleneck could be the trust assumed in the sensor manufacturer by
Ass. However, e.g., using X.509 certificate chains [94] to map the relation between
a sensor and its manufacturer, each data consumer can decide on his own whether to
trust the sensor manufacturer and thus the measurement data coming from the sensor
device itself. Thus, different data consumers can independently decide which sensors
from which sensor manufacturer to trust. Implemented this way, the trust issue does not
pose a central bottleneck.

Req. |2} Integrity. Being able to demonstrate the integrity of data is an essential part of
ensuring the credibility of data and allows to check and protect data against intentional
or unintentional modification.

Since all data is secured with cryptographic hash values, which are protected with
digital signatures, any data consumer can verify the integrity of the measurement data
received. Ass. [ ensures that a data consumer can relate the signature to the corre-
sponding public key and the party to which it belongs. Using this public key, the data
consumer can verify the validity of the signature used to sign the cryptographic hash
value, which consequently shows the integrity of the data itself.

Req. B} Authenticity. It is required to ensure the authenticity of the data by being
able to identify the source of the data.

As already described for integrity, the authenticity of the data is secured by digital
signatures. A valid signature can only be created by the respective owner of the cor-
responding key pair. Therefore, the ability to meet the authenticity requirement is a
direct consequence of assuming the availability of a cryptographic key pair as described
in Ass. 2

Req. [4} Fairness. To protect parties involved in a data exchange against misbehavior
and exclude the risk of one party gaining an unreasonable advantage over another party,
we require the data exchange to be fair.

To ensure the fair exchange of data, in our architecture, FairSCE (cf. is
used as fair data exchange protocol. This way, a seller only gets paid when the buyer
receives the data he requested, and the buyer only receives the data if the seller gets
the agreed payment. Suppose one party starts behaving unfaithfully during the fair data
exchange. In that case, the fair data exchange protocol ensures that the other party is not
disadvantaged, either by reversing or forcing the completion of the fair data exchange.

Req. [5f Data Secrecy. The leakage of confidential data can happen either intentionally
or unintentionally. As an example of intentional data leakage, a hacker could try to
intercept the data transfer to gain access to the data without the required authorization.
As an example of unintentional data leakage, a party being authorized to receive and
possess data and also being authorized to share parts of it could inadvertently share data
it is not authorized to share among the data it is authorized to share. This could also
happen as part of a technical dependency, e. g., if the data is not separable (e. g., in case
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it is unclear which data can be shared, or integrity verification will break if only parts of
the data are available).

In our architecture, all data transmissions use encrypted communication channels. This
ensures that no party not involved in the data exchange, such as an external attacker,
gains access to the transferred data. To prevent accidental data leakage, e.g., as part
of selective sharing of data from conflicting with integrity and authenticity, we have
introduced a hash method that allows masking of data without invalidating the integrity
or authenticity information, for which, however, we assume hierarchically structured data
(Ass. . Without this or a comparable hash method, either all of the data would always
have to be shared, violating the secrecy requirement, or the integrity and authenticity
check would be invalidated, violating the integrity and authenticity requirement.

Req. [6t Selective Sharing. Parties shall only be provided with the data for which they
are authorized.

What is typically an easy-to-implement standard requirement can become challenging
when integrity and authenticity verification information relates to the entire, undivided
data. Similarly, as described for the secrecy requirement, simply reducing the amount
of data transferred would violate the integrity and authenticity requirement. Using our
method for the hashing of hierarchically structured data, all data not required to comply
with the request can be masked such that only a part of the total amount of data is
transferred without violating integrity and authenticity.

Req. [T} Data Non-Repudiability. Once a measurement has been taken, revoking or
denying its existence should not be possible.

For each measurement taken, a sensor must digitally sign the emitted measurement.
As the public key of each key pair, including that one used by the sensor for signing, is
widely known to any other party (cf. Ass. , any other party can verify the signature.
However, due to the availability of the private key only to that party for which this
private key is intended (cf. Ass. , only the emitting sensor could have created a valid
signature. Therefore, as soon as another party has learned the data and the signature,
both the measurement and the sensor can no longer be denied as the data source and
the data cannot be repudiated.

Req. [8; Cost Limitation. Unknown or unreasonably high costs are a general obstacle
to the widespread use of almost any practical application. For this reason, the maximum
cost of using our architecture for a distributed data exchange should be known in advance.

Using our evaluation of the cost of FairSCE and FairSwap conducted in
we can estimate the maximum cost for a fair data exchange using one of these protocols
in advance. This allows each party interested in data exchange to individually assess in
advance whether the benefit expected from the data to be transferred in an acceptable
ratio to the expected cost. At the same time, at least for FairSCE, it is ensured that
an unfaithful party cannot significantly increase the cost for a faithful party due to the
grieving attack prevention we introduced in
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Req. [0t Performance Limitation. Performance limitations that cannot be influenced
are also a general obstacle to the widespread use of an application. For this reason, pos-
sible bottlenecks should be influenceable by the parties depending on a high performance
of the underlying application.

Our architecture uses FairSCE as a fair exchange protocol to address this requirement.
FairSCE uses a state channel as a direct communication channel between the two parties
willing to exchange data. Only for opening and closing the state channel interaction with
the underlying distributed ledger is required, forming a possible bottleneck. However,
once the state channel is successfully opened, the performance of the fair exchanges, in
terms of throughput and latency, is only influenced by the resources (e.g., CPU, Internet
connection) provided and influenceable by the parties involved in the exchange.

6.2.2. Economical Feasibility

Since the architecture described in has to be implemented by the companies
involved in the envisaged data exchange platform, it is advisable to consider the economic
feasibility. To determine the economic feasibility, the expected costs must be compared
to the expected turnover. For the costs, one-time costs (e. g., set-up costs like conception
or development costs) as well as recurring costs (e. g., operational costs such as regular
fees for servers and transaction fees to be paid for using a distributed ledger) must be
considered. The turnover depends on the pricing of the data as well as the costs to
be paid per exchange, both also influencing the acceptance of our approach by parties
involved in the application domain, such as railway operations.

We cannot make any detailed statements about the costs of implementing the envisaged
data exchange platform for, e.g., the domain of railway operations and the possible
pricing of the measurement data, as it is outside the scope of this work. However, since
we propose FairSCE as a possible choice for a fair exchange protocol and have presented
an extensive evaluation of the costs of FairSCE in this evaluation can serve
as a source of information for calculating the operational costs of the envisaged data
exchange platform.

In discussions with experts from the domain of railway operations, we learned that
most reservations concern the willingness of companies involved in railway operations to
share their data or parts of it with other parties, regardless of whether via a centralized
or decentralized platform. Nevertheless, there is a great interest in obtaining data from
other companies, but not at the cost of having to share own data. Furthermore, individual
proprietary solutions are already in place for scenarios where data exchange between two
or more companies is unavoidable.

Due to the resulting lack of demand and the overall lack of willingness of many compa-
nies to participate in a common data exchange platform, the work and the related costs
of setting up the data exchange platform would, therefore, be left to the few companies
interested in such a solution. Since this eliminates scaling effects in development, such as
the one-time development of standard components that can then be used by any partic-
ipating company, the anticipated costs will be too high for the few interested companies
to want to bear.
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In addition, there is a fundamental skepticism towards modern technologies such as
distributed ledger technology. To quote one of the experts in meaning, “If it is new and
modern for the domain of railway operations, it has been standard for the rest of the
world for at least 10 years.”.

In summary, in the discussions with the experts in the domain of railway operations,
the architecture described in was questioned very little, primarily with regard
to reservations about recently emerged technologies such as distributed ledger technology.
However, since the general unwillingness to hand over the data outweighs the current need
for the data, the domain experts believe it is unlikely that such a data exchange platform
will be implemented in the near future, as the expected limited available data, for now,
does not offer enough incentive for sufficient users to allow for economical operation of
such a data marketplace.

6.3. Conclusion

In this chapter, we introduced an architecture for a data exchange platform.

We started by listing the assumptions made for the architecture in then
described the architecture in and provided some ideas for the practical im-
plementation in We discussed the feasibility of our suggested architecture

in [Section 6.2} in particular with a focus on practical feasibility (cf. [Section 6.2.1]) with
regards to the requirements identified in [Section 1.2| and economical feasibility (cf.
tion 6.2.2)) for practical use in a real-world scenario.

In discussions with experts from the domain of railway operations, the suggested ar-
chitecture was not questioned. However, according to domain experts, companies active
in the domain of railway operations are reluctant to entrust control of their data to mod-
ern technology, such as distributed ledger technology, or to share data at all. Thus, the
possibility of an economically beneficial operation is improbable at the current point in
time.
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In this chapter, we discuss works related to this dissertation that do not form its basis.
Doing so, we individually discuss related work to our contributions presented in
[ter 3| [Chapter 4] and [Chapter 5| as well as related work to the overall problem behind the
motivation of this dissertation.

The remainder of this chapter is structured as follows. In we discuss work
related to the overall problem behind the motivation of this dissertation. In
we discuss more specific work related to [Fairness for Distributed Ledger-based Data Ex-|
change| as addressed in [Chapter 3| In[Section 7.3] we discuss work related to
[Cedger-based Fair Data Exchange using State Channels as addressed in In
we explore work related to[Ensuring Authenticity and Integrity for Selectively]
[Disclosed Datal as addressed in

7.1. Gaining Information from External Data

The overall motivation behind this dissertation is to gain information from data that is
not available to the party interested in the information in the first place. The simplest
solution for this problem is to request the owner of the data to share it without further
conditions, which includes various obstacles, such as legal and contractual aspects, pri-
vacy concerns, and philosophical and methodological questions [125]. Assuming that the
party owning the data is legally allowed and willing to share the data, the party owning
the data could provide the data either for free or for something in return, e.g., a pay-
ment. Using a fair data exchange, we reflect this scenario in the architecture described
in [Section 6.1

Besides the architecture presented in other data marketplaces could also
be used. For example, using distributed ledger-based data marketplaces, such as IDMoB
[126], decentralized data storage and exchange management can be achieved [127]. Since
a fair exchange for a data exchange causes a higher effort, a marketplace without a fair-
ness guarantee could be attractive because of the lower effort and, therefore, lower cost.
However, as opposed to our approach, it fails to ensure fairness and, therefore, can bear
a higher risk for data sellers or buyers to get cheated during the data exchange. Dis-
tributed ledger-based reputation systems [128] could help limit this risk but not entirely
exclude it.

As an alternative to a distributed ledger-based data marketplace also non-distributed
ledger-based data marketplaces can be used, e.g., following the concept of the Interna-
tional Data Spaces [129, 130} [13T], 132} 133}, 134]. The application of the International
Data Spaces concept has already been discussed for the domain of mobility and transport,
such as railway transportation, as used in our example [I35]. Similar to our proposed

135



7. Related Work

architecture, such a data space is decentralized by design concerning data storage and
exchange management. However, similar to private distributed ledgers, which we elab-
orate more in [Section 7.3 authentication in such a data space is managed using one or
multiple centralized entities, referred to as identity providers. The advantage of using the
concept of industrial data spaces is the availability of existing components, denoted as
connectorsﬂﬂ which can be used to integrate external systems with a data space instance.
However, for this, the existence of the central identity provider must be accepted, violat-
ing our decentralization requirement Req. [} It is worth mentioning that the concept of
International Data Spaces and the architecture we presented in[Section 6.1] could be com-
bined. For example, by joining an International Data Spaces connector with our FairSCE
protocol, it would be possible to implement an International Data Spaces compatible fair
exchange solution, as a fair exchange is not an inherent part of the International Data
Spaces concept.

The fundamental problem with transferring data to another party is the loss of data
sovereignty that typically accompanies the transfer, as the receiving party could process
and redistribute the data at its discretion, which might not be in the interest of the party
providing the data. To address this, the data could be shared along with data usage and
sharing policy defined in a policy language [124]. However, specifying such a policy is
worthless if it is ignored instead of being enforced [136, [137].

Alternatively, instead of transferring the raw data, the information could already be
extracted by the party owning and holding the data. For this, the party interested in the
information has to request a remote data analysis conducted by the party owning the
data. Research on this topic is conducted concerning, e.g., remote data analysis [138],
privacy-preserving data mining [139], federated learning [140], and secure data enclaves
[141], 142, 143]. The advantage for the data owner is that he does not lose the control
over the raw data. However, as a downside, he must put increased effort into processing
the data, according to the computational effort required to analyze as requested by the
party interested in gaining information. For the party interested in gaining information,
the advantage is the reduced effort to retrieve and process the data, which will probably
come with a higher price charged by the data provider. Additionally, it is difficult for
the party interested in gaining the information to assess the correctness of the retrieved
analysis results.

7.2. [Fairness for Distributed Ledger-based Data Exchange|

In addition to the cost fairness we defined in [Chapter 3| other notions exist in the context
of electronic commerce.

To the best of our knowledge, the term fairness related to electronic commerce was first
used by Rabin [144]. Since then, various informal interpretations and formal definitions

nternational Data Spaces Dataspace Connector —
https://github.com/International-Data-Spaces-Association/DataspaceConnector, accessed
on 2023-06-08.

2Eclipse Dataspace Connector — https://github.com/eclipse-edc/Connector, accessed on 2023-06-
08.
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of fairness have emerged [60]. The most strict definition we are aware of is strong fairness
[1l [74], which requires that all parties involved in the exchange either received precisely
what they expected to receive or no party received nothing after the interaction has
completed. To achieve strong fairness, a party may not terminate the exchange without
handing over the expected asset or returning an already received asset. The less strict
weak fairness [I] requires that it is possible for all parties to eventually retrieve the
expected assets if one party, which already received their expected asset, leaves the
exchange, e. g., by using a trusted third party as escrow service which can hand over the
assets. Both strong fairness and weak fairness ensure that all parties eventually receive
precisely what they expected to receive, or no party receives anything, even if one party
unexpectedly leaves the exchange. This is especially useful if at least one of the assets
to be exchanged is indivisible. For divisible assets, e.g., some funds or streaming data
such as a digital movie, the concept of gradual fairness [145] [62] can be applied. In this
process, the assets to be exchanged are divided into small parts and exchanged piece
by piece, such as a per-second billing of a video stream. In the worst case, the risk per
party is limited to one of the parts of the assets to be exchanged, which the party makes
available to the counterparty without compensation.

Existing definitions of fairness mentioned above consider who is in control of the items
to be exchanged. Besides that, fairness definitions exist related to the accompanying
circumstances of the exchange. For example, a timed fair exchange [146] is required to
complete within a defined time frame to ensure the timely delivery of assets to prevent
unfair delays during the exchange. Fair ezchange with privacy preservation [147, [148|
prioritizes the protection of privacy during the exchange process. Conducting a fair ex-
change with privacy protection ensures that sensitive information or private data remains
confidential and is not exposed to unauthorized parties during the exchange. This ranges
from protecting assets to be exchanged against parties not involved in the exchange, over
the confidentiality of information about the assets to be exchanged towards the trusted
third party, up to even hiding the identities of the parties involved in the exchange
towards the trusted third party [149].

While the definitions of fairness mentioned above are defined for two-party exchanges,
it is also possible to extend fairness to multi-party exchanges [150].

7.3. Distributed Ledger-based Fair Data Exchange using |
iState Channels|

To reduce cost and improve the performance of a distributed ledger-based fair data
exchange, we introduced FairSCE, a distributed ledger-based fair data exchange protocol
using state channels. FairSCE was designed following the assumption to be used on
a public distributed ledger such as the Ethereum blockchain [11I] with non-negligible
transaction fees.

Besides the Perun state channel framework [52] we used for FairSCE, there also exist,
e.g., Sprites [50], Pisa [51], Counterfactual [53], Kitsune [54] and Nitro [55], which, in
addition to the respective concept idea, differ in the availability of formal proof of func-
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Figure 7.1.: Example illustration of the IOTA Tangle [106], forming a directed acyclic
graph. Each transaction refers to two predecessors. All transactions directly
or indirectly referred by a milestone marking transaction (M) belong to a
milestone and, therefore, are considered to be validated and finally accepted
by the Tangleﬂ

tionality and security as well as practical applicability. We have chosen Perun because
of the availability of such a formal proof and its practical applicability, which was only
valid for Perun at the time of writing this paper.

If weak fairness [I], as achieved by FairSCE, is not required, a more cost-effective
approach with reduced complexity compared to state channels could be implemented
using payment channels [I51], achieving gradual fairness [145], 62]. Examples of payment
channels are Bitcoin Lightning [16], eltoo [58], Teechain [152], and the Raiden network
[56]. Alternatively, commit chains [19, 153, 154] or support chains [I55)] can be used. In
brief, this is a small, low-cost distributed ledger with limited dissemination that uses a
more established, larger, well-known distributed ledger as a trust anchor.

As an alternative to using state channels to reduce costs, it would also be possible to use
alternative distributed ledgers with less, no, or alternative concepts of cost. For example,
from the perspective of the smart contract API, the Avalanche blockchain [I8, [150] is
similar to the Ethereum blockchain [IT] but comes with much smaller transaction fees
in USD compared to the Ethereum blockchain. The EOSIO blockchain [157] eliminates
transaction fees for users. Instead, smart contract developers must buy capacity (called
RAM) to execute their smart contracts.

Moreover, public distributed ledgers that use an alternative approach instead of a
transaction fee can also be used, such as JOTA [106]. In IOTA, transactions are not
grouped into blocks, but each transaction stands independently. Each transaction points
to multiple preceding transactions, forming a directed acyclic graph, as shown in
As transactions are not grouped into blocks, the transaction rate of IOTA is
not limited by the capacity and rate of new blocks. Instead, each party must solve a
small Proof-of-Work [38] puzzle per transaction, which is required to get the transaction
recognized as valid by other parties. Formally not being a fee, the cost for a party, in
this case, consists of the computational power and energy cost to be invested in solving
the small Proof-of-Work puzzle.

3Source: https://gist.github.com/za-uz/b102645ceb87530f0c8ce434e43c3811, accessed on 2023-
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7.4. |Ensur1'ng Authenticity and Integrity for Selectively Disclosed Datal

Private distributed ledgers, such as Hyperledger Fabric [48] or Quorum [107], can also
be considered as another alternative distributed ledger. The operator of a private dis-
tributed ledger is in a position to decide whether and what kind of costs, e.g., in the
form of transaction fees, are charged. Compared to public distributed ledgers, private dis-
tributed ledgers can use faster consensus algorithms [45], which removes the performance
limitation of a public distributed ledger [17]. The disadvantage of a private distributed
ledger, however, is the lack of complete decentralization since the authorization to access
the private distributed ledger is managed by one or more central identities [17].

Besides FairSwap, which we used as the basis for our FairSCE, other distributed ledger-
based fair exchange protocols exist, which slightly differ in the amount of direct communi-
cation between the parties conducting the exchange and interacting with the distributed
ledger. To reduce overhead for honest parties in the optimistic case, FastSwap [80] and
OptiSwap [78] introduce interactive challenge-response procedures for disputes but still
require direct communication with the distributed ledger without an intermediate Layer-
Two distributed ledger such as a state channel. SmartJudge [79] reduces distributed
ledger transaction fees per protocol execution by adding a mediator contract to an exist-
ing verifier contract (e.g., FairSwap) Faithful protocol executions are managed only with
the smaller and less complex mediator contract, which calls the verifier contract only to
resolve disputes, resulting in a slight overhead for disputes compared to FairSwap. This
results in cheaper costs for optimistic cases but higher costs in cases where the verifier
contract must be called to restore fairness. Still, all approaches require repeated on-chain
interaction per protocol iteration. Therefore, performance and cost directly depend on
the underlying distributed ledger.

Another work, also using state channels, was introduced by Li et al. [I5§|, using an
approach referred to as probabilistic micropayments.

7.4. Ensuring Authenticity and Integrity for Selectively |
IDisclosed Datal

The usual procedure for securing the integrity and authenticity of data is classical hashing
in combination with digital signatures, using well-known hash algorithms such as the
SHA-3 hash family [I59] and PGP [93] or X.509 [94] signatures. In classical hashing, the
data to be hashed is usually linearly consumed in blocks of a length of &k bits, where k
depends on the hash algorithm used and typically k € {128,256, 384, 256}.

The Merkle tree hashing method [114] follows a slightly different approach by dividing
the input data into 2" parts with n € A,n > 1. Then, each data parted is hashed
individually using a well-known hash algorithm similar to classical hashing. Subsequently,
from bottom to top, the resulting cryptographic hash values of two neighboring nodes
are hashed again, using the cryptographic hash values as input. This way, a binary
and balanced tree of cryptographic hash values is formed, of which the topmost hash
is referred to as root hash. Each change in the data will result in a change of the

06-07.
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cryptographic hash value of the respective part of the data and propagate up to the
root hash.

Our approach of hashing introduced in also uses the idea of a hash tree but
does not create a binary and balanced hash tree to allow the actual hierarchical structure
of the input data to be reflected. The downside is the loss of efficiency compared to
Merkle trees concerning computational complexity. Instead, it allows for easy processing
of hierarchically structured data without losing the ability to prove that a small part
of the data is part of the complete data without the need to process all the data for
hash computation.

Another approach for proving the integrity and authenticity of data, even before it is
shared, is the use of zero knowledge proofs |[160], which already have been successfully
applied to the area of distributed ledger technology [161].
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In this dissertation, we investigated how parties, e. g., involved in railway operations, can
exchange data with each other in a fair, cost-effective, and efficient manner. In the context
of the requirements set out in one crucial requirement was decentralization,
which is why the possible solution discussed in the dissertation is based on distributed
ledger technology such as the Ethereum blockchain [IT]. However, having no central party
involved, there is a lack of central monitoring and control opportunities. Nevertheless,
for a decentralized exchange of data, is must be ensured that each party receives precisely
the data and exactly the compensation agreed for the correct data, e.g., in the form of
payment. For this, we incorporate a distributed ledger-based fair exchange protocol.

As the formal foundation for the fair exchange consideration, in of this
thesis, we provided the definition of cost fairness, which supplements the assessment of a
fair exchange by taking into account the costs incurred in the process of a fair exchange.
In we introduced FairSCE, a fair exchange protocol using the advantages of
distributed ledger state channels to allow for cost- and performance-efficient fair exchange
of digital data. As part of FairSCE, we also introduced the extra deposit mechanism to
prevent grieving attacks between parties of a fair exchange. To ensure the integrity and
authenticity of the data while simultaneously allowing for selective sharing of the data
to allow to consider the confidentiality of parts of the data, we present our method of
hashing hierarchically structured data in The overall architecture proposed
in thus allows data to be exchanged in a decentralized manner without having
to relinquish the data or control over the data to a central identity.

Beside the actual contributions, we also discussed their limitations and threats to
validity. For example, as a major finding, we discovered that cost fairness, as suggested
in cannot be achieved on distributed ledgers with non-negligible cost in the
form of, e. g., fees to be paid per transaction sent to the distributed ledger. Furthermore,
we have pointed out that using distributed ledgers without non-negligible cost, e.g.,
alternative public ledgers such as IOTA, or using private distributed ledgers such as
Hyperledger Fabric, can be used to achieve a cost fair exchange. This, however, usually
causes the loss of full decentralization as most alternatives to public distributed ledgers
incorporate centralized components.

In the remainder of this chapter, we summarize the individual results presented in this
dissertation in Furthermore, we provide an outlook into possible future work
in [Section 821
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8.1. Research Outcomes

In [Section 1.3] we derived research questions from the requirements stated in [Section 1.

which we addressed and answered throughout this dissertation. In the following, we
summarize the answers to the research questions.

RQ [1] — How to assess cost of a two-party exchange protocol?

To assess the cost of a two-party exchange protocol, in [Section 3.2 we introduced
a game-theoretical model that can be used to model an exchange protocol. In our
model, instead of considering who is in control of the assets to be exchanged as
it is with other existing approaches or models for exchange protocols, we consider
the value of the assets to be transferred plus additional revenues such as received
compensations minus expenses such as cost and compensations paid to other par-
ties during the exchange. Furthermore, in we introduced cost fairness,
which is a new notion of fairness, taking the cost of a fair exchange into account,
which is usually ignored by existing notions of fairness.

RQ [2l| — How can cost fairness be achieved in public distributed ledger-based two-
party exchange protocols (e. g., FairSwap)?

We showed that it is impossible to achieve cost fairness in an environment with
non-negligible cost such as typical distributed ledgers like the Ethereum blockchain
in and its proof. However, using environments with negligible or

no cost, such as, e.g., IOTA as discussed in [Section 3.5.3] it is possible to create
protocols that achieve cost fairness.

RQ 3] — How can cost fairness be achieved in private distributed ledger-based two-
party exchange protocols?

As discussed in [Section 3.5.3] when operating a private distributed ledger, the oper-

ator of it can define the conditions for a distributed ledger transaction themselves,
including the need to pay a transaction fee. Therefore, if the private distributed
ledger does not require to pay a transaction fee and also does not raise other
non-negligible cost, such as cost for operating the servers on which the private
distributed ledger is hosted, cost fairness can be achieved.

However, on public distributed ledgers, the notion of cost in terms of transaction
fees is used to create an upper limit for transaction creation to prevent spam-
ming of new transactions and blocks and therefore enabling the consensus finding
of the public distributed ledger. As without cost this mechanism cannot be re-
lied on in private distributed ledger environments, another approach has to be
used to allow for reliable consensus finding. Usually, this is done using centralized
approaches, which therefore then result in the loss of full decentrality of private
distributed ledgers.
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RQ[4— How can a grieving attack against a distributed ledger fair exchange protocol
be prevented?

The cause of a fair exchange protocol being vulnerable to a grieving attack results
from the first cost-liable interaction to be performed, e.g., initializing the fair ex-
change protocol on a distributed ledger. If the other party fails to continue the
fair exchange protocol, the initializing party is left with the cost incurred for the
fair exchange protocol initialization. Accordingly, the mechanism we presented in
allows the party initializing the actual fair exchange (the buyer) to ac-
cess a security deposit from the other party (the seller), which is deposited within
the scope of the fair exchange protocol execution together with a deposit provided
by the initializing party itself. To ensure that the party required to provide the
security deposit beforehand (the seller) is not vulnerable to a grieving attack too,
his deposit is reusable and not specific to an actual fair exchange instance.

RQ [5| — Which cost reduction can be achieved using state channels for a distributed
ledger-based fair exchange protocol?

As shown in using state channels for distributed ledger-based fair ex-
changes induces static overhead cost in order to, e.g., initialize or settle the state
channel. Accordingly, cost reduction can only be achieved with recurring exchanges
between the same parties involved. However, suppose the same channel is used for
multiple fair exchanges. In that case, the number of successfully executed fair
exchanges does not influence the cost, so any number of fair exchanges can be
executed for constant costs as long as using the same state channel. The exact
cost of initializing and settling a state channel depends on the state channel frame-
work chosen, the fair exchange protocol used within the state channel, and the
distributed ledger chosen used as the execution environment. For our evaluation,
we used the Perun state channel framework with our FairSCE protocol, which is
based on FairSwap, on the Ethereum blockchain.

RQ [6| — Which performance improvement can be achieved using state channels for
a distributed ledger-based fair exchange protocol?

As shown in [Section 4.4.3] the performance improvement of our fair exchange pro-
tocol using state channels, FairSCE, over FairSwap, depends on the size of the file

to be exchanged. The larger the file to be transferred, the smaller the influence
of the fair exchange protocol used with regard to the time required for the actual
transfer of the file (in encrypted form for FairSwap and FairSCE). For small files,
for which the transfer time of the file is similar or smaller compared to the time
overhead induced by the chosen fair exchange protocol, using state channels can
make a significant difference. This difference is because with a non-state channel
fair exchange protocol, each protocol step must be confirmed by the the distributed
ledger. Using a state channel, this confirmation is generated by the counterparty
and therefore can be created without waiting, e. g., for a new block. It can be as-
sumed that the counterparty has an interest in fast processing and, therefore, sends
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the confirmation as quickly as possible. Again, the actual time required depends
on the fair exchange protocol chosen as well as the distributed ledger used.

RQ [7] — How can we prove the authenticity and integrity of data while allowing for
masking parts of the data to prevent information disclosure?

In we presented a method for structure-aware hashing of hierarchically
structured data, which can be used to ensure the integrity of hierarchically struc-
tured data while allowing to mask sensitive parts of the data without voiding the
integrity information. In combination with digital signatures, which can be used to
digitally sign the resulting cryptographic hash value, authenticity can be ensured.

8.2. Outlook

In the following, we outline possible future work to further generalize the theoretical
concepts presented in this dissertation and address the application in practice.

Formal Analysis of the FairSCE Fair Exchange Protocol. The functionality and char-
acteristics of FairSCE were proven by an extensive evaluation. However, the Perun state
channel framework [52] as well as the FairSwap fair exchange protocol [15], both used
as a foundation for FairSCE, have been formally analyzed using the Universal Compos-
ability framework of Canetti [162]. To allow for comparability on a formal level between
FairSwap and FairSCE, it could be interesting to analyze FairSCE with the Universal
Composability framework in order to be able to relate FairSCE to FairSwap and Perun
on a formal level as well.

Implement and Evaluate Integrated Fair Exchange Data Marketplace. In[Section 6.1]
we outlined the architecture of a possible data marketplace that would enable a decen-
tralized fair data exchange using the research results developed in the course of this
dissertation. For this purpose, the components developed in this work were evaluated
and discussed individually. For a realistic, practical evaluation of the overall architecture,
an implementation in a real environment, such as in the domain of railway operations,
would be necessary. Therefore, it would be desirable to find business partners interested
in the practical implementation of the architecture described in to enable a

comprehensive evaluation as a foundation for further improvements.

Extend Two-Party Fair Exchange to Multi-Party Fair Exchange. For this dissertation,
we limited the study of fair exchange protocols to two-party exchanges. Other work has
already put effort into enabling a fair exchange with more than two parties, referred to
as multi-party fair exchange [150]. The Perun state channel framework [52] also supports
state channels with more than two parties. Thus, it may be worthwhile to review the
extent to which this limitation of FairSCE could be alleviated to allow fair data exchange
among more than two parties using a state channel-based fair data exchange protocol.

144



8.2. Outlook

Explore Fair Data Exchange using Alternative Distributed Ledgers. The focus of
the research conducted for this dissertation is on fair data exchange using distributed
ledgers as a trusted third party. As a representative of the distributed ledger, we have
chosen the Ethereum blockchain [I1]] as the first and most well-known distributed ledger
allowing to execute Turing-complete smart contracts. However, using the Ethereum
blockchain for such a fair data exchange is arguable as cost fairness cannot be achieved
as shown in To overcome this limitation, alternative distributed ledgers
could be considered, such as distributed ledgers with different or no notions of transaction
fees. However, as it is with, e.g., private distributed ledgers, this could violate the
decentralization requirement (Req. . Further work must be invested to overcome this
perceived contradiction and enable a cost fair and decentralized fair data exchange.
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A. Supplemental Material

In this appendix, we provide additional material to supplement our research findings
presented in the main part of this thesis.

In [Section A1] we provide the source code of the Ethereum smart contracts that we
have used for the evaluations conducted as part of this thesis. In [Section A.2| we pro-
vide additional sequence diagrams of successfully (including faithful as well as unfaithful
behavior) conducted protocol executions of FairSwap and FairSCE, annotated with the
cost in Gas for each interaction with the Ethereum blockchain.

A.1. Smart Contracts

This section contains the source code of the Ethereum smart contracts that have been
implemented to carry out the evaluation described in [Section 4.4]

A.1.1. FairSwap Smart Contract

[Cisting A-T|shows the FairSwap smart contract as presented as part of the FairSwap paper
[15]. The original source code can be found at https://github.com/1EthDev/FairSwap
(accessed at 2023-07-28). The code has been modified by adding template placeholders
to allow a dynamic deployment of different FairSwap fair exchange instances. Further-
more, some minor bugs have been fixes, such as removing the (probably inadvertently)
limitation to Merkle tree proofs of depth 4 in the vrfy() method.

1 // This file originates from https://github.com/1EthDev/FairSwap

2 // Original authors: Stefan Dziembowski, Lisa Eckey, Sebastian Faust
3//

4 // Modifications by Matthias Lohr <mail@mlohr.com> to enable practical usability and improve

readability

5

6 pragma solidity ~0.6.1;

l

8 contract FileSale {

9
10 uint constant depth = {{ merkle_tree_depth }};

11 uint constant length = {{ slice_length / 32 }};
12 uint constant n = {{ slice_count }};

13

14 enum stage {created, initialized, accepted, keyRevealed, finished}
15 stage public phase = stage.created;

16 uint public timeout;
17

18 address payable public sender;
19  address payable public receiver = {{ receiver }};
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uint price = {{ price }};

bytes32 public keyCommit = {{ key_commitment }};
bytes32 public ciphertextRoot = {{ ciphertext_root_hash 1}};
bytes32 public fileRoot = {{ file_root_hash }};

bytes32 public key;

// function modifier to only allow calling the function in the right phase only from the correct
party
modifier allowed(address p, stage s) {
require(phase == s);
require(now < timeout);
require(msg.sender == p);

-

}

// go to next phase

function nextStage() internal {
phase = stage(uint(phase) + 1);
timeout = now + {{ timeout }} seconds;

}

// constructor is initialize function
constructor() public {

sender = msg.sender;

nextStage();
}

// function accept

function accept() allowed(receiver, stage.initialized) payable public {
require (msg.value >= price);
nextStage() ;

}

// function revealKey (key)

function revealKey(bytes32 _key) allowed(sender, stage.accepted) public {
require(keyCommit == keccak256(abi.encode(_key)));
key = _key;
nextStage() ;

}

function noComplain() allowed(receiver, stage.keyRevealed) public {
selfdestruct(sender);

}

// function complain about wrong hash of file
function complainAboutRoot(bytes32 _Zm, bytes32[depth] memory _proofZm) allowed(receiver, stage.
keyRevealed) public {
require (vrfy(2 * (n - 1), _Zm, _proofZm), "proof verification");
require (cryptSmall(2 * (n - 1), _Zm) != fileRoot, "file root verification");
selfdestruct (receiver);

}

// function complain about wrong hash of two inputs
function complainAboutLeaf(uint _indexOut, uint _indexIn, bytes32 _Zout, bytes32[length] memory
_Zinl,
bytes32[length] memory _Zin2, bytes32[depth] memory _proofZout, bytes32[depth] memory _proofZin)
allowed(receiver, stage.keyRevealed) public {
require (vrfy(_indexOut, _Zout, _proofZout), "output proof verification");
bytes32 Xout = cryptSmall(_indexOut, _Zout);
require (vrfy(_indexIn, keccak256(abi.encode(_Zinl1)), _proofZin), "inl proof verification");
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require (_proofZin[depth - 1] == keccak256(abi.encode(_Zin2)), "in2 proof verification");
require (Xout != keccak256(abi.encode(cryptLarge(_indexIn, _Zinl), cryptLarge(_indexIn + 1,
_Zin2))), "result verification");

selfdestruct (receiver) ;

}

// function complain about wrong hash of two inputs
function complainAboutNode(uint _indexOut, uint _indexIn, bytes32 _Zout, bytes32 _Zinl, bytes32
_Zin2,
bytes32[depth] memory _proofZout, bytes32[depth] memory _proofZin)
allowed(receiver, stage.keyRevealed) public {
require (vrfy(_indexOut, _Zout, _proofZout), "output proof verification");
bytes32 Xout = cryptSmall(_indexOut, _Zout);
require (vrfy(_indexIn, _Zinl, _proofZin), "inl proof verification");
require (_proofZin[depth - 1] == _Zin2, "in2 proof verification");
require (Xout != keccak256(abi.encode(cryptSmall(_indexIn, _Zinl1), cryptSmall(_indexIn+ 1,
_Zin2))), "result verification");
selfdestruct (receiver) ;

}

// refund function is called in case some party did not contribute in time
function refund() public {

require (now > timeout);

if (phase == stage.accepted) selfdestruct (receiver);

if (phase >= stage.keyRevealed) selfdestruct (sender);
}

// function to both encrypt and decrypt text chunks with key k
function cryptLarge(uint _index, bytes32[length] memory _ciphertext) public view returns (
bytes32[length] memory) {
_index = _index * length;
for (uint i = 0; i < length; i++){
_ciphertext[i] = keccak256(abi.encode(_index, key)) ~ _ciphertextl[il;
_index++;
}
return _ciphertext;

}

// function to decrypt hashes of the merkle tree
function cryptSmall(uint _index, bytes32 _ciphertext) public view returns (bytes32) {
return keccak256(abi.encode(_index, key)) ~ _ciphertext;

}

// function to verify Merkle Tree proofs
function vrfy(uint _index, bytes32 _value, bytes32[depth] memory _proof) public view returns (
bool) {
for (uint i = 0; i < depth; i++) {
if ((_index & 1 << i) >>i == 1)
_value = keccak256(abi.encodePacked(_proof[depth - i - 1], _value));
else
_value = keccak256(abi.encodePacked(_value, _proof[depth - i - 1]));
¥

return (_value == ciphertextRoot);

Listing A.1: Templated FairSwap smart contract including minor bug fixes.
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A.1.2. FairSCE App Smart Contract

shows the FairSCE smart contract to be used as Perun app smart contract
as described in The FairSCE smart contract reuses parts of the FairSwap
smart contract for the validation of Merkle tree proofs, sent as part of a complaint as
described in [Section 4.1.1] This code has been published as part of BFEBench, our
blockchain-based fair exchange benchmark tool [I08], 23].

contract FileSaleApp is App {
enum Phase {COMPLETED, ACCEPTED, COMPLAINT_SUCCESSFUL}

struct AppState {
bytes32 fileRoot;
bytes32 ciphertextRoot;
bytes32 keyCommitment;
bytes32 key;
uint price;
Phase phase;

}

/%%

* @notice This mapping from channellds to cost stores if a complaint was conducted successfully
and saves the cost

* occured for the complaint.

* A cost of O means that a complaint never took place (successfully) for the channel.

*/

mapping (bytes32 => uint) public complaintCost;

/*x

Onotice ValidTransition checks if there was a valid transition between two states.
@param params The parameters of the channel.

@param currentChannelState The current state.

@param nextChannelState The potential next state.

@param signerIdx Index of the participant who signed this transition.

* X X X ¥

*/

function validTransition(

Channel .Params calldata params,

Channel.State calldata currentChannelState,

Channel.State calldata nextChannelState,

uint256 signerIdx

) external pure override {
(AppState memory currentAppState) = abi.decode(currentChannelState.appData, (AppState));
(AppState memory nextAppState) = abi.decode(nextChannelState.appData, (AppState));
if (currentAppState.phase == Phase.ACCEPTED && nextAppState.phase == Phase.COMPLETED) { //
ACCEPTED -> COMPLETED

require(signerIdx == 0, "only seller can complete");
// check app state transitions
require (nextAppState.fileRoot == currentAppState.fileRoot, "fileRoot mismatch");

require(nextAppState.ciphertextRoot == currentAppState.ciphertextRoot, "ciphertextRoot
mismatch");

require(nextAppState.keyCommitment == currentAppState.keyCommitment, "keyCommitment mismatch
||);

require(keccak256(abi.encode(nextAppState.key)) == nextAppState.keyCommitment, "invalid key"
)3

require(nextAppState.price == currentAppState.price, "price mismatch");

// check balance diff (transfer from buyer to seller)

require (nextChannelState.outcome.balances[0] [0] == currentChannelState.outcome.balances
[01[0] + nextAppState.price, "seller balance mismatch");

require (nextChannelState.outcome.balances[0] [1] == currentChannelState.outcome.balances
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[01[1] - nextAppState.price, "buyer balance mismatch");

}

else if (currentAppState.phase == Phase.COMPLETED && nextAppState.phase == Phase.
COMPLAINT_SUCCESSFUL) { // COMPLETED -> COMPLAINT_SUCCESSFUL

require(signerIdx == 1, "only buyer can complain");
// check app state transitions
require(nextAppState.fileRoot == currentAppState.fileRoot, "fileRoot mismatch");

require(nextAppState.ciphertextRoot == currentAppState.ciphertextRoot, "ciphertextRoot
mismatch");
require (nextAppState.keyCommitment == currentAppState.keyCommitment, "keyCommitment mismatch
")
require (nextAppState.key == currentAppState.key, "invalid key");
require(nextAppState.price == currentAppState.price, "price mismatch");
// check balance diff (transfer back from seller to buyer)
require(nextChannelState.outcome.balances[0] [0] == currentChannelState.outcome.balances
[0]J[0] - nextAppState.price, "seller balance mismatch");
require(nextChannelState.outcome.balances[0] [1] == currentChannelState.outcome.balances
[0] [1] + nextAppState.price, "buyer balance mismatch");
}
else {
revert("invalid state transition");

}

*
*

@notice Calculates the channel’s ID from the given parameters.
@param params The parameters of the channel.
@return The ID of the channel.

Source:

https://github.com/hyperledger-labs/perun-eth-contracts/blob/
abd762dc7d3271£797e304d8bb641£71£8c5c206/contracts/Adjudicator.sol#L270-L277

*/

function getChannelID(Channel.Params memory params) public pure returns (bytes32) {
return keccak256(Channel.encodeParams (params)) ;

L N A N

* ======== Fairswap Filesale ===

* by Stefan Dziembowski, Lisa Eckey, Sebastian Faust -- https://github.com/1EthDev/FairSwap
*

* Modified by Matthias Lohr

*/

// function complain about wrong hash of file
function complainAboutRoot(
Channel.Params memory params,
Channel.State memory state,
bytes memory sellerSignature,
bytes32 _Zm,
bytes32[] memory _proofZm
) public {
// start gas counter
uint gasInitial = gasleft();
!/
(AppState memory appState) = abi.decode(state.appData, (AppState));
// verify seller’s signature for this state
require(Sig.verify(abi.encode(state), sellerSignature, params.participants[0]), "invalid
signature");
// Fairswap checks
require (vrfy((2 << _proofZm.length) - 2, _Zm, _proofZm, appState.ciphertextRoot));
require (cryptSmall((2 << _proofZm.length) - 2, _Zm, appState.key) != appState.fileRoot);
// store successful complaint
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bytes32 channellID = getChannellID(params);
complaintCost [channelID] = gasInitial - gasleft();
}

// function complain about wrong hash of two inputs
function complainAboutLeaf (
Channel.Params memory params,
Channel.State memory state,
bytes memory sellerSignature,
uint _indexOut,
uint _indexIn,
bytes32 _Zout,
bytes32[] memory _Zini,
bytes32[] memory _Zin2,
bytes32[] memory _proofZout,
bytes32[] memory _proofZin
) public {
// start gas counter
uint gasInitial = gasleft();
//
(AppState memory appState) = abi.decode(state.appData, (AppState));
// verify seller’s signature for this state
require(Sig.verify(abi.encode(state), sellerSignature, params.participants[0]), "invalid
signature");
// Fairswap checks
require (vrfy(_indexOut, _Zout, _proofZout, appState.ciphertextRoot), "output verification");
bytes32 Xout = cryptSmall(_indexOut, _Zout, appState.key);
require (vrfy(_indexIn, keccak256(abi.encodePacked(_Zinl1)), _proofZin, appState.ciphertextRoot
), "inl verification");
require (_proofZin[_proofZin.length - 1] == keccak256(abi.encodePacked(_Zin2)), "in2
verification");
require (Xout != keccak256(abi.encode(cryptLarge(_indexIn, _Zinl, appState.key), cryptLarge(
_indexIn + 1, _Zin2, appState.key))), "result verification");
// store successful complaint
bytes32 channellD = getChannellID(params) ;
complaintCost [channelID] = gasInitial - gasleft();
}

// function complain about wrong hash of two inputs

function complainAboutNode (

Channel.Params memory params,

Channel.State memory state,

bytes memory sellerSignature,

uint _indexQOut,

uint _indexIn,

bytes32 _Zout,

bytes32 _Zinl,

bytes32 _Zin2,

bytes32[] memory _proofZout,

bytes32[] memory _proofZin

) public {
// start gas counter
uint gasInitial = gasleft();
!/
(AppState memory appState) = abi.decode(state.appData, (AppState));
// verify seller’s signature for this state
require(Sig.verify(abi.encode(state), sellerSignature, params.participants[0]), "invalid
signature");
// Fairswap checks
require (vrfy(_indexOut, _Zout, _proofZout, appState.ciphertextRoot));
bytes32 Xout = cryptSmall(_indexOut, _Zout, appState.key);
require (vrfy(_indexIn, _Zinl, _proofZin, appState.ciphertextRoot));
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require (_proofZin[_proofZin.length - 1] == _Zin2);
require (Xout != keccak256(abi.encode(cryptSmall(_indexIn, _Zinl, appState.key), cryptSmall(
_indexIn+ 1, _Zin2, appState.key))));
// store successful complaint
bytes32 channellD = getChannellID(params);
complaintCost [channelID] = gasInitial - gasleft();
}

// function to both encrypt and decrypt text chunks with key k
function cryptlarge(uint _index, bytes32[] memory _ciphertext, bytes32 key) public view returns
(bytes32[] memory) {
_index = _index * _ciphertext.length;
for (uint i = 0; i < _ciphertext.length; i++){
_ciphertext[i] = keccak256(abi.encode(_index, key)) ~ _ciphertextl[i];
_index++;
}
return _ciphertext;

}

// function to decrypt hashes of the merkle tree
function cryptSmall(uint _index, bytes32 _ciphertext, bytes32 key) public view returns (bytes32)
{
return keccak256(abi.encode(_index, key)) ~ _ciphertext;

}

// function to verify Merkle Tree proofs
function vrfy(uint _index, bytes32 _value, bytes32[] memory _proof, bytes32 ciphertextRoot)
public view returns (bool) {
for (uint i = 0; i < _proof.length; i++) {
if ((_index & 1 << i) >>i == 1)
_value = keccak256(abi.encodePacked(_proof [_proof.length - i - 1], _value));
else
_value = keccak256(abi.encodePacked(_value, _proof[_proof.length - i - 11));
¥
return (_value == ciphertextRoot);

}

Listing A.2: Perun App Smart Contract of FairSCE.
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A.1.3. FairSCE Extra Deposit Smart Contract.

shows the smart contract code for reusable extra deposit as described in
This code has been published as part of BFEBench, our blockchain-based
fair exchange benchmark tool [108] 23].

1 contract FileSaleMonoDeposit {

2 address payable public owner;

3  AssetHolderETH public assetHolder;
4

5

/*x
6 * This contract is meant to be deployed by the seller as simple deposit service.
Y
8  constructor(address payable depositOwner, AssetHolderETH perunAssetHolder) {
9 owner = depositOwner;

10 assetHolder = perunAssetHolder;

11}

12

13 /*%

14 * Allow the seller (technically: anyone) to increase funds

15 */

16 receive() external payable {}

17

18  /*%

19 * Allow the seller to withdraw funds

20  */

21  function withdraw(uint amount) public {

22 require(msg.sender == owner);

23 owner.transfer (amount) ;

24 ¥

5

26 /**

27 * Allow the buyer to initiate state channel

28 */

29  function doStateChannelDeposits(bytes32 channellID, address participant) public payable {
30 uint sellerAmount = getSellerDepositAmount();

31 require(msg.value >= sellerAmount, "insufficient amount");

32 // transfer funds from participant (buyer)

33 assetHolder.deposit{value: msg.value}(calcFundingID(channelID, participant), msg.value);
34 // transfer funds from seller

35 assetHolder.deposit{value: sellerAmount}(calcFundingID(channellID, owner), sellerAmount);
36}

37

38 /%

39 * @notice Internal helper function that calculates the fundingID.

40  * Qparam channelID ID of the channel.
41  * Qparam participant Address of a participant in the channel.
42  * Qreturn The funding ID, an identifier used for indexing.

43 */

44  function calcFundingID(bytes32 channelID, address participant) internal pure returns (bytes32) {
45 return keccak256(abi.encode(channelID, participant));

46}

47

48  function getSellerDepositAmount() public returns (uint) {

49 return 190000; // this can be chosen by the seller

50}

51}

Listing A.3: Extra Deposit Smart Contract for FairSCE
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A.2. Fair Exchange Sequence Diagrams with Cost
Annotation

In this section, we provide additional sequence diagrams of successfully (including faithful
as well as unfaithful behavior) conducted protocol executions of FairSwap and FairSCE,
annotated with the cost for each interaction with the Ethereum blockchain. The cost in
terms of transaction fees, given in Gas for the Ethereum blockchain, have been determined

as part of the evaluation conducted in

A.2.1. FairSwap

X 9 I

Buyer Distributed Ledger Seller
|

loop )

request file exchange

__ send encrypted file

«

1,495,092 Gas

36,080 Gas |, FairSwap.accept(payment §)

58,984 Gas

29,372 Gas

|
I
I
I
I
I
I
I
I
:
Ny
[}
I
I
I
I
I
I
I
I
I
I
I
I

Figure A.1.: Sequence diagram of a FairSwap [15] fair exchange with buyer and seller
both behaving faithfully (cf. [Figure 4.2)), annotated with cost in terms of
Gas (Ethereum blockchain transaction fees).
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8

Buyer D|str|buted Ledger Seller
} request file exchange »3
< send encrypted file
3 34 FairSwap.deploy() 3@‘
| buy(;r leaves | %

Figure A.2.: Sequence diagram of a FairSwap [15] fair exchange with the seller behaving
faithfully but the buyer leaving without any interaction (cf. |[Figure 4.3),
annotated with cost in terms of Gas (Ethereum blockchain transaction fees).

Buyer Distributed Ledger Seller
|

|
' request file exchange

send encrypted file

|
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|

|
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| . |
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| |
| |
| |
1 |

>

FairSwap.refund()

| |

| |

32,728 Gas ; H
| |
| |

seller leaves %

Figure A.3.: Sequence diagram of a FairSwap [15] fair exchange with the buyer behaving
faithfully but the seller leaving after the buyer has accepted the exchange
and deposited the payment with the FairSwap smart contract, expecting
the seller to reveal the key to decrypt the transferred encrypted file (cf.
7 annotated with cost in terms of Gas (Ethereum blockchain trans-
action fees).

180



A.2. Fair Exchange Sequence Diagrams with Cost Annotation

-
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Figure A.4.: Sequence diagram of a FairSwap [15] fair exchange with the buyer behaving

faithfully but the seller sending data different to the data initially agreed on.
The buyer can conduct a complaint to retrieve back the funds deposited with

the FairSwap smart contract supposed to be the payment (cf. [Figure 4.5),
annotated with cost in terms of Gas (Ethereum blockchain transaction fees).
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A.2.2. FairSCE with Extra Deposit

-
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Figure A.5.: Sequence diagram of a FairSCE with extra deposit fair exchange with buyer
and seller both behaving faithfully (cf. [Figure 4.13)), annotated with cost in

terms of Gas (Ethereum blockchain transaction fees).
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-
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Figure A.6.: Sequence diagram of a FairSCE with extra deposit fair exchange with the
buyer behaving faithfully but the seller leaving after the buyer has accepted
the last file exchange in the state channel sent a state channel transaction
with the payment to the seller, expecting the seller to reveal the key to

decrypt the transferred encrypted file (cf. [Figure 4.14)), annotated with cost
in terms of Gas (Ethereum blockchain transaction fees).
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Figure A.7.: Sequence diagram of a FairSCE with extra deposit fair exchange with the
seller behaving faithfully but the buyer leaving after the last file exchange
has been completed and leaving it up to the seller to close the state channel

(cf. [Figure 4.15)), annotated with cost in terms of Gas (Ethereum blockchain
transaction fees).
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Figure A.8.: Sequence diagram of a FairSCE fair exchange with the buyer behaving faith-
fully but the seller sending data different to the data initially agreed on in the
last fair exchange taking place in the state channel. The buyer can conduct
a dispute to retrieve back the funds deposited with the Perun AssetHolder

smart contract supposed to be the payment (cf. [Figure 4.16)), annotated

with cost in terms of Gas (Ethereum blockchain transaction fees).
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